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Abstract

Long-term time series forecasting (LTSF) holds a foundational role in numerous real-world scenarios such as energy moni-
toring and industrial equipment scheduling, where forecasting systems frequently operate under limited computational
resources and require real-time responsiveness. However, existing methods often struggle to precisely extract fine-grained
temporal patterns, including long-range trends and cross-variable dependencies, while maintaining a balance between pre-
diction accuracy and computational efficiency in practical deployments. In tackling this challenge, this paper proposes a
lightweight LTSF model named GeoSAT that utilizes geometric sparse (GeoSparse) attention and a tempo-spatial feature
extraction module. The model first decouples the input time-series data into coarse-grained trend and residual components.
For the residual component, a stacked stationary wavelet transform (SSTW) is employed to transform the embedded time
domain into a multi-scale frequency domain that are then stacked into a unified frequency-domain representation, enabling the
model to capture fine-grained temporal patterns at different scales. Then, compared to traditional sparse attention that relies
solely on dot-product, we introduce the GeoSparse attention mechanism applied to the unified frequency-domain representa-
tion. It preserves the dot product and introduces the wedge product to effectively capture scalar similarities across different
scales as well as geometric correlations between variables. Through sparsification, it highlights critical frequency-domain
information and reduces time complexity. For the trend component, a tempo-spatial feature extraction module is employed
to model the spatiotemporal domain through adaptive temporal-frequency filtering within variables and one-dimensional
convolution between variables. Residual connections are used to extract both the temporal and spatial patterns, thereby cap-
turing the global trend and cross-variable relationships. Evaluations on eight public datasets demonstrate that the proposed
model effectively capture the fine-grained features and outperform traditional LTSF methods while ensuring a lightweight
architecture. The code is available at: https://github.com/IntelligentComp-Lab/GeoSAT.
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1 Introduction

Multivariate time series (MTS) refers to a collection of
multiple variables recorded synchronously at the same
timestamp, where each variable can be viewed either as
an independent univariate sequence or as a separate chan-
nel within the same signal (Hamilton 2020). Multivariate
long-term time series forecasting (LTSF) has been widely
adopted in critical domains such as meteorological analy-
sis (Hittawe et al. 2024), power dispatching (Zhang et al.
2023), urban traffic management (Lv et al. 2024), and epi-
demic spread modeling (Bertozzi et al. 2020). The core
objective of MTS forecasting is to model dynamic tempo-
ral patterns from historical observations and subsequently
predict future trends. In recent years, the increasing avail-
ability and strategic importance of time series data have
driven rapid advancements in forecasting research. Deep
learning, in particular, has significantly pushed the bound-
aries of forecasting accuracy and robustness. Nonetheless,
LTSF remains a long-standing challenge due to the inher-
ent complexity and diversity of temporal dynamics.
Early forecasting approaches, including neural net-
works, decision trees, SVM, and random forests (Qiu
et al. 2017), generated predictions by identifying under-
lying patterns. Subsequently, several methods based on
RNNs and CNNs have been proposed, including SCINet
(Liu et al. 2022a), LSTNet (Lai et al. 2018), and TCN (Bai
et al. 2018). However, these methods have limited ability
to model long-term dependencies within sequences, focus-
ing primarily on features at a single time scale, and lack-
ing specialized mechanisms to model the complex multi-
scale periodic variations in time series. Recent mainstream
approaches have concentrated on MLP-based methods
(Shiblee et al. 2008) and Transformer-based methods (Wen
et al. 2022). Transformer-based approaches have made

Fig.1 Correlations between two
variable groups in the ETTh1 s
dataset (MUFL: Medium Use-
ful Load, HUFL: High Useful
Load, HULL: High Useless
Load, MULL: Medium Useless
Load); left: time series trends,
right: correlation scatter plots

Time Steps
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significant advancements, with models such as Conti-
former (Chen et al. 2023), Tarnet (Chowdhury et al. 2022),
Ts-fastformer (Lee et al. 2024), YOAO (Zhang et al. 2025)
and TVC Former (Liu et al. 2025) emerging. These meth-
ods are capable of capturing long-term dependencies in
sequences and improving forecasting performance through
continuous enhancements to their attention mechanisms.
However, recent studies indicate that MLP-based models
have outperformed most Transformer models. Further-
more, the simplicity and low computational overhead of
MLP architectures have made them increasingly popular
among researchers. Models such as MARINA (Xie et al.
2022), MSD-Mixer (Zhong et al. 2023), and TCM (Jiang
et al. 2025) have achieved outstanding performance, thus
breaking the dominance of Transformers in time series
forecasting.

Despite the progress of existing techniques, several chal-
lenges persist: (1) Most methods decompose the series into
coarse-grained trend and seasonal features; however, real-
world time series contain redundant and complex infor-
mation that current methods fail to effectively extract as
fine-grained temporal patterns; (2) Existing self-attention
mechanisms treat all time points equally, hindering the cap-
ture of complex correlations between variables (e.g., clear
positive correlations exist between variables in the ETTh1
dataset, as shown in Fig. 1). Furthermore, the computational
cost of traditional attention grows quadratically with the
sequence length, O(L?%); (3) Time series often exhibit intri-
cate characteristics across temporal, spatial, and frequency
dimensions, requiring comprehensive multi-domain feature
extraction while maintaining computational efficiency and
scalability.

To address these challenges, we propose the GeoSAT
model, a novel lightweight time series forecasting frame-
work that utilizes Top-k geometric sparse (GeoSparse)
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attention and tempo-spatial feature extraction, built upon
the decomposition of time series embedding vectors.
Unlike existing models, GeoSAT decomposes the time
series into trend and residual components, and designs
distinct processing modules for each, targeting the long-
term stability of the trend component and the data com-
plexity of the residual component. For the trend com-
ponent, we introduce a tempo-spatial feature extraction
module to learn distinct information from both the tempo-
ral and spatial dimensions, effectively capturing within-
variable and cross-variable features, and capturing global
trend and cross-variable relationships through residual
connections. For the residual component, we first apply
stacked stationary wavelet transform (SSWT) to convert
it into the frequency domain, obtaining fine-grained
multi-frequency band coefficients that effectively capture
complex time series patterns such as transient variations,
periodic modes, and long-term trends. Subsequently, by
combining dot-product and wedge-product operations,
we design the GeoSparse attention mechanism to capture
the relationships between variables. This sparsification
highlights important features while significantly reduces
the computational complexity.
The contributions of this paper are as follows:

(1) A novel lightweight LTSF framework, GeoSAT, is
proposed based on trend-residual decomposition and
multi-domain feature extraction, balancing model light-
weighting design and accuracy.

(2) A GeoSparse attention mechanism is introduced, com-
bining SSWT-based residual information representa-
tion with dot-product and wedge-product operations to
capture fine-grained correlations and enhance compu-
tational efficiency.

(3) A tempo-spatial feature extraction module is designed
to learn features within (temporal domain) and between
(spatial domain) variables for the trend component
using a transposed structure, with residual fusion to
construct global trend representations and inter-varia-
bles relationships.

(4) Experimental results on 8 real-world benchmark data-
sets demonstrate that GeoSAT outperforms existing
mainstream methods in terms of both model light-
weighting and accuracy.

In the following sections, Sect. 2 provides an overview
of the current research. Section 3 presents the detailed
framework of GeoSAT. Section 4 introduces the relevant
baselines, experimental details, and a comparison of
experimental results. Section 5 concludes the paper with
a summary and outlooks for future research.

2 Related works

Multivariate LTSF has attracted significant attention
recently, leading to substantial progress across multiple
research directions. This section reviews prior work from
three perspectives: time-series decomposition, Transformer-
based models, and MLP-based approaches.

2.1 Time decomposition

Time series decomposition (Wen et al. 2019) aims to decom-
pose sequential data into several independent components
in order to uncover its intrinsic patterns. This method pro-
vides a foundation for trend analysis and forecasting tasks by
extracting specific patterns from historical data, facilitating
a clearer understanding of the structural characteristics of
time series.

Traditional statistical models rely on linearity and sta-
tionarity assumptions, making them insufficient for com-
plex real-world scenarios such as industrial sensing (Nizam
et al. 2022) and financial markets (Masini et al. 2023). Early
machine learning models required extensive manual feature
engineering and lacked robust generalization capabilities.
Although RNN-based approaches (Wagas and Humphries
2024) enhanced temporal modeling, they suffered from gra-
dient instability and computational limitations.

With the development of deep learning, decomposition-
enhanced forecasting models have advanced significantly.
Bandara et al. (2025) proposed a multiple-seasonal trend
decomposition framework with improved performance and
reduced complexity. Hu et al. (2025) introduced a hybrid
multi-scale decomposition module that captures temporal
patterns at different scales. Su et al. (2024a) decomposed
sequences into trend and stationary components across
dominant frequencies, boosting forecasting performance via
hybrid enhancement. Huang et al. (2024) combined moving-
average-based decomposition with deep cross decomposi-
tion to effectively extract and integrate seasonal and trend
structures.

2.2 Transformer-based methods

The Transformer architecture (Vaswani et al. 2017) has
become a cornerstone in sequence modeling. Zhou et al.
(2021) introduced Informer, which leverages sparse atten-
tion and generative decoding to improve efficiency. Wu et al.
(2021) incorporated decomposition and periodic autocor-
relation for improved temporal modeling. Liu et al. (2022b)
applied pyramid multi-scale attention to capture hierarchical
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temporal features. Zhou et al. (2022) integrated seasonal-
trend decomposition with frequency-enhanced attention for
improved global and local pattern understanding. Yu et al.
(2024) optimized trend decomposition and autocorrelation
learning to capture periodic behaviors more effectively.
Although these models improve efficiency and modeling
capability, many still struggle to capture fine-grained cor-
relations across variables and face high computational and
memory demands. To address cross-variable relationships,
Wang et al. (2024a) proposed Graphformer, combining
sparse graph attention with GCNs. Wang et al. (2024b) fur-
ther emphasized exogenous-endogenous variable interplay
and introduced TimeXer for efficient exogenous variable
processing. Despite these advances, Transformer-based
methods remain computationally heavy and less scalable
for long sequences in resource-constrained environments.

2.3 MLP-based methods

MLP-based models have recently emerged as efficient alter-
natives to Transformer-based methods, offering strong per-
formance with lower computational overhead. Zeng et al.
(2023) questioned the effectiveness of the Transformer
attention mechanism for time series forecasting and dem-
onstrated that simple decomposition and linear layers yield
better performance than Transformer-based models. Yi et al.
(2023) introduced an efficient time series forecasting method
using frequency-domain MLP, opening new directions for
the application of MLP in time series modeling and prov-
ing the potential of frequency-domain learning. Ekambaram
et al. (2023) utilized a lightweight MLP architecture with
time series-specific enhancement components. Wang et al.
(2024c) proposed an MLP-based FTMLP model to address
the issues of neglecting complex relationships between
features and the lack of physical interpretability in current
methods. Das et al. (2023) presented the TiDE model, an
MLP-based encoder-decoder structure, which uses MLP
for encoding and decoding, retaining the computational
efficiency of linear models.

From the aforementioned studies, it can be concluded
that Transformer-based methods have gradually improved
through continuous architectural innovations. In contrast,
MLP-based methods are efficient in time series modeling.
Despite this, self-attention models still struggle to capture
fine-grained temporal patterns between variables, while
MLP models have weak cross-variable correlation modeling
capabilities, and their accuracy requires further improve-
ment. Additionally, balancing the efficiency and accuracy
of time series modeling remains a significant challenge. To
address these issues, this paper proposes GeoSAT model,
which integrates information extraction from both spati-
otemporal domain and frequency domain, ensuring the
model’s lightweight and accuracy.

@ Springer

3 GeoSAT model

This section presents the proposed GeoSAT framework for
long-term time series forecasting, which consists of two
branches: a geometric sparse attention mechanism (Geo-
Sparse Attention) and a tempo-spatial feature extraction
module. The overall architecture is illustrated in Fig. 2. Geo-
SAT consists of three core components: a feature decompo-
sition module, an SSWT-based GeoSparse attention module,
and a tempo-spatial feature extraction module.

The feature decomposition module embeds the time
series into high-dimensional vectors and decomposes them
into trend and residual components. For the trend compo-
nent, the tempo-spatial feature extraction module applies
adaptive frequency filtering in the time domain and one-
dimensional convolution in the spatial domain to extract
feature information within and between variables. For
the residual component, the GeoSparse attention module
decomposes the sequence into multiple-scale frequency
bands using stacked stationary wavelet transform (SSWT).
Geometric attention weights are calculated within each fre-
quency band, and multi-scale information is aggregated.
Finally, the outputs of the SSWT-based GeoSparse attention
and the tempo-spatial feature extraction module are linearly
mapped and concatenated, followed by a denormalization
process to return to the original time domain, forming the
predicted sequence.

3.1 Problem definition

In this work, the problem of multivariate LTSF is formu-
lated as follows. Given a historical observation sequence
X ={x;, -, x;|x; € RM}, where X € R™*L, the task is to
predict the future sequence X’ = {xL+1, e Xprlx € RM},
where X’ € RM<' Here, L and L' represent the lengths of
the input and output sequences, respectively, and M denotes
the number of variables or channels. The key notations used
throughout this paper are summarized in Table 1.

3.2 Feature decomposition

Existing time series often exhibit complex temporal behav-
iors, including seasonality, trends, and various irregular
influencing factors. First, we perform a normalization opera-
tion on the input sequence, defined as:

L A

ey

o/

where xi represents the value of the j-th channel at the i-th
time step in the original data, and ¢ and o/ represent the
mean and standard deviation of the j-th channel over all time
steps, respectively.
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Fig.2 The framework of GeoSAT

Table 1 Key notations

Terms Notations

X Input MTS

X Forecasted ypg

L Length of the input MTS

r Length of the predicted series

M Number of channels/variables

L, Size of the embedding dimension

’;{ Normalized input time series

X Output of inverse embedding

f(f Trend component after feature decomposition

A.r Residual component after feature decomposition

ho Low-pass and high-pass filters of SSWT

s Decomposition scale of SSWT

)’ZRE S Output of stacked approximation and detail coefficients

AE‘), D?) Approximation and detail coefficients obtained from SSWT decomposition
Zior Q — K dot product in GeoSparse Attention

Zyvedge Geometric distance between Q and K in GeoSparse Attention

V4 Weight matrix after combining dot product and geometric distance
X' rEs Result of aggregating the attention matrix with the Value matrix
)?/r Output of ISSWT

KXirey Output of temporal domain

X Output of spatial domain

X A Output of tempo-spatial feature extraction
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Each feature of the time series is then mapped individu-
ally to a high-dimensional space through a linear layer. This
“inverted” embedding approach is particularly suitable for
handling MTS, as it allows the model to process the tempo-
ral patterns of each variable separately. By using different
processing paths for trend and residual features, the model
can more effectively capture the complex dependencies
within multivariate time series. For the normalized sequence
X € RM*L  the inverted embedding can be represented as:

X = Linear(X) € RLoM 2)

where L, denotes the size of the mapped space.

3.2.1 Adaptive Multi-Scale Sequence Decomposition
(AMSD)

Considering the potential independent distribution charac-
teristics among variables in MTS, the module utilizes mul-
tiple groups of depthwise separable convolution kernels to
parallelly extract trend features at different receptive fields,
and introduces a learnable attention mechanism to dynami-
cally integrate multi-scale information. We adopt a channel-
independent approach using convolution kernels of different
sizes for smoothing. The channel-independent processing
prevents information aliasing across different feature chan-
nels in MTS data, thereby accurately capturing the multi-
scale trends of each individual feature. Through a channel-
independent convolution design, the module can precisely
handle the variable-specific nature of MTS, enhancing the
model's ability to capture trend changes. AMSD module
allows the network to automatically focus on the most rel-
evant temporal scales based on the data characteristics.

For the i-th variable in the input sequence X, we apply
independent convolution kernels for smoothing, and the
operation can be represented as:

Trend! = Cov1D'(X;) 3)

where i = 1,2, ..., M. The module is designed to process M
variables independently to avoid cross-variable informa-
tion interference. For a given set of convolution kernel sizes
T={t].ty,,1,}, 1, represents the kernel size, correspond-
ing to different time scales (such as short-term, medium-
term, and long-term).

To integrate trend information from different scales, a
set of trainable weight parameters @ = {a;, @, ..., a,} is
introduced corresponding to each scale, enabling automatic
weight learning for each scale and assigning high weights
to the critical trend scales adaptively. The trend features
extracted from each scale are weighted and aggregated by
calculating the Softmax distribution of the scale weights.
The AMSD outperforms standard moving average by
simultaneously extracting multi-scale trends and adaptively

@ Springer

learning their importance, leading to more accurate and
robust time series decomposition. The weighted fusion of
multi-scale trend components is as follows:

n

X, = Z Softmax(a;) - Trend @)

J=1

Equation (4) aggregates the trend terms of the i-th vari-
able across all scales. Upon completion of the aggregation
for all M variables, the final trend component )?f is obtained.

After obtaining the final trend estimate, the residual part
)?, is computed as follows:

A~ A M A~ A A~
X =X- Zizlef =X-X, 5)

where )A(f and )A(, represent the extracted smooth component
and residual component, respectively. Considering the com-
plexity of the residual component, it is processed by the
subsequent GeoSparse attention module, while the trend
component is passed to the tempo-spatial feature extraction
module for further processing.

3.3 SSWT-based GeoSparse attention

GeoSparse Attention enhances traditional self-attention
through geometric transformations. As shown in Fig. 3, to
map the input sequence to a frequency domain more suitable
for capturing temporal geometric structures, the sequence is
decomposed into multi-scale frequency bands using Stacked
Stationary Wavelet Transform (SSWT). In the frequency
domain, geometric products are used to effectively capture
variable correlations. Attention weights are computed for
each frequency band using different attention heads, and the
multi-scale information is then aggregated. To accommodate
long-sequence scenarios, Top-k sparsification is applied to
retain key dependencies, thereby reducing computational
complexity.

3.3.1 SSWT

The Stationary Wavelet Transform (SWT) was originally
proposed to address the shift sensitivity issue of the Dis-
crete Wavelet Transform (DWT) (Nason and Silverman
1995). In SWT, the high-pass and low-pass filters are
upsampled at each decomposition level, ensuring that
the approximate and detail coefficients generated after
each decomposition layer have the same length as the
original signal. This makes SWT invariant to both time
and translation, making it suitable for processing hetero-
geneous time series data (e.g., time series of different
variables), and extracting both local and global patterns
across scales.
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Fig.3 The structure of SSWT

SSWT further extends SWT by performing multi-scale
sparse stacking on the outputs. The specific definition is as
follows:

Rpps = SSWT()?,;hO,hl) L RLOM  REXGHDXM )

where hy, h; € RM* are learnable low-pass and high-pass
filters with a kernel size of z, s is the decomposition scale,
and )?RES represents the output in the frequency domain
space.

Based on the mother wavelet ¢(7) and the scaling func-
tion ¢(¢), the SWT (subband decomposition) decomposes
the signal into s scales of approximation coefficient Afs) (low-
frequency components) and detail coefficient DES) (high-fre-
quency components). The decomposition process of SSWT
can be recursively defined as follows:

Initialization, we set A” =%, where %, represents
the signal )A(, at a particular time point. For each scale
s €[1,2,...,5], we compute:

) _ (s=1) (s=1)
A= Z ho™ (@) e Ay (7
z

() _ (s—1) (s—1)
DY = Y h V@) AL 8)
Z

Here, ho(s) and h,® are upsampled versions of the original
filters h, and h,, where 2°~! — 1 zeros are inserted between
every two coefficients of the original filters. This upsampling
ensures that the filter length and scale are compatible, and
these parameters are learnable.

For the input sequence in Fig. 3, the first layer of Aﬁl) and
Dﬁl) are obtained by convolution with the low-pass and high-
pass filters, respectively. Then, Aﬁl) is further decomposed
through low-pass and high-pass filters to obtain the second
layer’s approximation coefficients AEZ) and detail coefficients
D§2). The above process continues until the specified decom-
position scale s is reached (with s = 3 shown in the Fig. 3 as
an example). Finally, all the detail coefficients D™V, D%,

Convld —» D(3) ‘[—> S 3) /3 P2 HD
o 8 —i(4°.0,D?, "]
Convld —» A,(3’ — =
Convid Filter A,

along with the last approximation coefficient AES) obtained
from the final decomposition, are stacked together to pro-
duce the final output, denoted as:

Xyes = Stack(A®, DO, DV, .. D) ©)

The stacking operation adds a new dimension, where the
approximation coefficient A'” € R™*L and the detail coef-
ficient DY € RM*Li from the SWT are stored hierarchically.
After stacking, the output Xgzg € REXEHDXM i obtained,
enabling the multi-scale features to be processed simultane-
ously after the wavelet decomposition transformation.

It has to be noted that the wavelet filters in SSWT are
initialized with canonical wavelet bases and then treated as
learnable parameters. Unlike fixed wavelets, learnable wave-
lets adapt the decomposition to the LTSF task. The model
automatically learns task-optimal time—frequency represen-
tations without manual wavelet selection, while preserving
interpretability. During training, the coefficients are adap-
tively fine-tuned via back propagation to better fit the data
distribution. Our SSWT decomposition and reconstruction
strictly follow the standard stationary wavelet transform: we
use dilated convolution without down-sampling to main-
tain shift-invariance and temporal resolution. The inverse
SSWT can still perfectly reconstruct the original signal,
which ensures that the wavelet mathematical properties are
maintained.

3.3.2 GeoSparse attention

Existing research has witnessed continuous advancements
in attention mechanisms. For instance, the cosine attention
mechanism offers the advantage of computational simplicity
and effectively captures the similarity between vectors (Luo
et al. 2018). However, its normalization of vector lengths
results in the loss of magnitude information. Starting from
the positional information of tokens in the sequence, RoPE
(Su et al. 2024b) uses a rotation transformation to ensure
that the attention score naturally depends only on the relative

@ Springer
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position difference, independent of their absolute positions,
focusing on modeling the relative positional relationship
between tokens.

Despite these advances, existing attention mechanisms
still face limitations in capturing the geometric structure
between features (such as linear independence and spatial
complementarity) and in handling long sequences. The
dot-product only measures scalar-level similarity, making
it difficult to capture the complex positive and negative cor-
relations among multiple variables. Furthermore, the com-
putational complexity of fully connected attention grows
quadratically with the input series length, making it inef-
ficient for long sequences forecasting tasks. In contrast to
the above methods, GeoSparse Attention is derived from
the perspective of geometric algebra. It is a lightweight
design that integrates dot and wedge products to preserve
length information and model richer geometric relationships
between vectors.

As shown in Fig. 4, GeoSparse Attention replaces the tra-
ditional dot product with wedge products, decomposing the
attention computation into two parts: scalar similarity (dot
product) and bi-vector geometric relations (wedge product).

For the multi-scale signal )?RES obtained from wavelet
transform decomposition, we adopt a scale-head corre-
spondence design, where each scale is used as input to Geo-
Sparse attention. Specifically, suppose that s is the wavelet

decomposition scale, we apply each coefficient matrix (Q,K,
and V) corresponding to the s + 1 scales to different attention
heads in the attention computation. In total, there are s + 1
attention heads, with each attention head corresponding to
a distinct Q,K, and V matrix.

Wedge product review For Query-Key pair (¢;, k;) in matrix O
,K, the geometric product between them can be expressed as:

wedge_product(q;, k;) = q; - k; + q; N k; (10)

where g; « k; means dot product, g, A k; means wedge prod-
uct. Unlike the traditional dot product, the geometric product
is composed of a dot product (scalar) and a wedge product
(bivector). While the dot product component represents the
similarity and correlation between vectors, the wedge prod-
uct explicitly encodes the plane spanned by them. In MTS,
this plane can be interpreted as the independence and com-
plementarity between two channels. While the wedge prod-
uct does not directly quantify "likeness" as the dot product
does, it characterizes the "dissimilarity" between vectors. By
integrating both the dot and wedge products, the geometric
product enables a more comprehensive modeling of cross-
channel dependencies. Since the output of g; /\ k; is in the
form of a bivector, we adopt the magnitude of the wedge
product, denoted as llg; A\ kjll, as the final output. The specific
calculation is formulated as follows:

S
PR - \:/ — \- -2
( 7 s L 1-2 Attention Weight Calculation
> = =~ /O 7 N \
O % & AN Top_k |
. — l
1B 5
o , | g e
. \ ) = Y
— — = 2 2
| 5] =
— Jow L | @ A
E— o O N\ o) | ~
L K .S \t/ﬂi/ R"dXLd } i b Ve .\\ X [’QES
.J ~_ /\\ /_
. %/ RLaxM
- <
— 5
4 J £
L ) ) /

(%) Multiply (®) Dot Product
|| Selected Score

Fig.4 GeoSparse attention module
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l1g: A Kl = /@5 )k - k) = (q; - K (11

GeoSparse attention calculation First, the similarity matrix
Z,,, between the query Q and the key K is computed for each
attention head using the standard dot-product formulation:

Z,; = QKT € REaxLa (12)

where Q,K € REM | In geometric attention, the core is
to measure the perpendicular distance between two vec-
tors using the wedge norm. For the given Q and K, we first
compute their squared £,-norms to obtain the norm-squared

tensors Q,,,,, and K,,,.... The norm-squared tensor for Q,,,...,
is as follows:

— 12 2 2
Qngrm - [ql»‘]z, eeey qM] (13)

where g,, € Rl represents the m-th column vector in the
matrix Q,,,.,- The corresponding norm-squared tensor K,,,,.,,
is computed analogously. Finally, the wedge norm Z,, ;..
which characterizes the geometric (bi-vector) relationship

between Q and K, is computed as:

Zwedge = ”Q A Kl | = \/Qnorm X KnormT - ij (14’)

Secondly, we integrate the two through parameter
A € [0,1]to obtain a blended score:

Z= (1 - )') : Zdot +4- Zwedge (15)
where Z € RLXLa, and Z; jrepresents the combined attention
of the i-th Query to the j-th Key. This mixed score captures
both the synergistic patterns between features and the com-
plementary dependencies, making it especially suitable for
modeling cross-dimensional dynamic relationships in MTS.

To adapt to long sequence scenarios, Top-k sparsifica-
tion is applied to retain key dependencies. Specifically, for
eachZ;, we retain the top k values with the highest scores,
setting the remaining values to —oo. Traditional attention
computes the scores for all Query-Key pairs with a com-
plexity ofO(L, - L;), while GeoSparse Attention reduces
the complexity toO(L, - k), aiming to preserve the most
relevant information while significantly improving compu-
tational efficiency. The sparsification process is described
as follows:
5 | Z,ifZ; €Top_k(Z,k
Zij = { ! J—oo else ( ) (16)
where i,j € {1,2,....L;}, Top_k(-,k) indicates the top k
scores.

Finally, the attention weight matrix Z;; is multiplied with
the matrix V:

X,RES = Zi,/ vV (17)

where X'z € REXM represents the final feature matrix.
This matrix contains the Value information corresponding
to the Top-k Keys that the Query attends to. The output
feature of an attention head is denoted as X'gzq, and we
stack the output features of s + 1 attention heads to obtain
X eps € REXGHDXM  Thege steps illustrate that important
feature information for each Query-Key pair can be extracted
through GeoSparse attention.

3.3.3 Inverse SSWT

After feature extraction through GeoSparse attention, the
wavelet signal needs to be inverse-transformed into time-
series data via the Inverse SSWT (ISSWT). Taking s = 2 as
an example, the number of iterations is set as the decompo-
sition scale, and the approximation coefficients (denoted as
Al 52)) and detail coefficients (denoted as D’ 51) and D’ fz)) are
separated from the input coefficients X’ 5. The detail coef-
ficients at each scale are processed through cyclic padding
(shown on the right side of Fig. 5) and convolution operations
(using reconstruction filters (g,,) and (g)). In the circular pad-
ding phase, given a time series X, padding of two left and
right boundary values is performed. For left boundary pad-
ding, the last part of the original signal is reversed and trun-
cated; for right boundary padding, the original signal is trun-
cated from the beginning in the forward direction. The next
step involves scaling by dividing by 2, ensuring signal energy
conservation to maintain the accuracy of the reconstruction.
Then, the current layer's detail coefficients D’ 52) are fused
with the approximation coefficients A’ 52) of the same layer,
updating the approximation coefficients A’ 51), until the s-
layer process is complete and the final reconstructed signal
is output. ISSWT preserves the temporal continuity of the
signal through dilated convolutions and cyclic padding.

A

X, = ISSWT(R1ngsigor 1) 1 REXCHN o @M (1)

X', = Linear(X,) (19)

The parameters g, and g, represent the wavelet recon-
struction filters, corresponding to the low-frequency recon-
struction kernel and high-frequency reconstruction kernel,
respectively. These filters are used to recombine the wavelet
low-frequency and high-frequency coefficients to reconstruct
the original signal. Finally, X, is linearly projected to pro-
duce an output sequence of predicted length L'.

Based on the above analysis, the pseudo of SSWT-based
GeoSparse attention can be summarized as follows:
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Fig.5 The structure of ISSWT
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Algorithm 1 Pseudo of the SSWT-based GeoSparse
attention.

uml>X15 X0 " X5 Xy 5 X1, X, ]

Input X . € RE&XM The residual component, k: sparse coefficient

Output:X . € RI*M :The reconstructed residual component

1: )A(RES = SSWT()A(r;hg,hl):]RLdXM—HRLdX(S“)XM > Conduct Stacked Stationary Wavelet

Transform on 5(r
2: (K V) —Kpger w€[Ls+1] > Assign Xpps to O.KV for different heads
3: Ze(1-A) - Zgot +A - Zwedge >Calculate Geometric product scores
4: Zi,je{_igf ifZi'jETOP‘k(Zie'Z)e D>Process of sparsification
5: X'Rese<Zij -V D>Value aggregation
6: Xy = ISSWT(X' ypgigo,g1 ):REXSHOXM S RLaxM [>Inverse SSTW
7 )A('r<—Linear(Xr) > Project back to X
8: Return j(,,'
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3.4 Tempo-spatial feature extraction module

For the trend component, in order to effectively capture the
complex spatio-temporal dependencies in MTS data, we pro-
pose a hybrid module by combining adaptive frequency filter-
ing within variables (time dimension) and spatial local con-
volution between variables (spatial dimension). This module
models the global periodic features along the time dimension
and the inter-variable correlations along the spatial dimen-
sion. )?f is input into this module, and after processing by
adaptive frequency filtering and spatial local convolution, the
two parts of the data are connected through a residual connec-
tion. As shown in Fig. 6, this fusion of information from two
distinct perspectives facilitates feature extraction both within
and between variables.

3.4.1 Adaptive frequency filtering

Traditional time-domain methods are limited by local recep-
tive fields, making it difficult to efficiently capture long-
period global patterns. To address this, we use the Discrete
Fourier Transform (DFT) to convert the input signal into
the frequency domain. Given the input tensor )?f, we first
apply the Real Fast Fourier Transform (RFFT) along the
time dimension:

Xpp = RFFT(X,) € RL/2 DM (20)

To enable the model to selectively attend to different fre-
quency components, we introduce a set of learnable complex
weight parameters W, € REa/2*1, These weights are shared
across all channels and applied to perform element-wise
modulation of the spectrum:

X/TD =Xmp OW, 2D

Subsequently, the signal is restored to the time domain
through the Inverse Fast Fourier Transform (IFFT), and a
residual connection is introduced to retain the original time-
domain information:

Xy = LayerNorm(RFFT™" (X' 1) + X,) 22)

The mechanism allows the model to capture global pat-
terns, addressing the limitations of local window methods
in modeling long sequences.

Spectral Adaptive
Filtering

L[ L e
T Nor
!

Fig.6 The architecture of tempo-spatial feature extraction module

3.4.2 Spatial-domain channel mixing

Following the extraction of temporal features, we employ
a 1D convolutional network for feature fusion to model the
spatial interdependencies across channels. Unlike the global
perspective of frequency-domain operations, spatial mixing
focuses on the interaction of locally adjacent variables. We
swap the variable dimension and time dimension of the ten-
sor X, processed in the frequency domain and apply a 1D
convolution operation:

Xsp = Convld(X;,, (23)

This convolution operation aggregates the feature infor-
mation of adjacent variables through a sliding window
mechanism, thereby capturing the spatial dependencies or
topological structure between variables. The final output
also uses residual connections and layer normalization:

X', = LayerNorm(X%,) + X,...,) 24)

Frequency-domain operations leverage the global char-
acteristics of the Fourier transform, effectively overcoming
the receptive field limitations of traditional time-domain
methods in long-range dependency modeling, enabling the
precise capture of inherent temporal patterns within signals
at low computational cost. Meanwhile, spatial-domain con-
volutions capture the relationships between multiple vari-
ables. This cross-domain collaborative mechanism enables
modeling of both spatial and temporal dimensions and deep
feature fusion, providing a more expressive and robust rep-
resentation for handling complex MTSF tasks.

3.5 Loss function

To jointly optimize predictive accuracy and structural spar-
sity, we design a composite loss function, which includes a
basic loss term L, for supervised prediction accuracy and
a regularization term L,,, aimed at enhancing the interpret-
ability and sparsity of the attention mechanism. The total
loss function is defined as follows:

Lmtal = Lba‘ve(Y’ /Y) t+v- Lreg(W) 25)

where Y and ¥ denote the true values and predicted values,
respectively; W denotes the attention weight matrix learned
by the model; and v is a tunable parameter used to balance
the contributions of the two loss terms.

The basic loss L, is constructed using the MSE to better
penalize larger prediction errors:

N
A~ 1 A2
L <Y,Y=—E Y.-Y
buse( ) N “ ( i 1) (26)
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where N denotes the number of training samples. For the
sparse attention regularization term, it operates on the
attention weight matrix W. Its design is motivated by the
goal of encouraging the model to learn concise and inter-
pretable spatiotemporal dependencies. It is defined as
L,,, = mean(|W|). By applying this to the attention weights,
we can utilize the attention mechanism to focus on a few key
input elements during training, rather than distributing atten-
tion across all inputs. During training, the model simultane-
ously optimizes predictive accuracy and structural sparsity
by minimizing the total loss. During validation and testing,
we evaluate the model's pure prediction performance using
only the basic loss term. A detailed parameter analysis is
presented in Sect. 4.7.

3.6 Complexity analysis

In this section, we analyze the computational complexity
of the GeoSAT model. For the inverted embedding mod-
ule, the input is projected into a high-dimensional space
with a complexity ofO(L - M - L;). For the AMSD module,
a moving-average operation is applied to decompose the
input time series, resulting in a complexity ofO(M - L,).
The residual component is further processed by the SSWT
based GeoSparse attention mechanism. For the SSWT

The pseudocode of GeoSAT is shown in Algorithm 2.
Algorithm 2 Pseudocode of GeoSAT.

module, the complexity isO(s - L, - M). For the GeoSparse
attention module, the complexity becomesO(k - L, - M),
compared with O(Ld2 - M) before sparsification. Under
our model configurationk < L, this sparsification signifi-
cantly reduces computational cost, effectively improving
model efficiency while achieving superior performance.
For the trend component, we apply the tempo-spatial fea-
ture extraction module for processing, whose complexity
is (logL, - L, - M). In summary, the overall complexity of
GeoSAT iSO - M- Ly+M-Ly+s-Ly-M+k-Ly-M+logLy - Ly - M).

In GeoSparse Attention module, conventional attention
requires computing correlation weights for all Query-Key
pairs, whereas Top-k sparsification allows us to focus only
on the top-k most important keys, making the attention
score computation nearly linear in complexity. In addi-
tion, although the SSWT involves s layers of convolution
due to multi-scale decomposition, the value of s is usu-
ally a small constant, so its impact on overall efficiency is
limited. Overall, GeoSparse attention achieves substantial
reductions in computational cost while preserving mod-
eling capability by combining wavelet-based multi-scale
feature extraction. When L, is set to a small value, the
overall model complexity approaches linear time. This
design is particularly suitable for efficient training and
inference on long sequences or multivariate scenarios.

Input :
coefficient

Output: X’ € RM*L" : predicted time series
1:X<Revin(X)

2:XLinear(XT)

3 :)?T,)?f&Decompose()A()
4:)?’reGeoSparseAttention()A(r)

5:X' . TSFE(X,)

6:X’<—Revin()?'r + )?’f)T

7: Return X'

X € RM*L:the input sliding window, A: score weight, s: decomposition scale, k:sparse

> Input normalization

[>Embed into a high-dimensional vector
D>Decompose the embedding vector
>Geometric sparse attention
I>Tempo-spatial feature extraction module

D>1Inverse normalization
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4 Experiments

In this section, we evaluate the effectiveness of the GeoSAT
framework through comparisons with recent state-of-the-
art models, ablation studies, parameter analysis, sensitivity
analysis, and visualization-based analysis.

4.1 Dataset

In this paper, the performance of GeoSAT is evaluated on
eight LTSF benchmark datasets, including the Solar Energy
(Lai et al. 2018), Weather, ECL, Traffic, and four ETT data-
sets (ETTh1, ETTh2, ETTmI1, ETTm2) (Hu et al. 2025).
Detailed information about the datasets is presented in
Table 2.

4.2 Baselines

We compare GeoSAT model with 11 well-known MTS fore-
casting models, including:

(1) TimeKAN (Huang et al. 2025) (ICLR 2025): A KAN-
based model that learns the specific features of differ-
ent frequency bands using multi-order KAN, enabling
effective modeling of patterns across various frequen-
cies.

(2) TCM (Jiang et al. 2025) (Neurocomputing 2025):A
highly efficient and lightweight MLP-based network
model that captures sequence and channel dependen-
cies by utilizing Token MLP and Channel MLP.

(3) TimeMixer (Wang et al. 2024d) (ICLR 2024): An
MLP-based model that approaches the complex tem-
poral variations in time series forecasting from a novel
multi-scale mixing perspective.

(4) MSGNet (Cai et al. 2024) (AAAI 2024): A GNN-
based model that designs a multi-scale graph con-
volution method, dynamically learning a dedicated
adjacency matrix for each scale.

Table 2 Eight LSTF benchmark datasets

Dataset Variables Timesteps Frequency
ETTml 7 69680 15 min
ETTm2 7 69680 15 min
ETTh1 7 17420 l1h
ETTh2 7 17420 lh
Electricity 321 26304 l1h

Traffic 862 17544 lh
Weather 21 52696 10 min
Solar-Energy 137 52179 10 min

(5) TiDE (Das et al. 2023) (arXiv 2023): A MLP-based
model that introduces a dense time series encoder,
using MLPs for both encoding and decoding.

(6) DLinear (Zeng et al. 2023) (AAAI 2023): A MLP-
based model that demonstrates that a less complex
approach can outperform Transformer-based models.

(7) PatchTST (Nie 2022) (ICLR 2023): A Transformer-
based model that splits the time series into sub-
sequence-level patches, with each channel represent-
ing a univariate time series, operating independently
across channels.

(8) Crossformer (Zhang and Yan 2023) (ICLR 2023):
A Transformer-based model that segments the time
series along each dimension and captures cross-
dimensional dependencies using a hierarchical
encoder-decoder architecture.

(9) FEDformer (Zhou et al. 2022) (ICML 2022): A Trans-
former-based model that incorporates seasonal-trend
decomposition, combining Transformer with fre-
quency analysis to reduce computational costs.

(10) TimesNet (Wu et al. 2022) (ICLR 2023): A CNN-
based model that transforms the data into two-dimen-
sional form via Fourier transform and extracts features
through two-dimensional convolutions.

(11) SCINet (Liu et al. 2022a) (NeurIPS 2022): A CNN-
based model that introduces a novel neural network
architecture called Sample Convolution and Interac-
tion Network.

4.3 Experimental details

The model is trained using the Adam optimizer for up to 10
epochs, with early stopping patience configured to moni-
tor validation loss. For the four ETT datasets, the training,
validation, and test sets are split in a 6:2:2 ratio, while the
remaining four datasets follow a 7:1:2 split. All datasets use
a sequence length of 96, with a batch size of 24 for the Traf-
fic dataset and 256 for the others. The wavelet decomposi-
tion scale s is set to 3 by default, corresponding to high-,
medium-, and low-frequency signals. The k value in Geo-
Sparse attention is set to L, /4.

Owing to the divergent time—frequency representations
in the date, a differentiated wavelet initialization strategy
is employed: for hourly high-variance datasets (ETTh1/
ETTm1/ECL/Traffic), the dbl (Haar) wavelet is applied to
enhance transient feature extraction; for minute-level high-
frequency datasets (ETTm2/ETTh2/Weather/Solar-Energy),
longer filter groups such as bior3.1, db4, and db8 are used
to improve the representation of stationary time series pat-
terns. All experiments are performed in the PyTorch frame-
work and conducted on an NVIDIA 5060 GPU with 8 GB
of memory.
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4.4 Comparison of different methods

In this section, we compare GeoSAT with all baseline mod-
els. For each datasets, we conduct predictions at four fore-
casting horizons {96, 192, 336, 720}, with the look-back
window size fixed at 96. As shown in Table 3, GeoSAT
demonstrates robust performance across different bench-
marks. On the ETT datasets, our model achieves the best
overall performance, obtaining optimal or sub-optimal MSE/
MAE results on 99% of the metrics across the eight datasets.
Moreover, GeoSAT consistently achieves the best results
under all four forecasting horizons on the Weather and Solar
datasets. Notably, on the Solar dataset, the MSE improves
by 16.9%, indicating that our model can effectively forecast
even in scenarios with a large number of channels. Accord-
ing to the primary metric, GeoSAT significantly outperforms
all other models.

We compare the performance of GeoSAT with multiple
baseline models across eight datasets by averaging the evalu-
ation metrics MSE and MAE over four forecasting horizons,
as shown in Fig. 7. The left panel illustrates the MSE com-
parison, while the right panel shows the MAE comparison,
with a larger enclosed area indicating the better the perfor-
mance. Obviously, GeoSAT has the largest enclosed area.
Overall, GeoSAT achieves the best comprehensive perfor-
mance among all compared models.

4.5 Comparative analysis

In this section, we compare GeoSAT with three of the most
competitive baselines (TimeMixer, TCM and TimeKAN)
from several perspectives, including forecasting results,
visualization analysis, different look-back window settings,
and model performance versus parameter scale.

4.5.1 Forecasting performance comparison

Compared with TimeKAN, our model achieves superior per-
formance across all other datasets and horizons. The only
exception occurs on the ETTm1 dataset at the 720-step fore-
casting horizon, where GeoSAT exhibits a marginal MSE
gap of approximately 1%. TimeKAN adopts a decomposi-
tion—learning—fusion framework that combines frequency-
domain decomposition with the nonlinear fitting capability
of KAN. Although it achieves many second-best results, it
performs unsatisfactorily on high-dimensional datasets such
as Solar, ECL, and Traffic.

Compared with TimeMixer, GeoSAT reduces the MSE
by 8.5% on the ETTh2 dataset. On the complex Solar-
Energy dataset, GeoSAT achieves the best MSE and MAE,
outperforming TimeMixer by 16.9% and 10.7%, respec-
tively. Although TimeMixer adopts a multi-scale approach,
it underperforms on high-dimensional datasets because its

@ Springer

mixing mechanism is limited to linear or low-order inter-
actions. The reliance on average pooling and ensemble
prediction may cause information loss during scale tran-
sitions. In contrast, GeoSAT introduces the GeoAttention
mechanism in the frequency domain and combines intra-
variable and cross-variable MLPs to process the data,
effectively capturing complex high-order relationships
both within and between variables.

Compared with TCM, GeoSAT reduces the MSE by
5.3% and the MAE by 1.8% on the ETTh1 dataset. On the
ETTh2 dataset, GeoSAT outperforms TCM by 8.3% in MSE
and 4.2% in MAE, demonstrating its strong ability to cap-
ture complex temporal patterns in hourly electricity data.
Although TCM adopts a dual-MLP architecture with affine
transformation to reduce computational complexity, it still
underperforms on datasets with intricate spatial-temporal
dependencies like ETTh1 and ETTh2. The reliance on sim-
ple MLP-based mixing may limit its ability to model high-
order interactions within and across variables.

4.5.2 Visualization of forecasting comparison

To provide the visualization of forecast cases, we select the
ETTm2 and Solar datasets and compare our model with
TimeKAN, TCM, and TimeMixer. Figures 8, 9 illustrate the
performance comparison of the four methods under differ-
ent forecasting horizons. It can be observed that our method
achieves superior forecasting performance. It provides more
accurate predictions for various extreme values, exhibits the
smallest deviation from the ground truth, and captures peri-
odic trends more precisely. Empirical evaluations validate
that our model can effectively capture long-term trends and
achieve more stable forecasting than others.

4.5.3 Comparison of different look-back windows

Forecasting performance is analyzed under varying look-
back window sizes. Using the Weather dataset as an exam-
ple, we keep all other parameters identical. The selected
look-back window sizes are {96, 192, 336, 720}. As shown
in Fig. 10, GeoSAT consistently achieves “low MSE” across
all forecasting horizons. Moreover, our model attains the
best performance under all window sizes. When the forecast-
ing horizons are 336 and 720, the MSE of TCM increases
sharply as the look-back window grows. TimeMixer shows
larger fluctuations than GeoSAT but smaller than TCM,
indicating that its design is more stable than TCM’s but still
inferior to GeoSAT in terms of robustness. While delivering
inferior performance to GeoSAT, TimeKAN exhibits a simi-
lar performance pattern with relatively small fluctuations
and minimal sensitivity to the increase in look-back window
size, showing a steady downward trend in MSE.
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Table 3 The LTSF results on eight real-world public datasets: red for optimal performance and blue for secondary ranks

Model Metric GeoSAT(Ours TCM(2025) TimeKAN(2025) TimeMixer(2024) MSGNet(2024)  PatchTST(2023)

MSE MAE MSE MAE MSE MAE MSE MAE MSE MAE MSE MAE

ETTml1 96 0.322 0.360 0.317 0.361 0.324 0.363 0.328 0.363 0.326 0.366  0.352 0.374
192 0.361 0.381 0.366 0.385 0.363 0.387 0.364 0.384 0.376 0.397  0.390 0.393
336 0.391 0.404 0.396 0.404 0.391 0.405 0.391 0.406 0.417 0422 0421 0.414
720 0.462 0.443 0.471 0.446 0.457 0.444 0.458 0.445 0.481 0.458  0.462 0.449
Avg 0.384 0.397 0.388 0.399 0.384 0.400 0.385 0.400 0.400 0.411  0.406 0.408
ETTm2 96 0.172 0.257 0.179 0.263 0.179 0.260 0.176 0.259 0.177 0.262  0.183 0.270
192 0.240 0.300 0.248 0.306 0.241 0.302 0.242 0.303 0.247 0.307 0.255 0.314
336 0.299 0.340 0.311 0.346 0.306 0.344 0.304 0.342 0.312 0.346  0.305 0.343
720 0.397 0.397 0.414 0.405 0.405 0.408 0.395 0.398 0.414 0.403 0412 0.404
Avg 0.277 0.324 0.288 0.330 0.283 0.329 0.279 0.326 0.288 0.330 0.289 0.333
ETThl 96 0.372 0.396 0.380 0.398 0.375 0.398 0.381 0.401 0.390 0411 0.460 0.447
192 0.426 0.425 0.446 0.434 0.422 0.427 0.440 0.433 0.442 0.442 0512 0.477
336 0.438 0.439 0.493 0.456 0.447 0.439 0.501 0.462 0.480 0.468 0.546 0.496
720 0.483 0.471 0.498 0.477 0.483 0.482 0.501 0.482 0.494 0.488 0.544 0.517
Avg 0.430 0.433 0.454 0.441 0.432 0.437 0.456 0.445 0.452 0452 0.516 0.484
ETTh2 96 0.273 0.339 0.312 0.355 0.296 0.348 0.292 0.343 0.328 0.371  0.308 0.355
192 0.365 0.390 0.390 0.404 0.374 0.391 0.374 0.395 0.402 0.414  0.393 0.405
336 0.363 0.401 0.414 0.426 0.423 0.435 0.428 0.443 0.435 0.443  0.427 0.436
720 0.413 0.432 0.427 0.445 0.443 0.449 0.454 0.458 0.417 0.441 0.436 0.450
Avg 0.354 0.391 0.386 0.408 0.384 0.406 0.387 0.407 0.396 0.417  0.391 0.412
ECL 96 0.149 0.242 0.155 0.259 0.175 0.266 0.153 0.244 0.165 0.274  0.181 0.270
192 0.158 0.251 0.173 0.274 0.184 0.274 0.166 0.256 0.184 0292  0.188 0.274
336 0.178 0.270 0.189 0.292 0.197 0.287 0.184 0.275 0.195 0.302 0.204 0.293
720 0.215 0.304 0.216 0.311 0.241 0.322 0.226 0.313 0.231 0332 0.246 0.324
Avg 0.175 0.267 0.183 0.284 0.199 0.287 0.182 0.272 0.194 0.300 0.205 0.290
Weather 96 0.156 0.203 0.156 0.204 0.164 0.208 0.165 0.212 0.163 0212 0.177 0.218
192 0.204 0.247 0.208 0.254 0.209 0.252 0.209 0.253 0.212 0.254 0225 0.259
336 0.262 0.288 0.263 0.292 0.264 0.293 0.264 0.293 0.272 0.299  0.278 0.297
720 0.340 0.341 0.346 0.348 0.347 0.344 0.342 0.345 0.350 0.348 0.354 0.348
Avg 0.241 0.270 0.243 0.275 0.246 0.274 0.245 0.276 0.249 0.278  0.259 0.281
Solar Energy 96 0.179 0.251 0.237 0.295 0.242 0.300 0.215 0.294 0.227 0.282  0.234 0.286
192 0.191 0.252 0.256 0.318 0.284 0.324 0.237 0.275 0.283 0.307 0.267 0.310
336 0.214 0.276 0.288 0.323 0.306 0.333 0.252 0.298 0.296 0.330  0.290 0.315
720 0.203 0.256 0.294 0.329 0.304 0.327 0.244 0.293 0.300 0.333  0.289 0.317
Avg 0.197 0.259 0.269 0.316 0.284 0.321 0.237 0.290 0.277 0.313  0.270 0.307
Traffic 96 0.463 0.297 0.508 0.342 0.489 0.342 0.468 0.293 0.561 0.322  0.526 0.347
192 0.471 0.300 0.609 0.387 0.502 0.366 0.477 0.302 0.573 0334 0.522 0.332
336 0.483 0.304 0.640 0.402 0.516 0.374 0.500 0.305 0.588 0346 0517 0.334
720 0.506 0.317 0.715 0.442 0.539 0.382 0.509 0.321 0.601 0.358 0.552 0.352
Avg 0.481 0.305 0.618 0.393 0.512 0.366 0.489 0.305 0.581 0.340  0.529 0.341
15 Count 36 39 1 0 2 0 1 1 0 0 0 0
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Table 3 (continued)
Model Metric Cross- TiDE(2023) TimesNet(2023)  DLinear(2023)  SCINet(2022) FED-
former(2023) former(2022)
MSE MAE MSE MAE MSE MAE MSE MAE MSE MAE MSE MAE
ETTml 96 0.404 0426 0364 0387 0338 0.375 0.345 0372 0418 0438 0379 0419
192 0.450 0451 0.398 0.404 0374 0387 0380 0389 0439 0450 0426 0441
336 0.532  0.515 0.428 0.425 0410  0.411 0413 0413 0.490  0.485 0.445 0.459
720 0.666  0.589 0487  0.461 0.478 0.450 0474 0453 0.595 0.550  0.543 0.493
Avg 0513 0.495 0419 0419 0400 0406  0.403 0.407 0486  0.481 0.448  0.453
ETTm2 96 0.287 0.366 0.207 0.305 0.187 0.267 0.193 0.292 0.286 0.377 0.203 0.287
192 0.414 0.492 0.290 0.364 0.249 0.309 0.284 0.362 0.399 0.445 0.269 0.328
336 0.597 0.542 0.377 0.422 0.321 0.351 0.369 0.427 0.637 0.591 0.325 0.366
720 1.104  0.763 0558 0524 0408 0403 0554 0522 0960  0.735 0.421 0415
Avg  0.757 0.611 0358  0.404  0.291 0.333 0.350  0.401 0.571 0.537 0305  0.349
ETThl 96 0.423 0.448 0479 0464 0384 0402 038 0400 0.654 0599 0376 0419
192 0.471 0474  0.525 0492 0436 0429 0437 0432 0.719  0.631 0.469  0.470
336 0.570  0.546  0.565 0.515 0.491 0469  0.481 0459 0778  0.659 0459  0.465
720 0.653 0.621 0.594  0.558  0.521 0.500 0519 0516 0836  0.699 0506  0.507
Avg 0529 0522 0.541 0.507  0.458 0.450 0456 0452  0.747 0647 0453 0.465
ETTh2 96 0.745 0.584 0400 0400 0340 0374  0.333 0.387 0.707  0.620  0.358  0.397
192 0877  0.656  0.528 0509 0402 0414 0477 0476 0.860  0.689 0429  0.439
336 1.043 0.731 0.643 0.571 0452 0452 0594  0.541 1.000  0.744 0496  0.487
720 1.104  0.763 0874  0.679 0462 0468  0.831 0.657 1.249  0.838 0.463 0.474
Avg 0942  0.684  0.611 0540 0414 0427 0559 0515 0954  0.723 0437 0449
ECL 96 0219 0314 0237 0329 0.168 0272  0.197 0282  0.247 0.345 0.193 0.308
192 0.231 0322 0236 0330 0.184 0289 0.196  0.285 0.257 0.355 0.201 0.315
336 0246 0337 0249 0344 0.198 0300 0.209 0301 0269 0369 0214  0.329
720 0280  0.363 0284  0.373 0220  0.320 0.245 0.333 0299 0390 0246  0.355
Avg 0244 0334 0252 0344  0.193 0.295 0.212 0300 0.268 0.365 0214  0.327
Weather 96 0.195 0.271 0202  0.261 0.172 0220 0.196  0.255  0.221 0306  0.217 0.296
192 0209 0277 0242 0298 0219 0.261 0237  0.296  0.261 0340 0276  0.336
336 0.272  0.335 0.287 0.335 0280 0306  0.283 0.335 0309 0378 0339  0.380
720 0.379  0.401 0.351 0386  0.365 0.359  0.345 0.381 0377 0427  0.403 0.428
Avg 0.264 0.321 0.271 0.320 0.259 0.287 0.265 0.317 0.292 0.363 0.309 0.360
Solar Energy 96 0.310 0.331 0.312 0.399 0.250 0.292 0.290 0.378 0.237 0.344 0.242 0.342
192 0.734 0.725 0.339 0.416 0.296 0.318 0.320 0.398 0.280 0.380 0.285 0.380
336 0.750 0.735 0.368 0.430 0.319 0.330 0.353 0.415 0.304 0.389 0.282 0.376
720 0.769 0.765 0.370 0.425 0.338 0.337 0.356 0.413 0.308 0.388 0.357 0.427
Avg 0.641 0.639 0.347 0.418 0.301 0.319 0.330 0.401 0.282 0.375 0.292 0.381
Traffic 96 0.644 0.429 0.805 0.493 0.593 0.321 0.650 0.396 0.788 0.499 0.587 0.366
192 0.665 0.431 0.756 0.474 0.617 0.336 0.598 0.370 0.789 0.505 0.604 0.373
336 0.674 0.420 0.762 0.477 0.629 0.336 0.605 0.373 0.797 0.508 0.621 0.383
720 0.683 0.424 0.719 0.449 0.640 0.350 0.645 0.394 0.841 0.523 0.626 0.382
Avg 0.667 0.426 0.761 0.473 0.620 0.336 0.625 0.383 0.804 0.509 0.610 0.376
1*" Count 0 0 0 0 0 0 0 0 0 0 0 0
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Fig.7 Model performance comparison chart

4.5.4 Efficiency comparison

To verify the lightweight design of our model, we compare
GeoSAT with TimeKAN, TimeMixer, and TCM in terms
of total parameters and GPU memory. For fairness, the pre-
diction length and input sequence length are set to 96. As
shown in Table 4, GeoSAT consistently achieves the lowest
MSE across all datasets, outperforming other models and
demonstrating its superior prediction accuracy.

The number of parameters in GeoSAT is much lower
than that of TimeMixer, TCM and TimeKAN. For exam-
ple, on the Weather dataset, GeoSAT requires only 54,000
parameters, while TimeMixer exceeds 100,000, and TCM
even reaches over 300,000. On the Solar dataset, GeoSAT
has about 245,000 parameters, TimeMixer has around
600,000, and TCM has as many as 800,000. Although the
number of parameters in TimeKAN is similar to that of
GeoSAT, it is still slightly higher, indicating that Geo-
SAT’s network structure is more efficient and signifi-
cantly reduces redundant parameters. In terms of GPU
memory usage, GeoSAT consistently uses less memory
than TimeKAN, TimeMixer, and TCM. For the Weather
dataset, GeoSAT occupies only 1576 MB, whereas Time-
KAN requires 2 GB, TimeMixer nearly 6 GB, and TCM
around 1.8 GB. On the Solar dataset, GeoSAT also shows
a clear advantage. These results suggest that GeoSAT has
higher hardware efficiency in practical operation and lower
deployment costs.

Electricity

—— GeoSAT —— MSGNet FEDformer

TimeMixer TimesNet TiDE
~——— TimeKAN ~——— PatchTST =~ —— Crossformer
TCM DLinear SCINet

In terms of GPU memory usage, TCM consistently out-
performs GeoSAT. For example, in the Weather dataset,
TCM uses 1,832 MB of memory, while GeoSAT only uses
1,576 MB. In the Solar dataset, the gap is even more sig-
nificant, with TCM occupying 3,869 MB and GeoSAT only
1,472 MB.

In terms of training time, GeoSAT is generally faster
than TCM. For example, in the ETTh1 dataset, GeoSAT
requires only 3.6 s per training epoch, while TCM requires
30.3 s; in the Solar dataset, GeoSAT takes 17.3 s, while
TCM takes 52.3 s. This demonstrates that while TCM's
dual-branch parallel design benefits feature extraction, it also
brings higher computational overhead. Overall, its parameter
count and resource consumption are significantly higher than
GeoSAT's.

In terms of inference times, GeoSAT also achieves the
best performance, obtaining the smallest inference time
across all datasets. For example, On the ETTh1 dataset,
GeoSAT requires only 0.0912 s, while TCM takes 0.8596 s.
On the ETTm?2 dataset, GeoSAT achieves an inference time
of 0.0948 s, while TimeMixer requires 1.0370 s. The above
results confirm the lightweight and efficient nature of the
GeoSAT architecture.

4.6 Ablation study

We conduct an ablation study to evaluate the contributions
of four key components: the Adaptive Multi-Scale Sequence
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Fig. 8 Prediction examples of different models on the ETTm2

Decomposition, the GeoSparse Attention module, the time-
domain adaptive frequency filtering module and the spatial-
domain one-dimensional convolution module. In the decom-
position module ablation experiment, we use the standard
seasonal trend decomposition method as a comparative
baseline for the experiment. Table 5 summarizes the results
across eight datasets, with the metrics averaged over four
forecasting horizons. The findings consistently demonstrate
that all three modules contribute positively to improving
forecasting performance.

After removing the AMSD module (w/o AMSD), the
performance on all datasets declines, with the MSE on the

@ Springer
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Solar Energy dataset increasing by 8.6%. This indicates that
proper feature decomposition is crucial for modeling long-
term trends. Disabling the GeoSparse Attention module (w/o
GeoSparse Attention) leads to a 10.8% worsening of the
MSE on the Solar dataset, confirming the module's advan-
tage in capturing local changes. Removing the Adaptive Fre-
quency Filtering module (w/o Adaptive Frequency Filter-
ing) results in a significant 6.2% increase in the MSE on the
Traffic dataset, while removing the Spatial One-Dimensional
Convolution module causes the MSE on the Traffic dataset
to worsen by 8.7%. This suggests that both of these mod-
ules play a critical role in multivariate dataset prediction by
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Fig.9 Prediction examples of different models on solar-energy

effectively capturing the correlations and long-term trends
between variables. Overall, these experiments demonstrate
that all four modules in GeoSAT make a positive contribu-
tion to improving time series forecasting performance.

4.7 Parameter sensitivity analysis

We conduct a parameter sensitivity analysis focusing on
three key hyperparameters: the wavelet decomposition
scale s, learning rate, and GeoSparse Attention weight A.
We use ETTm1, ETTh2, Weather, and Solar-Energy with
a look-back window size of 96 and forecasting horizons of
96 and 192. The detailed results are shown in Fig. 11. For

0 100 200 300 400 500 600 700 800 0 100 200 300 400 500 600 700 800

(c)TCML-96-L'-720 (d)TimeMixerL-96-L'-720

the decomposition scale s, we set values in the range [1, 5].
As the decomposition scale increases, the MSE curves of
all four datasets show minor fluctuations but maintain over-
all stability, and the relative positions between curves are
consistent. Except for the Solar dataset, the other datasets
achieve the best performance when the decomposition scale
is 3. Different datasets exhibit varying performance under
different learning rates. For example, ETTh2 achieves its
best forecasting performance at a rate of 0.006. Accordingly,
we select a learning rate within the interval [0.002, 0.01] for
each dataset in our experiments. When adjusting the Geo-
Sparse Attention weight A, the MSE curves show minor fluc-
tuations on ETTm1, ETTh2, and Weather. From the above
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Fig. 10 Comparison of different
methods under various look-
back window sizes

Horizon=96

Time

(a)Prediction horizon(96)

Horizon=336

% m me

Time

(c)Prediction horizon (336)

analysis, we assign s = 3 and configure distinct GeoSparse
Attention weights for different datasets.

4.8 Visualization analysis and interpretability
4.8.1 Feature map visualization

To further validate the effectiveness and interpretability
of GeoSparse attention in capturing inter-variable correla-
tions, we conduct a feature map visualization experiment.
We choose ETTh1 and Weather datasets, comparing the
correlations of features before and after the application of
the attention mechanism. As shown in Figs. 12 and 13, the
correlation weights between most variables change, and
the correlations after attention align more closely with the
actual relationships. For instance, Fig. 12a shows that in
the ETTh1 dataset, the correlation between variable 4 and
variable 6 is negative before attention. After incorporating
GeoSparse attention, Fig. 12b shows a significant improve-
ment in the correlation. Variable 4 and variable 6 repre-
sent MULL and OT (oil temperature), respectively. From a
physical perspective, medium-load conditions are the most
common in the real world, and unnecessary loads lead to

@ Springer
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additional energy losses, which are eventually dissipated as
heat, thereby increasing the oil temperature. This implies
that an increase in MULL influences the change in OT. Our
GeoSparse Attention mechanism captures and amplifies
this correlation, thereby increasing the correlation weight
between these variables.

In Fig. 14, we focus on the points with the most significant
changes in variable correlation for further analysis. The first
group of variables consists of temperature (T) and maximum
wind speed (max.wv). In a real-world scenario, these two
variables are often correlated, as rising temperatures dur-
ing warm fronts or strong convective events are frequently
accompanied by increased wind speeds. The second group
consists of wind speed (wv) and potential temperature (Tpot).
The Earth's surface absorbs intense solar radiation, leading to
the formation of high-Tpot air masses. This induces atmos-
pheric instability, with warm air rising rapidly and being
replaced by surrounding air, generating strong wind speeds
both vertically and horizontally. The third group of vari-
ables is shortwave radiation (SWDR) and air density (rho).
Our attention mechanism captures the positive correlation
between these variables. In reality, an increase in shortwave
radiation raises the atmospheric temperature, which in turn
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Table 4 Comparison of model

performance and resource
utilization across different
datasets

Table 5 Ablation experimental

results

Dataset Model MSE Total Parameters GPU Memory Training times(s) Inference Times(s)
Footprint(MB)

Weather GeoSAT 0.156 54,952 1,576 30.0 0.1826
TCM 0.156 381,834 1,832 39.2 0.2837
TimeKAN 0.164 56,897 2,142 65.6 0.2432
TimeMixer 0.165 107,777 5911 73.6 0.2322

Solar GeoSAT 0.179 24,5978 1,472 17.3 0.1040
TCM 0.237 842,758 3,869 52.3 0.2940
TimeKAN 0.242 533,785 3,529 136.2 0.8342
TimeMixer 0.215 592,055 5,113 119.2 0.3024

ETThl  GeoSAT 0.372 22,598 904 3.6 0.0912
TCM 0.382 158,708 1,284 30.3 0.8596
TimeKAN 0.375 23,475 1,269 57.3 0.0992
TimeMixer 0.381 77,769 1,433 43.6 0.1019

ETTh2  GeoSAT 0.273 22,654 756 33 0.0879
TCM 0.312 158,694 1,845 30.1 0.1337
TimeKAN 0.296 30,873 1,225 323 0.0921
TimeMixer 0.295 75,584 1,326 41.8 0.6578

ETTml GeoSAT 0.322 22,598 936 12.2 0.0807
TCM 0.317 158,708 1,289 33.5 0.2766
TimeKAN 0.324 28,619 1,216 36.9 0.0901
TimeMixer 0.328 75,497 1,228 42.3 0.1819

ETTm2 GeoSAT 0.172 22,654 958 13.7 0.0948
TCM 0.179 158,708 1,864 33.0 0.8594
TimeKAN 0.179 38,123 1,263 82.3 0.0984
TimeMixer 0.176 95,433 1,264 76.8 1.0370

ECL GeoSAT 0.149 1,101,682 4,862 55.1 0.3732
TCM 0.155 1,818,372 5,102 59.9 0.9034
TimeKAN 0.175 1,775,657 5,964 201.5 1.1340
TimeMixer 0.153 1,683,681 5,885 362.3 0.4259

Traffic ~ GeoSAT 0.463 1,126,568 3,368 46.4 0.4127
TCM 0.508 6,042,526 3,458 64.8 1.0146
TimeKAN 0.489 2,779,985 7,728 432.6 1.3233
TimeMixer 0.464 3,265,225 5,133 203.2 1.4575

The evaluation metrics include MSE, the total number of parameters, GPU memory usage (MB), training
times(s) and inference times(s).

Model

GeoSAT

w/o AMSD

w/o GeoSparse Attention
w/o Frequency Filtering
w/o Spatial Convolution
Model

GeoSAT

w/o AMSD

w/o GeoSparse Attention
w/o Frequency Filtering
w/o Spatial Convolution

ETThl
MSE
0.430
0.432
0.436
0.434
0.436
Solar Energy
MSE
0.197
0.214
0.218
0.208
0.222

MAE
0.433
0.434
0.434
0.438
0.435

MAE
0.259
0.278
0.281
0.275
0.292

ETTml
MSE
0.384
0.395
0.391
0.388
0.385
Weather
MSE
0.241
0.245
0.244
0.244
0.245

MAE
0.397
0.411
0.407
0.408
0.401

MAE
0.270
0.273
0.274
0.273
0.275

ETTh2
MSE
0.354
0.356
0.361
0.366
0.364
ECL
MSE
0.175
0.183
0.188
0.185
0.187

MAE
0.391
0.394
0.398
0.402
0.399

MAE
0.267
0.275
0.282
0.276
0.279

ETTm2
MSE
0.277
0.280
0.288
0.298
0.297
Traffic
MSE
0.481
0.497
0.515
0.511
0.523

MAE
0.324
0.329
0.333
0.330
0.335

MAE
0.305
0.339
0.352
0.347
0.355
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Fig. 14 Examples of feature correlation analysis on weather

increases air density, and this correlation is also learned
by the attention mechanism. Overall, we can conclude that
GeoSAT is capable of capturing and amplifying the correla-
tions between variables, thereby enhancing the correlation
weights, which can then be applied to time-series forecasting.

4.8.2 Sparse visualization

This section presents a sparse visualization analysis of
GeoSparse Attention. Specifically, we conduct a visual
comparison of the weight matrix before and after sparsifi-
cation. The experiments are performed on the ETTh1 and
Weather, as shown in Fig. 15. Panels (a) and (b) illustrate
the comparison of the ETTh1 dataset before and after
sparsification, while panels (c) and (d) show the corre-
sponding results for the Weather dataset. As shown in
Fig. 15, the weight distribution before sparsification is
relatively scattered. After sparsification, lower weights
are assigned to less important parts of the weight matrix,
effectively suppressing their influence, while higher
weights are preserved for more significant components.

This approach allows us to focus on key features while
ignoring less influential points. On one hand, this reduces
the computational load in subsequent steps, and high-
lights the critical information, making the computation
more efficient and streamlined.

To investigate the impact of Top-k sparsity on predic-
tion accuracy, we fix all other hyperparameters and vary
only the Top-k ratio in the attention mechanism. The pre-
diction errors (MSE/MAE) are evaluated on the ETTh1 and
Weather datasets, and the experimental results are shown
in Table 6. The model achieves the lowest error when the
sparsity level is 0.25. When no sparsification is applied, the
MSE on the ETTh1 dataset deteriorates by 1.6% and the
MAE by 1.0%; on the Weather dataset, the MSE and MAE
deteriorate by 1.9% and 2.0%, respectively. The prediction
accuracy at Top-k ratios of 0.5 and 0.75 is lower than that
at 0.25. This indicates that sparsification not only reduces
the computational cost of the model but also enhances the
key attention weights while suppressing the less important
ones, thereby mitigating the influence of irrelevant weights
on the prediction target.
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Fig. 15 Examples of sparse visualization for GeoSparse attention

Table 6 The impact of Top-k ratio on prediction results

Dataset Top-k ratio MSE MAE
ETThl 0.25 0.372 0.396
0.50 0.375 0.399
0.75 0.377 0.400
1.00 0.378 0.400
Weather 0.25 0.156 0.203
0.50 0.158 0.206
0.75 0.158 0.207
1.00 0.159 0.207

5 Conclusion

This paper explores a novel direction for time series fore-
casting by integrating SSWT-based GeoSparse Attention
with tempo-spatial feature extraction module. Specifically,
we decompose the original data into residual and trend
components. The residual component is then decomposed
into multi-scale features using SSWT, and important
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frequency domain information at each scale is extracted
via the GeoSparse Attention mechanism. This approach
addresses the limitations of traditional Transformer-based
methods, which overlook frequency domain information
and inter-variable correlations, and are unable to capture
local patterns. Moreover, sparsification ensures the com-
putational efficiency. For the trend component, we employ
the tempo-spatial feature extraction module to effectively
learn the global patterns and cross-variable relationship.
Extensive experiments on multiple real-world datasets
demonstrate that GeoSAT outperforms existing models
in LTSF by effectively modeling complex correlations
between variables and global patterns of signals, while
simultaneously maintaining a lightweight design and pre-
diction accuracy.

Although GeoSAT shows strong overall performance,
different time series datasets may exhibit diverse struc-
tural characteristics, and the model may not always achieve
optimal results across all scenarios. In future work, we aim
to design domain-specific modules, such as multi-scale
decomposition, graph structure modeling, and external
variable fusion, to enhance the model's generalization
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ability in complex real-world scenarios. For example,
in applications with strong spatiotemporal dependencies
(e.g., traffic prediction, weather analysis), we can intro-
duce dynamic graph neural networks and spatiotemporal
attention mechanisms to explicitly model the evolution-
ary patterns of the system, thereby improving prediction
performance.
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