
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

This file is part of the following reference: 

 

Hartung, Steven Frederick (2013) High speed, high 

volume, optimal image subtraction for large volume 

astronomical data pipelines. PhD thesis, James Cook 

University. 

 

 

 

Access to this file is available from: 

 

http://eprints.jcu.edu.au/30043/ 

 
 

 
The author has certified to JCU that they have made a reasonable effort to gain 

permission and acknowledge the owner of any third party copyright material 

included in this document. If you believe that this is not the case, please contact 

ResearchOnline@jcu.edu.au and quote http://eprints.jcu.edu.au/30043/ 

 

ResearchOnline@JCU 

http://eprints.jcu.edu.au/30043/
mailto:ResearchOnline@jcu.edu.au
http://eprints.jcu.edu.au/30043/


 

 

 

 

 

 

 

 

HIGH SPEED, HIGH VOLUME, OPTIMAL IMAGE 

SUBTRACTION FOR LARGE VOLUME ASTRONOMICAL DATA 

PIPELINES 

 

BY 

STEVEN FREDRICK HARTUNG 
BSE, MS 

 

 

 

 

 

 
A THESIS SUBMITTED TO  

THE CENTRE FOR ASTRONOMY  

IN THE SCHOOL OF ENGINEERING AND PHYSICAL SCIENCES 

 AND THE 

GRADUATE RESEARCH SCHOOL OF JAMES COOK UNIVERSITY 

IN PARTIAL FULFILLMENT OF THE REQUIREMENTS FOR THE DEGREE OF 

DOCTOR OF PHILOSOPHY 

 

 

 

 

 

15 MARCH 2013



 

i 

 

Statement of Access 

 

I, Steven Fredrick Hartung, author of this work, understand that James Cook University 

will make this thesis available for use within the University Library and, via the 

Australian Digital Thesis network, for use elsewhere. I understand that, as an 

unpublished work, a thesis has significant protection under the Copyright Act and; I do 

not wish to place any further restriction on access to this work. 

 

           

Steven Fredrick Hartung              Date 

  



 

ii 

 

Statement of Sources 

I declare that this thesis is my own work and has not been submitted in any other form 

for another degree or diploma at any university or other institution of tertiary education. 

Information derived from the published or unpublished work of others has been 

acknowledged in the text and a list of references is given. 

 

           

Steven Fredrick Hartung              Date 

  



 

iii 

 

Statement of Contributions by Others 

This thesis describes work performed under the supervision of Dr. Patrick Miller and 

Dr. Carlton Pennypacker for the Centre for Astronomy at James Cook University in 

Townsville, Queensland, Australia. As a remote study international student, this work 

has been performed in Boulder, Colorado, USA, and at Lawrence Berkeley National 

Laboratory (LBNL) in Berkeley, California, USA. Except as noted, all work in this 

thesis is my own. 

Dr. Carlton Pennypacker, my co-advisor, first proposed the investigation into 

accelerating Optimal Image Subtraction (OIS) methods on Graphical Processing Units 

(GPUs). The idea was to evaluate GPUs as a potential component for a web-based 

subtraction service. Instead of a web service, the focus of this study has been on high-

performance computing (HPC) environments. Other parallel processing architectures in 

addition to the GPU have also been investigated. Dr. Pennypacker instigated the 

collaborative connections between this study and the GPU-HPC work that was just 

beginning at LBNL at the time. 

Dr. Patrick Miller, my primary advisor, provided an overview of the spatially-varying 

convolution and the details of the least-squares fitting processes introduced in chapter 2. 

Dr. Miller also provided his Interactive Data Language (IDL) implementation of OIS 

as a starting point. 

Dr. Marc Buie, of the Southwest Research Institute in Boulder, Colorado, USA, 

supervised the incorporation of Dr. Miller’s IDL code into his own publically available 

IDL library. This study made extensive use of the Buie IDL library version of OIS, as 

documented in the text. 

Much of section 4.2.3, plus much of the opening paragraph of chapter 6, and Figure 8.4, 

appeared previously in a pre-print article and in a peer-reviewed paper for the IEEE-

International Conference on Image Processing (ICIP 2012), on which I am first author. 

Hemant Shukla, of LBNL, also edited portions of these sections as a coauthor on the 

ICIP paper. In section 4.2.3, Hemant Shukla proposed the OpenMP implementation and 

provided guidance on programming it. Hemant Shukla collaborated with me on how to 

best present the data in the ICIP paper. 

Much of section 5.2.3 has been published in a pre-print article (Hartung 2013) where I 

am the sole author. 

In meetings in Berkeley in August of 2011and again in January of 2012, Hemant 

Shukla contributed to defining the high-level block diagram shown in Figure 6.1, and in 

discussions that led to building the MPI cluster application as one that runs as many 

parallel pipelines as described in section 6.2.4. 

Hemant Shukla arranged for access to computing resources at the National Energy 

Research Scientific Computing Center (NERSC) for the tests performed in chapter 7. 



 

iv 

 

Access was provided as a collaborator under the Infrastructure for Astrophysics 

Applications Computing (ISAAC) project, which he manages. 

Example images used as inputs for processing that appear in the document are 

annotated as to their source. Images that do not possess source identification are my 

own, either generated through processing or through simulation. 

Editorial feedback for grammar and clarity in the thesis draft was provided by Dr. 

William Travis of the University of Colorado, in Boulder, Colorado, USA, and by my 

co-advisor Dr. Carl Pennypacker. Additional editorial feedback on the draft of thesis 

chapter 7 was provided by Hemant Shukla.  

The majority of my studies, equipment, and travel expenses during the course of this 

research were funded personally by me. The following supplementary funding and 

services were provided and very much appreciated: 

 Portions of this work were supported by a James Cook University research 

grant, GRS 6648.93001.0208. AUD$2750 

 Funding in support of  travel to Berkeley, California for workshops and 

meetings has been provided by the University of California at Berkeley, Space 

Sciences Laboratory, USD$771 

 Funding in support of travel to Berkeley, California for workshops and meetings 

has been provided by the University of California at Berkeley, International 

Center for Computational Science (ICCS), Infrastructure for Astrophysics 

Applications Computing (ISAAC) project, USD$647 

 This research used resources of the National Energy Research Scientific 

Computing Center, which is supported by the Office of Science of the U.S. 

Department of Energy under Contract No. DE-AC02-05CH11231. 

 

  



 

v 

 

Acknowledgements 

My path to graduate studies in astronomy has been circuitous. After high school, I did 

not go directly to college, but instead joined the United States Air Force. It was in the 

Air Force that I got my first brief view of Australia. After six years of traveling the 

world and working on airborne radar systems, I decided that I wanted to understand the 

physics behind the technologies. So I returned to my home town of Ann Arbor, and 

obtained a degree in Electrical Engineering from the University of Michigan, where I 

focused on microwaves and optics.  

As an engineer, instead of applying the E-M theory that I had studied, I learned the 

skills of embedded programming, and moved to Boulder, Colorado. Although I was 

successful as an engineer, I found the work often lacked meaning for me, and I began to 

look for a path back toward one of my earliest interests, the space sciences. In a 

conversation with my wife Jessica, in our backyard in 2004, she proposed that we 

should make it a reality. I subsequently left engineering in 2006, and began taking 

graduate classes for astrophysics at the University of Colorado. 

At the University of Colorado, I had the wonderful privilege of relearning basic 

quantum mechanics from Nobel laureate, and Oersted Medal recipient, Professor Carl 

Wieman. I also studied cosmology and graduate level mathematical methods. But as an 

engineer and a non-traditional student, I was an interloper in the astrophysics 

department. Seeking an alternate path to complete my goal, I learned of the Centre for 

Astronomy at James Cook University, where I completed the Master of Astronomy 

degree with high marks, and received the University Medal in March of 2009. I was 

still interested in pursuing a doctoral degree, but I had not yet found the right research 

project. 

I periodically checked the James Cook University web site for possible projects. In 

January of 2010 I found an obscure notice, buried deep in the Graduate Research 

School pages, of a Dr. Patrick Miller looking for students to research advanced image 

processing methods in astronomy. I contacted Dr. Miller by email, and within hours he 

brought Dr. Carl Pennypacker into the conversation. To me it was a shocking contrast. 

Where previously my engineering background was seen as a liability, in this situation it 

was suddenly an asset. 

Carl and Patrick also introduced me to Hemant Shukla at Lawrence Berkeley National 

Laboratory (LBNL). Carl and Patrick had to convince me to change my schedule early 

on for an opportunity to work with Hemant. I resisted the change, a point they still 

occasionally like to remind me of, but of course, they did have my best interests in 

mind, and good foresight into where the collaboration might go. Hemant has since 

become a collaborator of the first order, and a friend. 

In small ways, I have assisted Patrick with his International Astronomical Search 

Collaboration (IASC) educational outreach program. I have worked in the preparation 

of the massive images from the Pan-STARRS telescope, processing them for 

distribution to schools. This has had the added benefit of introducing my work to Dr. 

William Burgett of the University of Hawaii, and a member of the Pan-STARRS team. 

As a result, Dr. Burgett sought permission from the Pan-STARRS principal 

investigator, Dr. Nick Kaiser, to allow reuse of a small subset of the IASC images for 

testing of the Graphical Processing Unit (GPU) accelerated Optimal Image Subtraction 



 

vi 

 

(OIS). It has been a privilege to work with such exceptional real-world data from the 

world’s largest operational astronomy camera. 

I feel obligated to acknowledge that mine will be one of the last degrees in astronomy 

awarded at James Cook University. I understand that institutions need to make difficult 

strategic decisions at times, but the closing of the Centre for Astronomy is a sad thing. I 

would like to thank Alex Hons, and Dr. Andrew Walsh, of the Centre for their 

unwavering support during my studies and my research.   

None of this would have been possible without the continuous support of my life 

partner and wife, Jessica. Simply put, without Jessica, I would not be here. I also 

believe that it has been formative for my two young children, Hannah and Ari, to see 

their father still in school, still learning. 

I could not have asked for two better co-advisors than Patrick and Carl. They have 

mentored me and opened doors for me. I am far deeper into the scientific community of 

computational astronomy than I ever could have expected to be at this point. I have 

access to leading edge image data and world class computing resources thanks to their 

efforts. It is my sincere hope that this work forms a basis for beginning to repay the debt 

I owe for the confidence that they have shown, and the professional investment that 

they have made, in me. As Carl is fond of saying, “Onwards!” 

 

 

 

  



 

vii 

 

Table of Contents 

1 Introduction  ......................................................................................... 1 

1.1 Statement of the Problem ............................................................... 1 

1.2 Methodology ................................................................................. 3 

1.2.1 Timing Analysis ....................................................................... 5 

1.2.2 Residuals and SNR ................................................................... 6 

1.3 Organization of the Thesis ............................................................. 7 

1.4 Terminology .................................................................................. 8 

1.4.1 Computer Science Contextual Overview................................... 9 

1.4.2 Astronomy Contextual Overview............................................ 15 

2 Historical Context ............................................................................... 19 

2.1.1 The Advent of Modern Astrophysics via Imaging ................... 19 

2.1.2 The Digital Revolution ........................................................... 23 

2.1.3 Convolved Image Subtraction ................................................. 30 

2.1.4 Optimal Image Subtraction ..................................................... 32 

2.1.5 Massively Parallel Desktop Computing .................................. 39 

3 Current Related Work ......................................................................... 47 

3.1 High Performance Computing ..................................................... 47 

3.1.1 GPGPU Computing ................................................................ 47 

3.1.2 Existing General Purpose Image Processing GPU Codes ........ 49 

3.2 GPUs in Astronomy and Astrophysics ......................................... 51 

4 Computational Load for OIS ............................................................... 53 

4.1 General Design and Availability .................................................. 53 

4.1.1 Amdahl’s Law Analysis of IDL OIS ....................................... 57 

4.2 Parallelization Experiments ......................................................... 59 

4.2.1 GPULib as an Optimization Test Platform .............................. 60 

4.2.2 DFB Spatially-varying Convolution ....................................... 66 

4.2.3 Spatially-varying OIS Algorithm Analysis.............................. 70 

4.2.4 Spatially-varying Convolution in OpenMP and CUDA ........... 75 

5 OIS Improvements .............................................................................. 79 

5.1 Bright Star Problems.................................................................... 79 

5.1.1 The Nature of the Bright Star Problem .................................... 79 

5.1.2 Precision Residual Masking via Difference Feedback ............. 86 

5.1.3 CCD Gain Correction ............................................................. 90 

5.2 DFB Over-fitting and Effects of Pixel Noise ................................ 92 

5.2.1 Threshold Limiting of the Convolution ................................... 93 

5.2.2 Filter Preprocessing ................................................................ 94 



 

viii 

 

5.2.3 Cross-correlation Preprocessing.............................................. 98 

5.3 Special Difficulties in OIS for Drift-scan Cameras ..................... 108 

5.3.1 Drift-scan Examples ............................................................. 109 

5.3.2 Partitioning Solution ............................................................. 111 

6 IP2 Pipeline Architecture .................................................................. 116 

6.1 Introduction ............................................................................... 117 

6.2 High-level Design ...................................................................... 118 

6.2.1 Existing Pipeline Models ...................................................... 119 

6.2.2 Basic IP2 Pipeline Model ..................................................... 122 

6.2.3 Major Classes ....................................................................... 124 

6.2.4 Physical Hardware Utilization .............................................. 125 

6.3 Command Structure ................................................................... 127 

6.3.1 Recipe Files .......................................................................... 127 

6.4 Image Manipulation Commands ................................................ 130 

6.4.1 Basic Calibration Commands ............................................... 131 

6.5 Diagnostic and Utility Commands ............................................. 135 

6.6 Data Persistence ........................................................................ 137 

6.6.1 Minimizing Data Movement ................................................. 139 

6.6.2 Asynchronous Transfers ....................................................... 140 

6.7 Basic Operations Flow Diagrams ............................................... 141 

6.7.1 Initialization Operation and Shutdown .................................. 141 

6.7.2 Command Dispatch .............................................................. 143 

6.8 Hardware and Operating System Compatibility ......................... 144 

6.8.1 Cluster .................................................................................. 145 

6.8.2 GPU ..................................................................................... 145 

6.9 Future Design Considerations .................................................... 146 

7 IP2 Scaling Study ............................................................................. 148 

7.1.1 Test Data .............................................................................. 149 

7.2 Testing Platforms....................................................................... 151 

7.2.1 Local Development .............................................................. 151 

7.2.2 NERSC ................................................................................ 154 

7.3 Data Movement Overhead ......................................................... 156 

7.3.1 Data File Write Operations ................................................... 158 

7.3.2 Data File Read Operations .................................................... 159 

7.3.3 Internal Data Transfers ......................................................... 160 

7.4 Single Node OMP Performance ................................................. 162 

7.4.1 Multi-core Utilization with OpenMP .................................... 163 



 

ix 

 

7.5 Single Node GPU Performance .................................................. 164 

7.5.1 GPU Comparison to OpenMP Threads ................................. 164 

7.5.2 CPU Utilization During GPU Operations.............................. 167 

7.5.3 OIS on Next Generation NVIDIA GPU Hardware ................ 169 

7.6 Comparison Testing to Existing Applications ............................ 170 

7.7 Cluster MPI/OMP/GPU Performance ........................................ 173 

7.7.1 NERSC Carver and Dirac Cluster Testing ............................ 174 

7.8 Scaling Summary and Analysis .................................................. 178 

8 Conclusion and Discussion ............................................................... 185 

8.1 OIS Acceleration ....................................................................... 185 

8.2 OIS Improvements ..................................................................... 187 

8.2.1 Bright Stars .......................................................................... 187 

8.2.2 Spatially-varying Correlation ................................................ 188 

8.3 Lessons Learned in Parallel Programming ................................. 189 

8.3.1 Thoughts on Parallel Programming Methodology ................. 190 

8.4 Hardware Compatibility............................................................. 192 

8.4.1 GPU Bit-error Considerations ............................................... 193 

8.4.2 IP2 for Supercomputers ........................................................ 195 

8.5 Scaling Study Observations ....................................................... 196 

8.5.1 Utilizing More CPUs When GPUs Are Working .................. 197 

8.5.2 Scaling and Archive Reprocessing ........................................ 198 

8.5.3 Data I/O Challenges ............................................................. 199 

8.6 Ongoing IP2 Development......................................................... 200 

8.6.1 Continued Evolution of the Development Tools ................... 201 

8.6.2 Future Features ..................................................................... 203 

8.7 Closing Thoughts....................................................................... 204 

Bibliography  ..................................................................................... 208 

Appendix  ..................................................................................... 217 

A-1 Glossary ....................................................................................... 217 

A-2 Test Data Generation .................................................................... 219 

A-3 IP2 Commands ............................................................................. 236 

A-4 Modified Miller/Buie IDL ............................................................ 246 

 
 

  



 

x 

 

List of Tables 

Table 1-1 Common and Less-common Units of Measure ...................................... 9 

Table 4-1 Second-order DFB OIS Profile of Execution Times for a PS1 

Tile ............................................................................................................... 68 

Table 4-2 Second-order DFB OIS algorithm analysis prospects for 

parallelization according to Barsdell et al. characterization of 

fundamental operations ................................................................................. 74 

Table 6-1 Example interconnect bus speeds. Note the dramatic difference 

between the memory-interconnect speeds in the first two rows and the 

last three rows, which represent common file-system attachment buses. 

Note in particular that Gb/s vs. GB/s represents an 8x scaling from bits 

(b) to bytes (B). .......................................................................................... 122 

Table 6-2 IP2 Basic Commands for Image Calibration ..................................... 130 

Table 6-3 IP2 OIS Commands .......................................................................... 131 

Table 6-4 IP2 Diagnostic and Utility Commands .............................................. 135 

Table 7-1 Major developments in NVIDIA GPGPU architecture by chip 

set classes to date. There are hundreds of available configurations in 

terms of the number cores and attached memory per GPU, thus this 

table presents only typical numbers for cards that are well suited for 

CUDA (Tesla line HPC cards and graphics cards in the Quadro and 

GTX product lines). .................................................................................... 153 

Table 7-2 Summary of systems used in IP2 scaling studies ............................... 156 

Table 7-3 Net power consumption summary for CPU vs GPU computation 

of 189-tile LSST spatially-varying convolution data from Figure 7.11. ....... 166 

Table 7-4 Comparison of NVIDIA Fermi and Kepler class GPU cards for 

the spatially-varying convolution using the NVIDIA profiler. An 8-run 

average is shown for a 4k x 4k pixel image. ................................................ 169 

Table 8-1 IP2 Commands in Active Development ............................................ 200 

Table A-1  Basic Glossary of Terms and Abbreviations .................................... 217 

Table A-2 Spatially-varying 2nd-order coefficients for 4k x 4k simulation 

image. The image required a 7x7 kernel, represented on the left. The 

coefficients on the right correspond to the darkened cell in the kernel. ........ 229 

 



 

xi 

 

List of Figures 

Figure 1.1 Image subtraction result example (false color) illustrating major 

elements by which subtraction quality can be evaluated. The primary 

goal in image subtraction is to minimize non-variable artifacts and 

maximize SNR for variable objects. The variable object in this case is 

a moving object which has changed position in the time between the 

two exposures. ................................................................................................ 7 

Figure 1.2 Basic von Neumann computer architecture block diagram. The 

arrows indicate information transfer directions between major 

elements. ........................................................................................................ 9 

Figure 1.3 Example multi-core CPU. In this particular example there are 

four cores. Two to eight core options are commonly available today. ............ 11 

Figure 1.4 A single physical node computer utilizing more than one multi-

core CPUs. ................................................................................................... 12 

Figure 1.5 Single node computer with two multi-core CPUs and one 

many-core GPU. The number of GPU cores for GPGPU applications 

are commonly between N = 128 and N = 512 today, with N = 1024 or 

more becoming available in the very near future. It is also possible to 

install multiple GPUs in the same physical computer node. .......................... 12 

Figure 1.6 Basic computer cluster diagram. Each physical node has a 

number of CPU cores, each has its own memory space, and in some 

cases each node will have its own GPU or multiple GPUs. All nodes 

communicate through a common local area network (LAN). ........................ 13 

Figure 1.7 An impulse function in a single pixel on the left and the 

resulting PSF as detected from a telescope on the right. The x and y 

axes represent the pixel position in the plain of the detector. The z axis 

represent the pixel value. The total flux is identical with the sum of 

values under the pixels equal to one. ............................................................. 17 

Figure 2.1 On the left is Henry Draper's 1880 image of the Orion nebula. 

The image was aquired with a 51 minute exposure on an 11 inch Clark 

refractor. On the right is an image of the same nebula by Andrew 

Ainslie Common from 1883 produced by a 60 minute exposure with a 

36 inch reflector. The advancement in technique in only three years 



 

xii 

 

using the dry emulsion photographic plate is clear. The images were 

retrieved from Wikimedia Commons. ........................................................... 20 

Figure 2.2 Example of differential aperture photometry.  ‘V’ marks the 

variable object under study, ‘C1’ and ‘C2’ mark the two reference 

comparison stars of a non-variable nature. In this example the aperture 

radii of 12, 18, and 30 pixels are used for the apertures, inner annulus, 

and outer annulus respectively. The pixels between the inner annulus 

and outer annulus are used to calculate the local sky brightness so that 

the background sky contribution per pixel can be determined. The 

star’s net flux is measured as a total of pixel values inside the central 

circular aperture minus the background sky contribution. ............................. 25 

Figure 2.3 Naïve pixel-by-pixel subtraction example demonstrating 

residuals left by many of the stars in the field. The two images used to 

create the subtraction were taken with the same telescope, same 

exposure time, and same region of the sky, two hours apart. Without 

accurately matching the PSF between images, unchanging sources 

such as non-variable fixed stars cannot be reliably eliminated from the 

difference image. .......................................................................................... 29 

Figure 2.4 Image subtraction using OIS and the Dirac delta function basis. 

The two images of simulated stars based on the image in the upper left 

were rotated by 0.1 degrees with respect to each other. In the lower left 

is a subtraction result from a constant kernel, leaving significant 

residuals. The upper right image used a first order polynomial for a 

spatially-varying kernel, greatly reducing the residuals. The final lower 

right image used a second order polynomial for the spatially-varying 

kernel and shows the smallest residuals. ....................................................... 35 

Figure 2.5 CPU architecture on the left vs GPU architecture on the right. 

The white blocks represent Arithmetic Logic Units (ALUs) also 

commonly referred to as processing cores. The diagonal line blocks 

are on-chip memory for caching data and instructions, and the cross-

hatched blocks are program flow control and memory access logic. For 

two IC of the same physical dimensions, these block diagrams 

represent the amount of area in each design dedicated to each function. 

Image adapted from: Hwu & Kirk (2010). .................................................... 42 



 

xiii 

 

Figure 2.6 SIMD model of programming. Several cores execute the same 

program instruction simultaneously. The GPU uses an enhanced 

version of this basic model. In the GPU, groups of cores referred to as 

blocks will execute the same instruction from the kernel, but different 

blocks can run different code branches within the kernel, or even a 

different kernel in the newest GPU hardware. Blocks of cores are 

grouped along fixed hardware boundaries. Cores unable to execute the 

current instruction will go idle. A block can idle due to data not being 

ready in memory, or because of an instruction branch that is different 

from other cores in the block. Tuning GPU code is a matter of 

formulating the problem in such a way that the number of idle cores is 

kept to a minimum. ....................................................................................... 46 

Figure 3.1 Number of papers in IEEE Xplore with metadata flagged as 

GPU or GPGPU. The blue segments indicate conference based 

publications, while the red segments indicate journal and magazine 

articles. ......................................................................................................... 48 

Figure 4.1 Percentage of image processing time for different images sizes. 

Miller/Buie OIS percentage of computation for each of the 4 most time 

consuming operations as a function of image size. All tests in this case 

were based on the original IDL-only implementation using thread 

pools on a triple core 64-bit CPU without any GPU acceleration.  The 

timing clearly identifies the kernel fitting process as the dominant 

processing burden, independent of image size. As a result, the 

investigation of GPULib as an acceleration tool was focused on the 

convolutions in the kernel fitting processes. .................................................. 62 

Figure 4.2 CPU vs GPU image convolution times using the same kernel 

for different image sizes. The GPULib implementation required that 

the convolution was implemented in Fourier space. The IDL 

CONVOL routine was tested in single threaded mode and while using 

the IDL thread pools to take advantage of all three CPUs. For larger 

images, the GPU convolution time is better by more than an order of 

magnitude over any of the CPU implementations. For very small 

images, such as the individual stamps used for kernel fitting, the GPU 

offers no improvement. ................................................................................. 63 



 

xiv 

 

Figure 4.3 By examining timings in the original Miller/Buie OIS code 

around the sections that can be parallelized and those that cannot, an 

empirical plot of the g(x) and h(x) terms from equation (4.3) can be 

found. The convolution code that can be effectively parallelized using 

a GPU is represented by h(x). The code that will remain in a serial 

implementation (or in this case, a limited parallel implementation of 3 

CPU cores using the IDL tread pool) is represented by g(x). In an ideal 

implementation g(x) would be constant. In this particular case the 

majority of the growth in the execution time is in the convolution and 

fitting code that can be effectively adapted to a GPU as represented by 

h(x). There remains a small increase in execution time as a result of 

increasing image size represented by the positive slope of g(x), but the 

slope is 1/10
th

 that of h(x). With a potential 10x improvement in 

convolution times using a GPU, the h(x) slope can nearly match the 

g(x) slope. .................................................................................................... 65 

Figure 4.4 An example Pan-STARRS mosaic image from 60 tiles, each 

tile consisting of 48464868 pixels in 64 CCD elements. The field of 

view is approximately 3 degrees across. Background equalization has 

not been performed between the elements in this example, which 

accounts for much of the extreme patchwork appearance. This 

exemplifies a potential starting point for OIS on such a camera. Source 

image credit: PS1SC, mosaic by S. Hartung. ................................................. 70 

Figure 4.5 Outline of the OIS major operations for algorithm analysis for 

the spatially-varying convolution implementation ......................................... 71 

Figure 4.6 Performance comparison of several second-order DFB 

spatially-varying convolutions. From the initial IDL implementation, 

three orders of magnitude speedup have been achieved. Image adapted 

from Hartung, et al. (2012). .......................................................................... 77 

Figure 5.1 Example OIS subtraction with significant bright star residuals. 

In the subtraction for this field of stars, all of the bright stars in the 

image have left significant residuals that are many tens of σ above and 

below the background noise. Such behavior indicates that the OIS 

convolution kernel was unable to properly model the PSF changes 



 

xv 

 

between the images, and makes automated detection of variable 

objects extremely difficult. ........................................................................... 79 

Figure 5.2 The star flux ratio for two images exhibiting bright star 

subtraction problems in OIS. Each data point represents a bright peak 

found in both images. The ratio of most of the stars are clustered along 

the line of a fixed ratio. Above a peak value of approximately 18000 

ADU the bright stars consistently deviate from the fixed ratio for this 

particular detector. The faintest stars and saturated stars have been 

omitted. ........................................................................................................ 81 

Figure 5.3 Flux ratio analysis for two images that do not exhibit 

significant bright star subtraction problems in OIS. There are fewer 

bright stars, but mostly the brighter stars share the same consistent flux 

ratio. While three bright stars do exhibit a deviation from the constant 

ratio, all three are associated with saturation masking or other process 

induced artifacts that differ slightly between the images. The faint stars 

show more variation because they are much closer to the noise floor, 

resulting in more random variation in the ratio, an effect which is 

equalized significantly in the convolution and does not generally 

diminish the quality of the subtraction. The faintest stars and saturated 

stars have been omitted. ................................................................................ 82 

Figure 5.4 PSF profiles of stars from dimmest to brightest for an image 

that produces bright star subtraction residuals. The samples are from a 

raw image as read from the detector. The dimmest star is in the upper 

left, and the brightest is in the lower right. The brightest star peak 

value is approximately 3000 ADU below the saturation clipping level, 

yet it shows significant soft-clipping effects due to the non-linear 

detector response. ......................................................................................... 83 

Figure 5.5 Comparison of the same bright star between two images. The 

image with the better seeing (the reference image) is represented in 

solid yellow, while the poorer seeing image is in the green wire mesh. 

The peak amplitude is higher in the reference image as expected, but 

only slightly, while the volume under the star from the poorer seeing 

image is larger than would be expected for the small difference in peak 

amplitude. ..................................................................................................... 84 



 

xvi 

 

Figure 5.6 Flow diagram of precision bright star residual masking. 

Standard OIS blocks are in green, with new precision masking 

operations in orange. The dotted line marks the final output path of the 

standard OIS. ................................................................................................ 87 

Figure 5.7 Example images exhibiting severe non-linearity for stars. On 

the left is the OIS image with inferior seeing and on the right is the 

OIS reference. Both have been contrast and mid-tone enhanced to 

make faint objects visible to the human eye. Image credit: ARO. .................. 88 

Figure 5.8 Example precision bright star residual masking. On the left is 

an OIS subtraction with severe star residuals. On the right is the same 

subtraction with precision masking eliminating the majority of the 

residuals. The asteroid 2002 KL6 is a faint track in both images. 

Subtractions based on images from ARO. ..................................................... 89 

Figure 5.9 Pixel value histograms of previous images from Figure 5.8. On 

the left is the histogram of the image without masking, on the right is 

the histogram after precision masking. The histogram on the right 

shows an increase concentration of values in the peak (near zero), and 

a decrease in higher pixel value residuals. ..................................................... 90 

Figure 5.10 A standard star field image in negative representation on the 

left (courtesy NEAT, NASA/JPL-Caltech) and its spatial-frequency 

domain representation in Fourier space on the right. ..................................... 95 

Figure 5.11 Inverted top hat (left) and Butterworth (right) 2D LPF filters 

in Fourier space. Highest frequencies are at the center in this 

representation. These filter cutoff frequencies are exaggeratedly large 

in order to make the differences more apparent. ............................................ 96 

Figure 5.12 On the left is a simplified flow diagram for a typical DFB OIS 

implementation, on the right is an OIS modified to reduce noise effect 

on the DFB kernel determination. A Butterworth filter is applied to the 

images prior to kernel fitting. Note that the image subtraction is 

performed on unfiltered image data............................................................... 96 

Figure 5.13 A Butterworth band-pass filter in 2D Fourier space. Highest 

frequencies are at the center in this representation. The filter 

frequencies are exaggerated from what would actually be used in order 

to make the general profile more apparent. ................................................... 97 



 

xvii 

 

Figure 5.14 Flow diagram for the PSF-correlation enhanced DFB OIS 

algorithm ...................................................................................................... 99 

Figure 5.15 Example input images for PSF correlation enhanced OIS. On 

the left is the OIS “image” and on the right is the “reference”. The 

images have a sky background noise level σimg = 5.88 and σref = 5.83 

respectively. The boxes indicate the approximate views shown in the 

detailed images below in Figure 5.17. ......................................................... 100 

Figure 5.16 Modeled PSF for the OIS test image based on stamp samples 

in 2-D and 3-D profiles. The model is based on normalized versions of 

the same stars selected in the OIS process for kernel fitting. ....................... 101 

Figure 5.17 Comparison of DFB OIS results without and with PSF 

correlation. On the left is the example with the standard OIS method. 

On the right is the example with PSF correlation introduced. The SNR 

of the two variable objects that that are detected has been increased by 

approximately 2.6x by introducing PSF correlation into the OIS 

process. ...................................................................................................... 101 

Figure 5.18 A detail 3-D profile of variable object 1. On the left is the 

standard DFB OIS result, and on the right is PSF correlated result (the 

values have been inverted to show positive peaks in this view). The 

SNR for this object was improved from 19.4 to 51.8 by using the PSF-

correlation enhanced OIS. ........................................................................... 102 

Figure 5.19 A detail 3-D profile of variable object 2. On the left is the 

standard DFB OIS result, and on the right is PSF correlated result. The 

SNR for this object was improved from 6.14 to 16.1 by using the PSF-

correlation enhanced OIS. ........................................................................... 102 

Figure 5.20 Detailed views of the top, middle and bottom residuals in the 

drift-scan second-order DFB OIS. Examples of dipole and tri-pole 

residuals are identified. ............................................................................... 109 

Figure 5.21 Higher-order DFB OIS subtraction examples. From left to 

right, second, third and fourth order DFB OIS subtractions 

respectively. ............................................................................................... 111 

Figure 5.22 Drift-scan partitioning example. In this example the direction 

of the scan is along the Y-axis. By partitioning in Y sufficient locality 

of the axis of rotation is established for effective second-order OIS. 



 

xviii 

 

The overlaps allow for convolution halos in each of the sub-images 

with minimal boundary effects when images are recombined for the 

final product (the overlap size is exaggerated in the illustration for 

clarity). ....................................................................................................... 112 

Figure 5.23 Detail comparison of un-partitioned vs. partitioned second-

order DFB OIS. The rows are top, middle and bottom sample details 

respectively. The column on the left is the un-partitioned OIS. The 

column on the right is the same physical image positions from the 

partitioned OIS where the original drift-scan image pair was 

subdivided into six sections. The partitioned image subtraction has not 

had any bright star masking applied. Nearly all significant residuals in 

the partitioned example correspond to bright star masked regions in the 

un-partitioned example. The partitioned example has eliminated nearly 

all dipole residuals. ..................................................................................... 114 

Figure 5.24 Image histograms for Figure 5.23. On the left is the histogram 

for the monolithic subtraction, and on the right is the histogram for the 

partitioned and recombined subtraction. ...................................................... 115 

Figure 6.1 Astronomical image processing model for IP2. Blocks in green 

are already operational; blocks in blue are in development. The orange 

blocks with italic font are planned for future development and must be 

performed by tools external to IP2 at present. ............................................. 123 

Figure 6.2 Major IP2 object classes and relationships. ...................................... 125 

Figure 6.3 High-level IP2 block diagram in a cluster environment with one 

GPU device per node. The connecting lines and arrows represent 

information flow in the form of file data movement, message passing 

for command and status flow, or memory movement as a part of 

processing................................................................................................... 126 

Figure 6.4 Diagram of task and command hierarchical structure ....................... 129 

Figure 6.5 Example stacked master dark frame. A stacked image of 8 

individual dark combined using IP2. Image credit: W. Green, F. 

Mezzalira and S. Hartung/SBO. .................................................................. 133 

Figure 6.6 Example stacked master bias frame. A stacked image of 10 

individual bias frames combined using IP2. Image credit: W. Green, F. 

Mezzalira and S. Hartung/SBO. .................................................................. 133 



 

xix 

 

Figure 6.7 Example stacked master flat frame. Artifacts are due to dust 

and debris on the optics, which are out of focus and generate circular 

Airy disk patterns, and vignetting seen as a darkening in the corners. 

Image credit: W. Green, F. Mezzalira and S. Hartung/SBO. ........................ 134 

Figure 6.8 Example raw image on the left as read from the CCD, image 

dark subtracted and flat fielded in IP2 on the right. While some 

random noise remains, a great deal of the systemic artifacts has been 

removed. False color image of the Bubble nebula in hydrogen-alpha. 

Image credit: W. Green, F. Mezzalira and S. Hartung/SBO. ........................ 134 

Figure 6.9 Example IP2 recipe with two independent tasks ............................... 136 

Figure 6.10 State diagram illustrating IP2 memory allocation and data 

movement for the data file class. Supporting asynchronous data 

transfers for the GPU memory requires several additional steps and 

additional copies of the data. The additional copies for the GPU are 

only created if the command is initiating GPU operations dependent on 

the data. Some of the extra memory copies are imposed by API 

compatibility issues in the current implementation. ..................................... 140 

Figure 6.11 Flow diagram for the IP2 MPI master and worker rank 

operations ................................................................................................... 142 

Figure 6.12 Flow diagram for the IP2 command-pump operation that is 

responsible for running the assigned task within a worker rank. .................. 144 

Figure 7.1 Pan-STARRS camera layout. Each blue square represents a 

4846 x 4868 pixel tile. The field of view (FOV) of the circle is 3 

degrees across. The total of 60 tiles produces the 1.4 Gpx image. ............... 150 

Figure 7.2 LSST camera layout. Each blue square represents a 4096 x 

4096 pixel tile used for science imaging. The inner dotted line circle 

represents a 3.5 degree across field of view (FOV). The outer circle 

represents the cameras entire FOV, including sensors dedicated to 

tracking and wave front detection for adaptive optics. The total of 189 

blue tiles produces the 3.2 Gpx science image. ........................................... 151 

Figure 7.3 The author’s primary GPU development system, named 

Mercury, assembled with a multi-core CPU and shown with two 

NVIDIA CUDA compatible GPU cards. The system has a total 704 

GPU processing cores in the configuration shown and between 3 and 6 



 

xx 

 

CPU cores, depending on the installed CPU. The total cost of parts 

was approximately USD $1200 at the time of construction in 2011. 

The second GPU card was later moved to the system named Hermes to 

facilitate cluster development and testing. ................................................... 152 

Figure 7.4 The Hermes system, the second physical node in the author’s 

small development cluster. The system has an 8-core CPU and a GPU 

with 352 cores. ........................................................................................... 154 

Figure 7.5 The NERSC Carver computing cluster. Dirac is a GPU test-bed 

of 50 nodes within the 1202 node Carver cluster. Image source: 

NERSC/LBNL ........................................................................................... 156 

Figure 7.6 IP2 image file write operation overhead for various image file 

sizes (average of 8 samples). All images files are stored as floating 

point FITS files. All files are square with each side dimension as 

shown on the horizontal axis. The spike in the local HD plot is most 

likely due to other operating system contention for read operations on 

the same disk. ............................................................................................. 158 

Figure 7.7 IP2 image file read operation overhead for various image file 

sizes (average of 8 samples). All images files are stored as floating 

point FITS files. All files are square with each side dimension as 

shown on the horizontal axis. ...................................................................... 159 

Figure 7.8 GPU asynchronous memory copy transfer times by image size. 

Image data was copied from the standard allocation CPU memory, to 

pinned CPU memory, to the GPU device memory and back. All 

transfers were performed asynchronously and include all pinned 

memory and GPU device memory allocations. The Async write-read 

time spans the operations from the initiation of the allocation to the 

completion of a blocking thread synchronization call, at which time all 

data have been returned to the CPU memory location where the 

process began. The Async initialize time consists only of the memory 

allocation and the asynchronous transfer initialization that the CPU 

must perform directly. ................................................................................ 161 

Figure 7.9 OMP CPU utilization without GPU support. The top plot shows 

the resting state of an 8-core CPU. The bottom plot shows the same 8-

core CPU while IP2 is executing the spatially-varying convolution on 



 

xxi 

 

a Pan-STARRS 60 tile image set. The processor utilization is very 

high, frequently reaching 100% on all 8 cores, with significant gaps 

correlating primarily to file i/o over an NFS mounted files system. ............. 163 

Figure 7.10 Comparison of single node OpenMP vs GPU execution times 

for the spatially-varying convolution. The number of OpenMP threads 

in use is represented on the horizontal axis, with the right-most data 

being the single GPU. Square images were used, with the depth axis 

representing the image size along one side (total pixels = side
2
). ................. 164 

Figure 7.11 Power data log for CPU vs GPU computation of 189-tile 

LSST spatially-varying convolution. Each point represents a power 

sample in watts at 1 second intervals. The same test of the full LSST 

sample image was repeatedly run using OpenMP running 1 to 6 cores 

on Mercury, and then on the GTX465 GPU. ............................................... 165 

Figure 7.12 CPU utilization on Mercury while processing an LSST image 

set in single node operation. Only one CPU core is busy, one or more 

cores are at 0% utilization at times, and none of the six cores are 

saturated at any time. .................................................................................. 167 

Figure 7.13 CPU utilization and network traffic on Hermes while 

processing an LSST image set in single node operation. One or more 

CPU cores are at 0% utilization at times, and none of the eight cores 

are saturated at any time. Much of the CPU multi-core activity can be 

correlated to the operating system using multi-threading in support of 

the NFS activity. ......................................................................................... 168 

Figure 7.14 Comparison of existing OIS implementations (green) and IP2 

OIS implementations (blue). Times are an average over ten runs to 

perform the full 2
nd

-order spatially-varying OIS including stamp 

detection and solving the kernel coefficients. The times are for one 4k 

x 4k image tile on one rank. GPU465 represents the NVIDIA GTX465 

card, and GPU660 represents the GTX660Ti card. ...................................... 171 

Figure 7.15 Detail comparison of existing OIS implementations (green) 

and IP2 OIS implementations (blue) excluding the full IDL 

implementation from Figure 7.14. It should be emphasized that 

HOTPanTS is limited to conditions of symmetrical Gaussian PSFs, 

and thus is not a direct comparison to the DFB in all of the other 



 

xxii 

 

implementations. It is included in this timing study for general prior-

art OIS comparison purposes only. ............................................................. 172 

Figure 7.16 High-level IP2 block diagram optimized for the Carver cluster 

with Intel  Nehalem CPUs and without any GPU devices............................ 175 

Figure 7.17 Dirac and Carver cluster testing of a 60-tile Pan-STARRS 

second-order DFB spatially-varying convolution and subtraction. 

Several system configurations are shown from slowest to fastest. The 

configurations are identified by the system name, the number of 

physical nodes, and the number of MPI ranks operating across all of 

the physical nodes combined. The Dirac system applies one GPU 

device per physical node, the Carver system relies on MPI and 

OpenMP processing alone. Several system configurations are shown 

from slowest to fastest. ............................................................................... 176 

Figure 7.18 Dirac and Carver cluster testing of a simulated LSST 189-tile 

image pair. Several system configurations are shown from slowest to 

fastest. The configurations are identified by the system name, the 

number of physical nodes, and the number of MPI ranks operating 

across all of the physical nodes combined. The Dirac system applies 

independent GPU access per MPI rank in this case (not per physical 

node, as was the previous case), the Carver system relies on MPI and 

OpenMP processing alone. ......................................................................... 178 

Figure 7.19 IP2 strong-scaling characteristic for MPI/OpenMP (OMP) 

nodes on Carver. ......................................................................................... 179 

Figure 7.20 IP2 Pan-STARRS 60-tile test strong-scaling characteristic for 

GPU nodes on Dirac. The solid line is a fit of a power law through all 

points. The dashed line is a fit of a power law through the max data 

points representing a worst case time. ......................................................... 179 

Figure 7.21 Comparison of the same number of MPI process ranks 

established on differing numbers of physical nodes. On the Carver 

system, more MPI ranks established on fewer physical nodes improves 

performance. The yellow represent 8 MPI ranks,  light blue is 32 MPI 

ranks, and purple is 64 MPI ranks. .............................................................. 181 

Figure 7.22 Projected theoretical GPU node strong-scaling limit for IP2 

with the 60 tile Pan-STARRS test. The projection from equation(7.2) 

ZEqnNum106135


 

xxiii 

 

is in the solid blue line and the upper bound from equation(7.3) is in 

the dashed orange line. ............................................................................... 182 

Figure 7.23 IP2 LSST 189-tile test strong-scaling characteristic for GPU 

nodes on Dirac. ........................................................................................... 183 

Figure 7.24 Projected theoretical GPU node strong-scaling limit for IP2 

with the 189-tile LSST test based on equation(7.4). .................................... 183 

Figure 7.25 Average per-tile command execution times for LSST image 

processing as a function of the number of MPI ranks. In keeping with 

the weak-scaling design of IP2, the per-tile execution times are 

approximately constant, independent of the size of the cluster. ................... 184 

Figure 8.1 Shown is a detail 3-D profile of a variable object, repeated here 

for emphasis from Figure 5.19. On the left is the standard DFB OIS 

result, and on the right is a PSF correlated result. The SNR for this 

object was improved from 6.14 to 16.1 by using the PSF-correlation 

enhanced OIS. ............................................................................................ 189 

Figure 8.2 Approach used for IP2 software development for parallel 

programming. This approach is most applicable to using the cluster 

computing for weak-scaling, as is the case in IP2. ....................................... 191 

Figure 8.3 Updated IP2 cluster configuration. The configuration shown 

allows for optimal MPI/OMP operations with Intel hyper-threading 

CPUs. In order to support such a configuration, the GPU must be 

reserved by semaphore or arbitration by the requesting MPI ranks. 

MPI ranks that request GPU selection and loose must make a 

determination about waiting for a GPU or proceeding with the 

computation via the implicitly available OMP threads. ............................... 198 

Figure 8.4 An archival image reprocessing example. The object 2002KL-6 

was known to be in the original images from the NEAT survey 

(NASA/JPL-Caltech). The original pair of images dates to 2004. When 

the image was recently used as an example for an OIS GPU paper by 

Hartung, et al. (2012), a second unidentified moving object was clearly 

resolved by the spatially-varying DFB subtraction. The image is 

reproduced here in a much larger and clearer size than was possible in 

the original paper. ....................................................................................... 207 

 

ZEqnNum639370


 

xxiv 

 

 

 

 

 

 

 

  



 

xxv 

 

Abstract 

This thesis examines the application of massively parallel processing to the 

computationally intensive method of image comparison known as Optimal Image 

Subtraction (OIS). Of particular interest is the Dirac delta function basis spatially-

varying OIS, a technique particularly applicable to images with asymmetric and non-

Gaussian point spread functions (PSFs). This study demonstrates the ability to 

accelerate the spatially-varying convolution components of OIS by two to three orders 

of magnitude. This order of speed-up is needed to apply these techniques to real-time 

analysis of gigapixel survey telescopes that acquire an image every 30-60 seconds. 

Many useful image processing techniques in astronomy require a massive number 

of computations per pixel. Among them is an image differencing technique known as 

OIS, which is very useful for detecting and characterizing transient phenomena. Like 

many image processing routines, OIS computations increase proportionally with the 

number of pixels being processed, and the number of pixels in need of processing is 

increasing rapidly.  

Image differencing in astronomy, also commonly referred to as image subtraction, 

is a tool for transient object discovery and characterization. It is applicable to a wide 

variety of astronomical studies involving  asteroids, extra-solar planet transits, variable 

stars, AGNs, supernovae, and almost any other object or phenomena that change in 

photometric flux intensity or position on human time scales (from sub-second to 

decadal intervals between observations). Effective image subtraction requires matching 

PSFs between images of the same field taken at different times using a convolution 

technique. OIS uses a fitting method to evaluate the changes in PSF between the two 

images to be subtracted, and then applies a best-fit convolution kernel prior to 

subtraction. Particularly suitable for large-scale images is a computationally intensive 
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spatially-varying kernel. The underlying algorithm is inherently massively parallel due 

to unique kernel generation at every pixel location. The spatially-varying kernel cannot 

be efficiently computed through the Convolution Theorem, and thus does not lend itself 

to acceleration by Fast Fourier Transform (FFT).  

Computing power continues to grow in approximate agreement with Moore's Law 

(~2x every 1.5-2 years), and astronomy data acquisition rates are growing as fast or 

faster. Driven by advances in camera design, image sizes have increased to over a 

gigabyte per exposure in some cases, and the exposure times per image have decreased 

from hours to seconds, or even down to video frame rates of multiple exposures per 

second. All of this is resulting in terabytes of science data per night in need of reduction 

and analysis. New telescopes and cameras already under construction will increase 

those rates by an order of magnitude. The application of emerging low-cost parallel 

computing methods to OIS and other image processing techniques provides a present 

and practical solution to this data crisis. Utilizing many-core graphical processing unit 

(GPU) technology in a hybrid conjunction with multi-core CPU and computer 

clustering technologies, this work presents a new astronomy image processing pipeline 

architecture. The resulting pipeline can process standard image calibration and 

differencing in a fashion that is scalable with the increasing pixel volume. Acceleration 

of several processing operations implemented to date has demonstrated an order of 

magnitude improvement over many existing publicly available codes, and up to three 

orders of magnitude in the case of the spatially-varying convolution in OIS. With the 

increased computing power available in mind, new techniques are also presented to 

improve subtraction quality by limiting noise inducing side-effects, addressing common 

problems with very bright stars, and dealing with special complications presented to 

OIS by drift-scan cameras. 
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This work presents results of accelerated implementation of the spatially-varying 

kernel image convolution in multi-cores with OpenMP and many-core GPUs. Typical 

speedups over ANSI-C were a factor of 50 and a factor of 1000 over the initial IDL 

implementation, demonstrating that the techniques are a practical and high impact path 

to terabyte-per-night image pipelines and petascale processing. 

A new technique of image PSF cross-correlation is introduced. Implemented here as 

a means of limiting noise amplification by the preferred method of OIS. The new 

technique requires a similar computing load to the existing OIS for each input image, 

effectively tripling the computing requirement. However, considering the acceleration 

achieved through parallel programming, this is no longer a major concern. The PSF 

cross-correlation method also has significant potential as a far more general method for 

improving signal-to-noise for point-source targets in images not intended for OIS 

subtraction. 

The techniques developed for multi-core CPU and GPU have been combined with a 

standard computer clustering technology in order to provide unprecedented scalability 

in an image subtraction application. The application is called ISAAC Petascale Image 

Processing (IP2) and is being developed in collaboration with the Infrastructure for 

Astrophysics Applications Computing (ISAAC) project within the International Center 

for Computational Science (ICCS) at the University of California at Berkeley (UCB) 

and the Lawrence Berkeley National Laboratory (LBNL). 
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1 Introduction 
 

1.1 Statement of the Problem 
In optical astronomy, identifying and characterizing variable celestial sources is 

rooted in the practice of differential imaging, the detection of changes in photon flux 

from a given region in the sky. It is through changes in flux over time that moving 

objects, newly appearing objects, and those that have a time-varying nature in their 

emissions are identified. Time-varying in this case is restricted to objects that change 

position relative to the background field stars, or to objects that can be seen to vary in 

brightness between two observations, on human time scales of seconds to centuries. The 

techniques of image subtraction have been created in order to process the maximum 

number of objects in an image pair by distilling all photometric changes between two 

images taken at different times into an output difference image. Image subtraction is 

sometimes also referred to as image differencing. Most image subtraction systems use 

mathematical transforms to match atmospheric seeing and instrument-induced 

differences between the two images. The computational burden of high-quality image-

matching transforms can be very large, and the burden increases as the number of pixels 

in the image is increased.  

One of the most powerful methods of detecting photometric changes in the sky 

between two images taken at different times is a technique known as Optimal Image 

Subtraction (OIS)(Alard & Lupton 1998). OIS can also be one of the most 

computationally intensive image subtraction techniques. Large survey telescopes have 

now entered the realm of the gigapixel cameras (Burke et al. 2007) taking images at a 

rate approaching one per minute. The future of survey astronomy is sure to continue 

evolving toward even larger cameras and faster image cadences (Sweeney 2011). 
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Traditional programming techniques and computer hardware are under great strain to 

keep up with image processing today, and the future will only be more challenging. 

Many of the most effective image subtraction algorithms are also the most 

computationally intensive. Image processing pipelines for optical astronomy require a 

breakthrough in architecture in order to get ahead of the rising processing requirements. 

Image processing frequently involves the same algorithm iterated over every pixel, 

making parallel processing attractive. Parallel processing on a massive scale has only 

become practical for general applications in the last few years. Now massively-parallel 

architecture can be built into a single personal computer, or in a modest cluster, by 

using Graphical Processing Units (GPUs). And when the same GPUs are added by the 

thousands to traditional supercomputing architectures, the processing capability reaches 

well into the petaflops realm (10
15

 floating-point operations per second) (Stone & Xin 

2010).  

The application of GPU-based massively-parallel computer processing is ideally 

suited for high quality image subtraction and many other pixel-by-pixel image 

processing methods. By reformulating image subtraction and other pipeline routines 

into massively parallel and scalable high performance computing (HPC) architectures, 

pipelines can become scalable to the growing image size and faster acquisition cadence, 

and some of the most computationally heavy algorithms become practical for 

widespread use instead of being limited to select data subsets. This study offers a path 

toward petascale image subtraction capabilities, where petabytes of image data can be 

processed in a reasonable span of time and petaflops of computing power can be 

effectively applied to the problem. A reasonable span of time is an intentionally vague 

qualifier, because the time that is reasonable may vary greatly between different 

research projects. A real-time alerting system for an automated survey telescope may 
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require the capacity to subtract gigabytes of image data in under a minute, while the 

reprocessing of a large data archive may require that a petabyte of image data can be 

subtracted within some number of weeks or months. The techniques explored in this 

study will provide a means to perform high quality subtractions for gigapixel images in 

significantly less than one minute. This study will also provide a scalable software 

architecture that will pave the way toward the possibility of petaflops image processing 

for image subtractions in future work. 

1.2 Methodology 
In the case of synoptic survey telescopes like the Panoramic Survey Telescope and 

Rapid Response System (Pan-STARRS) (Kaiser 2004) and the Large Synoptic Survey 

Telescope (LSST) (Sweeney 2011), the maximum opportunity for discovery and 

follow-up is achieved if the images can be scanned for faint variable objects at the same 

rate as the images are acquired. Pan-STARRS is currently the largest astronomy 

imaging camera in operations, acquiring a 1.4Gpx image up to once per minute per 

telescope. With one Pan-STARRS telescope currently in operation, and the second 

telescope under construction (first light expected in 2013
1
), the total raw image data to 

be processed will double once the second telescope with an identical 1.4Gpx camera is 

fully commissioned. LSST is currently early in construction and has a design goal of a 

acquiring a pair of 3.2Gpx images approximately every 37 seconds (Ivezic et al. 2011). 

The pair of images at the same location will be co-added to reduce noise and eliminate 

cosmic ray strikes, then each co-added pair will then be subtracted from a reference 

image to search for variable objects. LSST has the stated goal of real-time reporting of 

variable object discovery in order to allow the larger astronomy community the 

maximum opportunity for follow-up observations. In order to meet this image 

                                                

1 Pan-STARRS PS2 status update:  

http://pan-starrs.ifa.hawaii.edu/public/project-status/project-status.html 
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subtraction goal for real-time analysis, the subtraction of 3.2Gpx image and reference 

must be accomplished in less than 30 seconds (Becla et al. 2006). In practical 

application, it will need to be done even faster to also allow time for image calibration 

and detrending steps, image co-alignment and field de-warping (if needed), source 

detections and characterization, and data movement. Thus a major goal of this study 

was to achieve a 3.2Gpx OIS subtraction in less than 30 seconds. Applying the 

maximum capability of the OIS subtraction algorithm to data of this scale and being 

acquired at this rate has not been done previously. This study has now demonstrated 

gigapixel spatially-varying convolutions and subtractions in less than 30 seconds. 

Similarly, several astronomy data archives have entered or are projected to soon 

reach the petabyte realm (e.g. Becla et al. 2006; Hambly et al. 2004; Tyson et al. 2012), 

and several surveys are accumulating hundreds of gigabytes to terabytes of new image 

data per night of observing (e.g. Hambly et al. 2004; Mohr et al. 2012; Price et al. 

2007).  

When evaluating the application of parallel processing to a problem, several factors 

may need to be taken into account. The availability of specific hardware may constrain 

the implementation, or the effects of the maturity, ease of use, or even the available skill 

set in a team for the associated software and development tools. Additionally, in high 

performance computing (HPC), hardware cost and available power budgets can be 

critical factors. While this study will touch briefly on these factors, it is not the principal 

goal of this study to compare all of the currently available options in the various 

development tool-chains or to preform detailed comparisons of different vendor’s 

hardware. 
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The problem at hand in OIS is primarily one of time. Thus, the principal 

measurement in this study is time-of-execution to perform various critical tasks that are 

dominating OIS application operations. The principal goal is to develop a system 

capable of processing large images with OIS, using the maximum capabilities of OIS 

without compromises to ease the computing load, at a cadence that can keep up with 

gigapixel imaging systems. 

1.2.1 Timing Analysis 
In order to identify the bottlenecks in current systems, existing software 

implementations of OIS were decomposed into sub-operations, and the sub-operations 

were then analyzed for time of execution. This served to identify operations for parallel 

programming optimization, and to provide a basis of comparison to evaluate the 

effectiveness of the optimizations. Timing measurements have been taken in such a way 

so as to compare functionally equivalent operations as much as possible. By contrast, it 

is very common in studies of peak computational performance to examine the floating-

point operations per second (FLOP/s or more commonly flops). A comparison restricted 

to flops often ignores the overhead of data and memory transfers that are required to 

move the data to and from the GPU, which can skew the results unrealistically in favor 

of the GPU (Gregg & Hazelwood 2011). Such a limited comparison can have 

significant meaning in certain domains of computer science, but in an applied situation 

such as this study of image processing, it can have much less correlation to the actual 

application running time. An effort is made here to compare applications and 

implementations at similar check points, where the data must complete all necessary 

memory traversals. All timings compare the data beginning and ending at the same 

level of memory or file storage, independent of the method or hardware used to 

processes the data. It must be noted that in some comparisons the architectural 
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differences between different applications make comparison less exact. In codes written 

as part of this work from scratch, all timing comparisons have been made at identical 

checkpoints for different levels of parallelism.  

Due to the inexact nature of higher level application timing, where other 

background operating system functions can affect disk access speeds or network timing 

in particular, the majority of timings in this study should be considered to be of a more 

relative nature. Because of different hardware performance, the timings are most 

valuable when considered to be differential with respect to each other in a specific test. 

For this reason, timing improvements in parallel programing are often described in 

terms of the amount of speed-up that has been achieved. This study attempts to avoid 

over use of the speed-up terminology, preferring instead to focus on the relative amount 

of time that it takes to complete an actual task. Accelerating a very slow task by 2x or a 

very fast task by 100x often has little relevance to real world applicability. In some of 

the test cases in this study, it is possible to focus on the goal of processing within the 

acquisition cadence for the images in a given large data survey, thus demonstrating a 

near real-time processing capability.  

As an added benefit to achieving speeds capable of real-time processing during an 

observing campaign, such speed also opens new possibilities in the time to reprocess 

large archival image sets to data-mine for previously undiscovered objects and events. 

Time-to-process combined with the rate of power consumption for the hardware 

employed also provides insight into the required energy for processing. 

1.2.2 Residuals and SNR 
In addition to improvements in time of execution, this study also investigated 

several issues that frequently plague the practice of image subtraction and the quality of 

the data output. Quality of a subtraction can be most generally characterized by the 
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amount of residuals from non-variable sources, and the signal-to-noise-ratio (SNR) of 

detectable variable sources. Thus, this study evaluated the efficacy of solutions to 

quality problems through qualitative and quantitative evaluation of residuals and noise 

levels. Figure 1.1 demonstrates several common image subtraction elements. 

 
Figure 1.1 Image subtraction result example (false color) illustrating major 

elements by which subtraction quality can be evaluated. The primary goal in 

image subtraction is to minimize non-variable artifacts and maximize SNR for 

variable objects. The variable object in this case is a moving object which has 

changed position in the time between the two exposures. 

 

1.3 Organization of the Thesis 
This study is interdisciplinary in nature. It draws upon the fields of astronomy, 

image and signal processing, and computer science/engineering. With that in mind, this 

thesis attempts to explain context, terminology, and details that may be obvious in one 

field, but that are not necessarily understood across all of the disciplines. Certain 

aspects of this work may be applicable to yet other fields, such as medical or 

geophysical image analysis, but less effort has been made to address additional or 

general audiences. The principal audience of this work is those involved in astronomy 

image processing, primarily in the near IR to near UV optical range of the spectrum. 

The techniques described herein are most applicable to large format 2-D digitized 

Variable object 

Non-variable 
Residual Artifact 

Background 

Noise 
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images with many pixels, such as those generated by a charge-coupled device (CCD) or 

similar technology. 

In order to provide a detailed context, this thesis begins with a brief primer on some 

of the applicable computer science and astronomy terminology, followed by the 

historical development of image subtraction and the current art of Optimal Image 

Subtraction (OIS). It will then summarize the algorithmic details of OIS and present an 

investigation into the processing burden and the applicability of parallel processing. 

Several new techniques that improve or extend the applicability of OIS are presented. 

Final chapters describe a scalable parallel-processing based pipeline, performance 

studies, and conclusions.  

1.4 Terminology  
The fields of OIS and parallel computing each have their own terminologies. The 

terms are not widely shared between the two fields, and in the case of the word 

“kernel”, the two fields actually use the same term for two very different meanings. In 

order to assist the reader in understanding the terminology and usage, a glossary of 

important terms and abbreviations is provided in appendix A-1. For those unfamiliar 

with one or the other of the fields, it is highly recommended to at least quickly scan the 

remainder of this chapter. The definitions provided here are intended to clarify how the 

terms are used in this document, and are not intended to provide complete and universal 

definitions. 

While many of the units of measure used in this thesis will be familiar to most 

readers, Table 1-1 is provided to help in recognizing some that may be less commonly 

used in all fields. 
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Table 1-1 Common and Less-common Units of Measure 

Unit Definition and Comments 
M, G, T, P, E Prefix abbreviations for Mega (106), Giga (109), Tera (1012), Peta 

(10
15

), Exa (10
18

) 

Mb/s, Gb/s Megabits and gigabits per second, measures of serialized data transfer 
rates 

MB, GB, TB, PB, EB Megabytes, gigabytes, terabytes, petabytes, and exabytes, one byte is 8 

bits 

Mpx, Gpx, Tpx Megapixel, gigapixel, and terapixel 

FLOP(s) Floating-point operation(s), a counting of the number of mathematical 

operations being performed on floating-point operands 

flops, FLOPS or FLOP/s Floating-point operations per second, a measure of computer 

performance 

 

As helpful as a glossary may be, it can still be difficult to apply the terms without 

some additional context. The next two subsections provide a brief introduction to the 

computer science and astronomy contexts as they are applied to this study. 

1.4.1 Computer Science Contextual Overview 
In order to establish a shared visualization of the computer architectures involved, it 

is useful to build a picture starting from the shared design of all modern common-off-

the-shelf (COTS) computers. The basic underlying design is known as the von 

Neumann architecture. 

CPU

Instruction/

Control 

Unit

Arithmetic 

Logic Unit

(ALU)

System Bus

Memory I/O Device

 
Figure 1.2 Basic von Neumann computer architecture block diagram. The arrows 

indicate information transfer directions between major elements. 

Designed by John von Neumann in the 1940’s (Neumann 1958), and illustrated here in 

its most simple blocks in Figure 1.2, the von Neumann design consists of a central 



 

10 

 

processing unit (CPU), a system bus or buses, memory, and device input/output (I/O) 

interfaces. The CPU consists of a sub-unit for reading and interpreting instructions, 

often simply called the control unit, and a sub-unit for carrying out operations on data 

known as the arithmetic logic unit (ALU). In von Neumann’s time these were separate 

physical units, and they remained so until they were unified into a common package 

when integrated circuit (IC) technology advanced sufficiently to allow for the needed 

circuit density and complexity. While modern CPUs include many complex and 

advanced enhancements (e.g. read-ahead data and instruction cache memories and 

branch predictive instruction pre-fetches), the control unit and the ALU have been at the 

core of the CPU concept for over 60 years. For the purpose of this study, the CPU is 

seen as a computing unit or “core” that is capable of interpreting instructions and 

operating on data. The instructions and data reside in a system-wide shared memory 

that is accessed via a system bus or buses. 

A system data bus is used for moving instructions, control, and data through the 

system. It is worth noting that buses can frequently become a bottleneck in von 

Neumann designs since multiple components in the system share the same bus. A bus 

of particular importance to this study is the Peripheral Connect Interconnect Express 

(PCIe) bus (PCI-SIG 2013). The PCIe bus is one that provides an interface between the 

CPU(s) and plug-in cards, such as add-on network or video cards, or most importantly 

in this study a GPU. The need to move large amounts of data over the PCIe bus in order 

to access the GPU can be a critical factor in the applicability of the GPU to a given 

problem.  

Also connected to system buses are data I/O interfaces including network 

interconnects or hard drive controllers. Other common I/O devices less important to this 

study are peripherals such as keyboard, mouse, video interface (the monitor), printers, 
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etc. These items are only pointed out to illustrate how complete the von Neumann 

architecture remains to describing the high-level block diagram of computers even after 

more than 60 years. 

Quad-core CPU

CPU 0 CPU 1

System Bus

Memory I/O Device

CPU 2 CPU 3

 
Figure 1.3 Example multi-core CPU. In this particular example there are four 

cores. Two to eight core options are commonly available today. 

The last decade has seen the commercialization of multiple CPUs in a single 

package as shown in Figure 1.3. Because they are not separable from the package, they 

have been given the name “cores”. They each consist of the core elements of a CPU, 

but they share the packaging and the bus interconnects to the rest of the system outside 

the package, as well as sharing such details as clock and mundane support circuitry. 

This study will frequently refer to cores in both CPU and GPU context. 

It is also common practice in high-performance computing (HPC) to employ 

multiple CPU packages in a single computer. At this point it is worth identifying the 

concept of a physical node. In its easiest to visualize manifestation, a physical node is 

an independent computer in its own case, a group of which may be brought together to 

form a cluster. In reality the physical nodes may or may not have their own physical 

case, but they will have their own internal system bus or buses.  Figure 1.4 illustrates a 

single physical node that uses multiple CPUs on a shared system bus. 
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Quad-core CPU

CPU 0 CPU 1

System Bus

Memory I/O Device

CPU 2 CPU 3

Quad-core CPU

CPU 0 CPU 1

CPU 2 CPU 3

 
Figure 1.4 A single physical node computer utilizing more than one multi-core 

CPUs. 

Quad-core CPU

CPU 0 CPU 1

System Bus

Memory I/O Device

CPU 2 CPU 3

Quad-core CPU

CPU 0 CPU 1

CPU 2 CPU 3

GPU

Core 0

GPU Memory

Core 1 Core 2

Core 3 Core 4

Core 5 Core 6 Core 7

Core N...Core 8

 
Figure 1.5 Single node computer with two multi-core CPUs and one many-core 

GPU. The number of GPU cores for GPGPU applications are commonly between 

N = 128 and N = 512 today, with N = 1024 or more becoming available in the very 

near future. It is also possible to install multiple GPUs in the same physical 

computer node. 

To the physical node, with one or more CPUs, it is possible to add specialized 

peripheral hardware, including the class of co-processing devices sometimes referred to 

as accelerators. The GPU is one such accelerator, as shown in Figure 1.5, and it may be 

used for accelerating graphics rendering as it was originally designed to do, or in this 

case for general purpose floating-point math computing. 
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A cluster of computers consists of several physical nodes connected by a local area 

network (LAN) as shown in Figure 1.6. At this time, cluster LANs are generally 

constructed using Ethernet (1-10Gb/s) (Held 2003), Fibre Channel (2-16Gb/s) 

(Troppens et al. 2009), InfiniBand (2-300Gb/s) (Shanley 2003), or other proprietary 

high-speed interconnects. While it is possible to construct a wide area network (WAN) 

cluster (i.e. one that connects nodes scattered over the internet), such clusters are not 

considered by this study due to severe data I/O performance limitations of transferring 

very large data sets over the internet. 

 

LAN

Physical Node

CPU 0 ... CPU M

Network I/O

Memory GPU

Physical Node

CPU 0 ... CPU M

Network I/O

Memory GPU

Physical Node

CPU 0 ... CPU M

Network I/O

Memory GPU

Physical Node

CPU 0 ... CPU M

Network I/O

Memory GPU

Physical Node

CPU 0 ... CPU M

Network I/O

Memory GPU

Physical Node

CPU 0 ... CPU M

Network I/O

Memory GPU

 
Figure 1.6 Basic computer cluster diagram. Each physical node has a number of 

CPU cores, each has its own memory space, and in some cases each node will have 

its own GPU or multiple GPUs. All nodes communicate through a common local 

area network (LAN). 

In order to access multi-core computing within a physical node, the developer must 

become familiar with the concept of threads. A simple model for a thread is to consider 

it as a child processes that is spawned from a parent program. Each thread is capable of 

performing some task on its own, and can be given its own processing core to operate 

on. A classic standard thread definition is the Portable Operating System Interface or 



 

14 

 

POSIX threads, as defined in IEEE standard 1003.1-2008. POSIX threads can be 

complex to write and manage. An alternative multi-core thread generation method is the 

use of the OpenMP library (Dagum & Menon 1998). OpenMP is much simpler to 

integrate into existing algorithms and it does not require explicit thread management by 

the programmer. The developer only needs to identify the portions of the code to be 

parallelized, and then place the appropriate OpenMP statements before the code. This 

model of parallelization does not have the flexibility of POSIX threads, but it fits the 

problems in this study well. POSIX threads are used only briefly in one early part of 

this study. 

A second method for accessing multiple CPU cores is the use of the standard 

Message Passing Interface (MPI) (Dongarra et al. 1994). MPI has the advantage of 

being able to cross physical node boundaries (OpenMP and POSIX threads can cross 

hardware boundaries in some supercomputing environments, but it is not a standard 

behavior). MPI is the most common standard for cluster computing. The MPI design 

runs the entire program, not just a thread, on every assigned CPU core. The same exact 

application is launched simultaneously on any number cores, but special MPI function 

calls allow each instance of the application to learn its own identification and that of the 

other instances uniquely. These unique identifiers are called ranks. Additional MPI 

functions provide communications and data operations between the ranks. Rank 0 is the 

only rank that is guaranteed to exist, how many other ranks exist depends on the 

configuration of the computer or the cluster of computers. The ranks are indexed as 

consecutive positive integers starting from zero. As a result of the special nature of rank 

0, it is usually employed as the master controller and central communication nexus for 

the program, although there is no explicit requirement that it must be so. 
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The GPU is yet another multi-threaded environment with yet another lexicon. The 

GPU programming language adopted for this study is called Compute Unified Device 

Architecture (CUDA) (NVIDIA 2013). There are other options for programming GPUs. 

The paths that lead to choosing CUDA are discussed in chapter 4.  

CUDA runs threads on the many processing cores in the GPU in what is termed 

thread warps. A warp is a subset of the GPU’s cores that are all running the same code 

in lock-step. The small piece of code that is run on the GPU at any one time is referred 

to as a kernel. This is an unfortunate naming convention for this study, since a kernel is 

also a term in image processing and mathematics that holds an entirely different 

meaning, but the computer science use of the term kernel also has a long history. 

1.4.2 Astronomy Contextual Overview 
The most common imaging detector in use at this time for optical imaging is the 

charge-coupled-device (CCD) (described in Howell 2006). Other detector technologies 

do exist, such as the complementary metal–oxide–semiconductor (CMOS) sensor (Bin 

et al. 2010) which in addition to the visual bands is now also being employed in highly 

modified forms as a detector for infrared (IR), ultra-violet (UV), and X-ray band 

detectors in astronomy (Bai et al. 2008). But for the wavelengths in and near the visual 

band of light, the CCD remains dominant, and alternate detector technologies are 

generally functionally equivalent to the CCD in the sense that data is stored as 

numerical values in pixels. The rise of the CCD as an image sensor in astronomy led to 

a digitization of image information from the moment of acquisition at the telescope and 

provided an accelerated path toward numerical image processing. The data in the CCD 

image is spatially sampled in pixels, and each pixel’s brightness is represented by 

digitized charge counts. The charge in each pixel is related to the incident flux of 

photons on the CCD at the particular pixel site over the exposure time. The relationship 
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between photon flux and charge is represented by a transfer function. The transfer 

function is generally very linear over an extended region, allowing a linear relationship 

to be used for equating the charge read from the detector to the number photons 

reaching the detector. The charge itself is not read directly, but must first be sampled 

and digitized by an analog-to-digital converter (commonly denoted A/D, but read as “A 

to D”). The raw digital data that is read from the CCD is an integer value in analog-to-

digital units (ADUs). In order to ascertain absolute brightness, as opposed to relative 

brightness,  the ADU must be converted to photon flux though some understanding of 

the CCD specifications or by comparison to a reference object of known brightness. 

The combination of the photon conversion rate to electric charge in the CCD pixels, 

combined with characteristics of the A/D and the associated amplifiers, determines a 

gain characteristic for the system that relates incident photons to the actual digital 

values. The resulting digital image is represented as a two-dimensional array of pixels 

with a number in each pixel cell that is proportional to the incident flux. 

In astronomy, most stars are far too distant to be resolved as anything but a point 

source, represented mathematically by the Dirac delta function scaled by some value. 

The scaled Dirac delta function is called an impulse function. Many physical systems 

with an input and an output can be characterized by how they respond to an impulse 

function input. A telescope is one such system. Given an impulse function input, the 

diffractive and refractive behaviors in a telescope, the optical path through the 

atmosphere, and the cell size and position of the detector pixels, will disperse and then 

measure the initial impulse input into a point-spread-function (PSF) at the detector.  In 

the ideal case of a circular aperture with diffraction limited optics (completely defect 

free and with no obstructions), with a detector exhibiting a linear response (where the 

incident photon flux at each pixel site is linearly related to the pixel values read from 



 

17 

 

the device) and minimal charge diffusion between pixel cells, the PSF at the center of 

the field-of-view (FOV) will take on the form of a bivariate Poisson distribution, similar 

to that seen in Figure 1.7 on the right.   

  
Figure 1.7 An impulse function in a single pixel on the left and the resulting PSF 

as detected from a telescope on the right. The x and y axes represent the pixel 

position in the plain of the detector. The z axis represent the pixel value. The total 

flux is identical with the sum of values under the pixels equal to one. 

As the pixel scale in the PSF approaches zero (the pixels get smaller and there are 

more of them) and the incident photons that are sampled approaches infinity, the 

bivariate Poisson distribution approaches the continuous bivariate Gaussian 

distribution. For this reason, stars are often modeled by Gaussian forms. In order to 

model less than ideal stars, it often requires a superposition of multiple Gaussian forms 

with different amplitudes and widths. In this study, the use of Gaussian functions to 

construct a model of a PSF is referred to as the Gaussian Function Basis (GFB). 

Alternatively, a PSF can be viewed as a collection of scaled Dirac delta functions, 

with one delta function in each pixel location. In this study, the use of Dirac delta 

functions to construct a model of a PSF is referred to as the Dirac delta Function Basis 

(DFB). 

A simple and common characterization of the PSF is width of the pulse at the half 

amplitude point, known as the full-width-half-max (FWHM). The FWHM of the PSF is 

x 
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a common method of evaluating the seeing. Seeing in astronomy relates to the quality 

of the focus stability that is possible given the atmospheric turbulence. Poor seeing 

results in a wider FWHM on the PSF, and better seeing yields a tighter focus and a 

narrower FWHM on the PSF. 

With a basic shared terminology established, it will now be clearer to proceed.   
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2 Historical Context 
Identifying and characterizing variable celestial sources is fundamentally rooted in 

the practice of photometry. It is through changes in flux in a particular part of the sky 

over time that moving objects and those that have a fundamental time-varying nature in 

their emissions are identified. The very first variable objects in the night sky were 

identified visually, by motion against the backdrop of fixed stars, or by comparison to 

the apparent brightness of neighboring stars that did not appear to change. This field 

was enhanced and made more analytic by the advent of plate and film 

astrophotography, where blink comparison and plate photometry made for more 

sensitive measurement. Ultimately, the development of digital imaging allowed for 

more complex, mathematically-based methods of processing images, and the 

corresponding development of computer based image reduction and analysis.  

2.1.1 The Advent of Modern Astrophysics via Imaging 
There were several attempts to image the sun and the moon with early 

daguerreotype and wet emulsion techniques starting as early as 1839, but the results 

were very poor due to the long exposure times required and the general difficulties in 

working with these early photographic systems. The advent of dry plate emulsions 

revolutionized photography in general and made analytic astrophotography possible. 

Henry Draper made some of the first scientifically useful photographs of stars, both as 

images and as spectra (Hearnshaw 1996). He produced the first known image of a 

nebula in 1880, the Orion nebula, and by 1881 had refined his process and extended his 

exposure times sufficiently to clearly image stars down to magnitude 14.7 on Pogson’s 

scale. Draper noted that the photometry of the star could be correlated to its size in the 

image if the estimate was corrected for the star’s color. For the first time 
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astrophotography began to reliably detect objects and features beyond the ability of 

visual observation. 

  
Figure 2.1 On the left is Henry Draper's 1880 image of the Orion nebula. The 

image was aquired with a 51 minute exposure on an 11 inch Clark refractor. On 

the right is an image of the same nebula by Andrew Ainslie Common from 1883 

produced by a 60 minute exposure with a 36 inch reflector. The advancement in 

technique in only three years using the dry emulsion photographic plate is clear. 

The images were retrieved from Wikimedia Commons
2
. 

The advances in astrophotography surged suddenly in the 1880s, as demonstrated in 

Figure 2.1, and for the century that followed plate and film astrophotography was the 

primary scientific technique for discovering and analyzing variable objects. The 

principal technique involved in discovering variable or moving objects was blinking. In 

a blinking apparatus, the operator inserted two images of the same field taken at 

different times. While looking through an eyepiece or at a projection of an image, a 

control would flip a mirror back and forth and rapidly change the view between the 

images. The operator then visually scanned for changes by repeatedly switching 

between images. Digital image blinking, with software applications replacing the 

mechanical blinking instrument, is still used regularly to scan for changes manually or 

to confirm objects detected by autonomous programs and is available as a standard 

                                                

2http://commons.wikimedia.org/wiki/File:Orion_1880.jpg and 

 http://commons.wikimedia.org/wiki/File:Orion-Nebula_A_A_Common.jpg respectively 

http://commons.wikimedia.org/wiki/File:Orion_1880.jpg
http://commons.wikimedia.org/wiki/File:Orion-Nebula_A_A_Common.jpg
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feature in many astronomy image viewing programs (e.g. Bonnarel et al. 2000; SAO 

2000). 

Comparing images from different times, Edwin Hubble discovered Cepheid 

variables (Carroll & Ostlie 2007) in what were at the time referred to as spiral nebulae, 

and concluded that they were actually far outside our galaxy (Hubble 1926). Because a 

Cepheid variable’s brightness oscillates at a frequency proportional to its absolute peak 

magnitude, they can be used as a source of known brightness or a “standard candle”. 

Relating a standard candle to apparent magnitude as viewed from Earth provides a 

means of measuring distance for objects that are too distant to measure by parallax. 

Hubble’s studies of variable sources proved that the universe was much bigger than 

previously thought. Many objects previously assigned the classification of nebulae were 

shown to be other galaxies far outside our own galaxy. Hubble’s further study of 

variables in several galaxies, combined with the redshift of those galaxies, yielded the 

famous relationship of radial velocity vs. distance providing direct evidence of the 

expanding universe (Hubble 1929; Hubble & Humason 1931). 

Image blinking is also a standard technique for finding faint objects in the solar 

system. In 1930 Clyde Tombaugh, working under the supervision of V. M. Slipher in 

the search for “planet-x”, used a blink comparator instrument at Lowell Observatory to 

discover Pluto. The blink comparator instrument was a common method of discovery 

for asteroids, comets, variable stars, and supernovae from the early part of the twentieth 

century until the transition to digital imaging in the later part of century. At the time of 

discovery, the system being used by Tombaugh could detect stars to 17
th
 magnitude 

under ideal conditions using a one hour exposure. Pluto was a 15
th
 magnitude object at 

the time, faint but clearly distinguishable from the background in the blink comparator 

(Tombaugh 1946). 
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The accomplishments made using plate and film astrophotography far exceed the 

scope of this study. The intent here is to illustrate the development and the historical 

importance of image differencing and the study of variable phenomena. The scale and 

scope of the plate and film era is well illustrated by the Palomar Observatory Sky 

Survey I and II (POSS-I and POSS-II). The goal of POSS-I was to image the entire sky 

visible from Palomar Observatory in multiple wavelengths (Minkowski & Abell 1963). 

POSS-I images were acquired between 1949 and 1956 providing the most complete 

photographic catalog of the northern hemisphere sky at the time. In 1985, as the field of 

astronomy was beginning the wholesale conversion to digital imaging, a second 

Palomar photographic survey POSS-II was initiated. The primary science goal was to 

create a new set of plates and compare them with the POSS-I plates to determine 

accurate proper motion for hundreds of thousands of stars. The combined Palomar 

surveys were able to accurately measure astrometry changes over nearly a half century 

span. In the process, the POSS-II plates also lead to the discovery of over 100 

supernovae, many asteroids, and several comets. POSS-II continued through the 1990s 

capturing objects down to magnitude 22.5, the limiting magnitude of the emulsion 

plates, with exposure times between 50-90 minutes (Reid et al. 1991). The plates used 

updated photo emulsions and developing techniques, with POSS-II reaching deeper and 

with more accurate photometric capabilities than were possible in POSS-I. A 1980s 

innovation combining modern and classic technologies placed photometric reference 

dots in the corners of the plates via a fiber optic cable from a calibrated light source. 

The small exposed spot on the plate served as a comparison reference of known 

luminosity for the rest of the plate (Reid et al. 1991).  

On 3 June 2000, after the majority of professional astronomical instruments had 

converted to digital imaging, the last photographic plate was removed from the Palomar 
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Observatory Oschin Schmidt Telescope used in the POSS surveys. That same night a 

new supernova, designated 2000cm, was found on a plate taken two nights earlier 

(Mueller et al. 2000). It would be the last supernova imaged on an emulsion plate at 

Palomar. In their digitally scanned forms, the POSS-I and II plates continue to be 

accessed for comparisons in modern analysis. Old plate archives provide uniquely long 

spans of time in order to evaluate variable targets, something that cannot be produced 

by any other means, and thus in their digitally scanned forms they continue to serve as a 

valuable and accessible resource
3
. 

2.1.2 The Digital Revolution 
For approximately 100 years, from the 1880s to the 1980s, plate and film 

photography advanced astronomy as an analytic science and it was a cornerstone in the 

creation of the field of astrophysics. But after a century of refinement, the photographic 

processes were reaching the limits of their capabilities. Photometric analysis using 

plates and film is limited by the sensitivity of the photo-reactive emulsions, and by the 

complex relationships between the chemical processes and the incident photon flux. 

With the advent of the digital CCD imaging sensor, the relationship between pixel 

values and incident photons was linear over a wider range of brightness. The sensitivity 

of the CCD has also provided higher precision of the flux measurement in the image 

pixels.  

Well trained visual observers can distinguish approximately 0.1 to 0.5 magnitude 

difference in brightness between two objects, but the estimates are subject to several 

observing condition variables (e.g. brightness of the objects, proximity of the objects 

being compared in the FOV, and atmospheric conditions), and are somewhat subjective. 

                                                

3 The complete digitized versions of the POSS surveys are available under the Digitized Sky Survey 

(DSS, DSS1 and DSS2) at the SkyView image archive server http://skyview.gsfc.nasa.gov/ 
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Organizations such as the American Association of Variable Star Observers (AAVSO) 

accumulate visual observation data and take into account the variability induced by 

human observers. They evaluate the data from many observations of the same star in 

the same time frame and establish a normal distribution, then assign the peak of the 

distribution as the observed magnitude
4
.  

Well characterized film or emulsion plates can achieve approximately 0.1 to 0.05 

magnitude sensitivity (Davis et al. 2004). This increased sensitivity, combined with the 

analytic repeatability, is what drove the transformation of field of astronomy into the 

field of astrophysics in the plate and film era. 

Each pixel cell of a CCD is represented by a digital number. An 8-bit detector 

represents each pixel with a dynamic range of 256 possible values; a 16-bit detector 

with 65,536 possible values; and a 24-bit detector represents each pixel with over 16-

million possible values. Given proper conditions, a CCD can achieve better than 0.001 

magnitude sensitivity with present day technology (e.g. López-Morales 2006). 

Traditionally, high precision differential photometry is undertaken on a sub-image. 

An area of interest is examined as compared to nearby reference stars that are known or 

presumed not to change in brightness. The flux from the object of interest is measured, 

and likewise from the comparison reference objects around it. The background sky flux 

is then sampled near each object, and is subtracted from the object. The differential 

changes between the area of interest and the references can then be determined 

independent of changes in sky flux or seeing conditions. This technique, illustrated in 

Figure 2.2, is generally referred to as artificial aperture photometry. The practitioner 

samples flux within regions of the image that they select for analysis, the artificial 

                                                

4 See details of data collection and observing guides at http://www.aavso.org 
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aperture, and disregard what is happening outside the region. While tedious, the method 

works very well for many applications with a limited number of targets. Some aperture 

photometry software has also been significantly automated (e.g. DAOPHOT by Stetson 

1987) to allow for its application to hundreds or even thousands of objects. However, 

the introduction of wide field surveys (e.g. Alcock et al. 1993; Pennypacker et al. 1989; 

Tomaney & Crotts 1994) and increased application of megapixel CCDs in the 1990s 

(1.4 Mpx sensors were first developed in 1986; Stevens et al. 1987) would make such 

methods much less practical. 

 

Figure 2.2 Example of differential aperture photometry.  ‘V’ marks the variable 

object under study, ‘C1’ and ‘C2’ mark the two reference comparison stars of a 

non-variable nature. In this example the aperture radii of 12, 18, and 30 pixels are 

used for the apertures, inner annulus, and outer annulus respectively. The pixels 

between the inner annulus and outer annulus are used to calculate the local sky 

brightness so that the background sky contribution per pixel can be determined. 

The star’s net flux is measured as a total of pixel values inside the central circular 

aperture minus the background sky contribution. 

In an example of aperture photometry, DAOPHOT is designed to function in dense 

star fields, but in such cases it must evaluate each sky background annulus for potential 

contributions from resolved and unsolved background stars, and subtract them from the 

sky signal before the sky can be subtracted from the star under investigation (Stetson 

1987). Because each star is the subject of extensive individual computation in aperture 

photometry, larger images with more stars result in proportionally larger computational 
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loads. The case-by-case analysis of each star can also result in divergent branching in 

the code from one star to the next, which is problematic for some parallel processing 

technologies, such as those examined in this study (a topic discussed in further detail in 

section 2.1.5). Individual analysis of stars also makes the time of execution dependent 

on the content of the image and not just the size of the image. Such non-deterministic 

times of execution can become problematic for systems with the need for real-time 

reporting with a guaranteed window for time-to-results for rapid follow-up (e.g, 

gamma-ray bursts, supernovae, or fast moving asteroid and comet detections to name a 

few, as discussed in more detail below). 

The need for milli-magnitude difference photometry in large surveys for fields of 

view containing thousands of stars grew dramatically in the 1990’s. Early applications 

were driven by projects searching for distant supernovae (Pennypacker et al. 1989), 

detecting Active Galactic Nuclei (AGNs) (AGNs are described in Osterbrock & Ferland 

2006), gravitational micro-lensing searches for Massive Compact Halo Objects 

(MACHOs) (Alcock et al. 1993), and searches for minor bodies such asteroids and 

comets in the solar system (e.g. Gladman et al. 2000). The need for image differencing 

continued to grow as the entire practice of precision temporal wide-field astronomy 

became a common tool for many studies, now more commonly referred to as synoptic 

surveys.  

While milli-magnitude photometry had been possible for many years using artificial 

aperture techniques, such as those in the widely used program named DAOPHOT and 

its derivative DOPHOT (Mateo & Schechter 1989; Mighell 1999a; Mighell 1999b; 

Schechter et al. 1993; Stetson 1987), as previously mentioned, these traditional methods 

often do not scale well to images with hundreds or thousands of targets. Each image 

requires identification of the reference stars that are assumed to not change, and each 
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unknown object requires its own local background sky annulus to be evaluated. A 

serious limitation for aperture photometry is in dense star fields, where the background 

sky level can be difficult to obtain without unwanted contributions from neighboring 

stars or unevenly distributed unresolved background stars and nebulosity. Most 

challenging for very faint detections, the aperture photometry method requires that the 

artificial aperture is centered on the object of interest. It is difficult to place an aperture 

over an object with no a priori knowledge of the objects position. Aperture photometry 

is also not well suited to changes in non-point-sources with resolvable details such as 

variable nebula, jets, and light-echoes because they are difficult to encapsulate 

effectively in an artificial aperture. A more desirable technique is to simultaneously find 

all magnitude differences in two images of the same field taken at different times. 

However, a full image difference analysis required a new approach.  

Beginning in the 1980s, several searches were undertaken to find extremely faint 

variable events. These searches included identifying distant supernovae for cosmology 

(e.g. Kare et al. 1982; Pennypacker et al. 1986; Pennypacker et al. 1987; Pennypacker 

et al. 1989; Perlmutter et al. 1997; Perlmutter et al. 1999), searches for MACHOs by 

gravitational lensing events  (e.g. Alcock et al. 1999; Andrew & Jin 2002; Gould & An 

2002; Tomaney & Crotts 1996), finding exo-planets by eclipsing transit (as described in 

Lissauer 2002; Schneider 1999), searching for visible light afterglow from gamma ray 

bursts (GRBs) in an attempt to identify their source  (e.g. Berger et al. 2005; Hjorth et 

al. 2005), and several other applications.  

The previously mentioned surveys most often had no a priori knowledge of which 

objects in the images would match the sought after photometric profiles. Researchers 

were required to monitor large areas of sky, such as the entire extended Andromeda 

galaxy (Crotts 1992) or as many distant galaxy clusters as possible in a single week 



 

28 

 

(Pennypacker et al. 1989), and search for subtle changes in flux from fields that often 

contained tens of thousands of invariant sources. The ultimate goal was to detect all 

photometric changes between pairs of images simultaneously, instead of performing 

precision photometry on individual sources. Not coincidentally, these surveys were 

initiated in conjunction with the deployment of CCD detectors for imaging in 

astronomy.  

In theory it should be possible to align the pixels such that simply subtracting one 

image array from the other would yield all of the quantitative flux changes for each 

pixel in the image field. Since digital images are represented by a two-dimensional 

array of pixel values, a naïve approach would be to simply subtract one image from the 

other pixel by pixel, thus revealing the changes in brightness at each pixel location. 

Simplistic pixel-by-pixel subtractions do have useful applications, such as dark frame 

and bias frame subtractions in standard digital image calibration; however, for 

differential photometry they do not work well. Changes in optical quality (atmospheric 

seeing and instrument variation), sampling variation, background sky luminosity, and 

differences in equipment used between two images of the same field, all result in 

changes in the point spread function (PSF) of the sources of illumination in the image. 

The vagaries of direct image subtraction became clearer to the imaging community 

as digital imaging saw increased usage. Even in the best case scenario, using the same 

instrument to acquire two images on the same section of the sky, unavoidable changes 

in the image preclude simplistic subtractions. The atmospheric conditions and 

equipment optics continually change, constantly altering the image PSF. Even the best 

telescope mounts in the world cannot position so accurately as to get the same piece of 

the sky perfectly on the same pixel. Pixel scale and sub-pixel scale image shifts and 

rotations will redistribute the source PSF in complex ways (Lupton 2007). If one tries to 
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difference images acquired by multiple instruments, the complexities increase further. 

In order to make full image subtraction a practical high precision discovery and 

photometry tool, techniques needed to be developed to correct for differences in 

conditions and alignments between images taken at different times.  

An early example of full image subtraction relied on images taken by the same 

instrument at relatively short intervals and required relatively consistent seeing between 

images (Crotts 1992). There are major residuals around resolved stars in the resulting 

difference images. Subtle changes in the instrument optics between the image exposures 

and sub-pixel image alignment account for too much PSF variation to produce clean 

subtractions. Any residual greater than 1σ of the background noise floor has the 

potential to generate a false positive, depending on the sensitivity that the detection 

system has been configured for, but large residuals from poor subtractions of bright 

objects can easily be well over 10σ of the background noise floor. Figure 2.3 

demonstrates a naïve pixel-by-pixel subtraction for two images taken with the same 

telescope 2 hours apart. 

 
Figure 2.3 Naïve pixel-by-pixel subtraction example demonstrating residuals left 

by many of the stars in the field. The two images used to create the subtraction 

were taken with the same telescope, same exposure time, and same region of the 

sky, two hours apart. Without accurately matching the PSF between images, 

unchanging sources such as non-variable fixed stars cannot be reliably eliminated 

from the difference image. 
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As early as 1982, the Berkeley Supernova Survey developed techniques to partially 

equalize the PSF between two images
5
. The Berkeley group devised a technique of 

shifting pixel counts to neighboring pixels. The approach used linear scaling based on 

the proportion of the pixel overlap between the two images to be subtracted. This dealt 

with sub-pixel misalignment by redistributing a fraction of a pixel value to adjacent 

pixels. The technique was effective and yielded many supernovae discoveries in the 

1980s.  

2.1.3 Convolved Image Subtraction 
Wide field surveys looking for previously undetected faint variable phenomena 

raised the interest in full image differencing sufficiently to motivate an improved 

solution to the problem. The search for MACHOs via gravitational lensing was a 

driving force behind several key improvements. The MACHO search was a high 

priority science objective at the time because MACHOs were considered by many to be 

a leading candidate for much of the missing dark matter (Griest 1991). MACHO 

detection required milli-magnitude sensitivity in the differential photometry of entire 

dense star fields. A significant innovation was the application of a convolution kernel to 

equalize the PSF between images. The first documented successes in convolved image 

subtraction selected a limited number of isolated reference stars and analyzed the 

changes to the PSF in Fourier space (Tomaney & Crotts 1996). Between any two 

images taken at two different times, generally one will have better seeing than the other. 

The PSF in the better-seeing image will have a narrower full-width- half-max (FWHM) 

than the poorer-seeing image. By determining an appropriate transfer function from the 

analysis of the PSF changes between images, a convolution can be applied to the better 

seeing image to redistribute its pixel counts into a PSF matching the second image. The 

                                                

5 From personal communications with C. Pennypacker in July of 2010 at LBNL in Berkeley, California. 
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better seeing image is smeared or blurred to match the seeing of the other image. Once 

the PSFs are matched, pixel by pixel subtraction becomes possible. The challenge then 

becomes finding the best approach for determining the convolution kernel that is to be 

applied as the transfer function to equalize the PSFs in the two images. By convention, 

the image with the superior seeing quality is denoted as the reference image, or 

occasionally as the template image. In general, a reference image R convolved with an 

ideal kernel K should equal another image I in the case of a field with no variable 

objects, 

 

 R K I   (2.1) 

 

where  represents the convolution operator. The difference image D between the 

convolved reference and the second image thus yields a constant field (to the level of 

the background noise) and any significant positive or negative deviations indicate 

variable objects in the image field. 

 

  I R K D    (2.2) 

 

Tomaney and Crotts evaluated the kernel from the perspective of Fourier space. 

Thus the convolution was transformed to a linear equation which simplified the 

determination of the kernel. The Convolution Theorem can be used to find this kernel 

based on the Fourier transform of each element from equation(2.1) as shown in 

equations (2.3) and (2.4).  

      I R KF F F  (2.3) 
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     1K I RF F F  (2.4) 

   

Where  F is the Fourier transform operation, and  1F is the inverse transform. 

In practice, Tomaney and Crotts reported that the method of determining the kernel 

in Fourier space was severely affected by high frequency components.  In this situation, 

the Fourier transform is being applied over the x,y pixel grid of the image. Image noise 

occurs on pixel size scales, which is the smallest spatial interval in the image, and thus 

the highest possible frequency of sampled points in the image. This resulted in image 

noise generating significant Fourier components. As a result, this approach was plagued 

by small amounts of image noise which had disproportionately large effects on the 

shape of the kernel. Tomaney and Crotts resorted to hand tuning the kernel in order to 

eliminate the contributions of the high frequency noise. By using a Gaussian 

extrapolation to shape the wings of the kernel they were able to obtain usable image 

subtractions. Hand tuning for specific image sets produced successful detections and 

light curves for 139 faint variable object candidates in M31 (Tomaney & Crotts 1996), 

but precluded widespread adoption or automation of the process. 

2.1.4 Optimal Image Subtraction 
Also motivated by a MACHO gravitational lensing search (Alard 1999), Alard and 

Lupton developed a statistical technique to match the PSF across images to produce an 

improved subtraction (Alard & Lupton 1998; hereafter referred to as AL98). They 

named this technique Optimal Image Subtraction (OIS). By performing the convolution 

in image space instead of Fourier space, they produced a superior match for the PSFs. 

Ideally, the kernel determination should take place as a least-squares fitting of the PSFs 

between the two images over all pixels of the images. In the general case, this has the 

potential to require a non-linear solution. At the time of AL98 it was not 
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computationally practical to solve non-linear least-squares solutions on large data sets. 

AL98 proposed the use of a basis function to overcome the computational limits. The 

AL98 basis function serves the purpose of describing the basic form of the kernel in a 

compact system. A kernel K consisting of a superposition of basis functions Bi, each 

scaled by some constant coefficients ai, simplifies the least-squares computation. 

Assuming a fixed basis function, the problem has been reduced to a linear one of 

solving for the scaling constants. 

 i i

i

K a B  (2.5) 

 

AL98 assumes a sum of Gaussian basis functions.  Poisson statistics represent the 

distribution for point samples randomly distributed around a mean, which is how 

photons emanating from a point source will be detected on pixels of a CCD in a 

diffraction limited optical system with a circular aperture. For a large number of 

samples, the Poisson distribution will approach a Gaussian distribution (Taylor 1997). 

Because the image exposure has occurred over time, and because the photons have 

passed through several optical systems in the telescope and the atmosphere, which may 

have varied over the exposure time, the PSF represents a superposition of several 

Poisson distributions. A superposition of weighted Gaussian basis functions can thus 

closely approximate the PSF for photons sampled through a subtly evolving optical 

system. 

In OIS, small regions sampling a select group of isolated non-variable stars are used 

for kernel determination. AL98 refers to these regions as stamps. Stamps are selected 

from qualified stars across the entire image, but will generally represent a sparse 

sampling of all of the pixels in the image. By creating the best fit to the population of 

stamps, an optimal kernel for the image convolution transform is determined, and hence 
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the name Optimal Image Subtraction. The image differencing is then accomplished by 

equation(2.2) just as before. A large part of the computational load for this early version 

of OIS is due to the iterative fitting of surfaces in two dimensions in order to determine 

the kernel.  

The initial AL98 method assumed a constant kernel. A single kernel is determined 

based on the best fit over the population of selected stamps. Early on, Alard realized the 

limitations in this approach and in the following two years he developed the method of 

the non-constant spatially-varying kernel (Alard 2000; hereafter referred to as AL00).  

In the spatially-varying kernel method, the kernel is allowed to vary across the 

image as the optical distortions change across the image. This is particularly important 

in wide field images commonly used in surveys, where the atmospheric scintillation cell 

size can be smaller than the field of view, and where variation in telescope and camera 

optics are more likely to change across the field of view. Because the optical distortions 

are based on changes in atmospheric index of refraction, and changes in optics of the 

telescope system, the changes are considered to be represented by a continuous 

bivariate polynomial function. Thus the kernel is allowed to change in a continuous 

fashion as a function of position within the image. 

  , ,x y n ii
i

K a x y B     (2.6) 

 

Where an(x,y) is a polynomial of order n multiplied by a basis function as before. The 

kernel is found for each stamp as a sum of scaled basis functions as in equation(2.5), 

and then an (x,y) is found as a least-squares fit between all stamp kernels. The order n is 

chosen by the user, but in general a second order fit is required for the highest quality 

subtractions, as shown in Figure 2.4. In the spatially-varying kernel the computational 
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burden shifts from finding the kernel solution to generating the unique kernel for every 

position in the image during the final convolution, where equation (2.6) must be solved 

for every pixel in the image. 

 
Figure 2.4 Image subtraction using OIS and the Dirac delta function basis. The 

two images of simulated stars based on the image in the upper left were rotated by 

0.1 degrees with respect to each other. In the lower left is a subtraction result from 

a constant kernel, leaving significant residuals. The upper right image used a first 

order polynomial for a spatially-varying kernel, greatly reducing the residuals. 

The final lower right image used a second order polynomial for the spatially-

varying kernel and shows the smallest residuals. 

OIS as initially developed in AL98 and AL00 has become one of the standard tools 

in image differencing surveys over the last decade. OIS has also experienced continued 

refinement. In the original AL98 and AL00 implementation, it is still necessary for the 

user to specify many of the basis function characteristics. First of all, the practitioner 

must accept the Gaussian basis or define some other basis function. Second, most basis 

functions have one or more parameters that characterize the function prior to any linear 

scaling (e.g. those defining the width of the Gaussians that are to be weighted and 

superimposed). Many systems use the Gaussian basis function as originally described 
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by AL98, where the default is a superposition of three Gaussian basis functions with 

different width characteristics. The AL98 basis widths appear to have been created by 

hand crafting for the desired subtraction results as opposed to an analytic means. Israel, 

Hessman, and Schuh (2007) have performed an analysis of synthesized stars in order to 

determine the best widths and maximal degrees of the Gaussian basis. The motivations 

for such improvements are twofold: first, to eliminate the use of non-analytic derived 

basis functions; and second, to eliminate the need for any human input in order that 

more of the processing can be automated. Israel, Hessman, and Schuh, were strongly 

motivated by an exo-planet transit search pipeline project that had begun a few years 

earlier (Israel et al. 2005). 

One variation on the AL98/AL00 convolution method is a cross-convolution where 

both the reference image R, and the image I are each convolved by separate kernels 

related by the same basis function (Yuan & Akerlof 2008), as shown in equation(2.7).  

 R IR K I K    (2.7) 

 

When KI is a unity kernel, this degenerates to the AL00 implementation. A curvature 

limiting technique is used to keep the PSF solutions from becoming too eccentric and to 

allow convergence on a smooth solution. The motivation for this cross-convolution is to 

force each image PSF to be a superposition of the same basis function. Like Alard, they 

have used a GFB. Though the kernels are different for each side of the equation, sharing 

the same basis functions conceptually allows for a more precise match in the resulting 

convolved PSF. The authors claim, somewhat anecdotally, that it appears to function as 

well as AL00 and may in fact be more tolerant in cases of highly variable quality 

between images where high noise levels may influence one or both images. Thus they 

present it as an optional approach for others to try if the need should arise. In section 
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5.2.3, this study will shed significant light on the root cause of the observations of Yuan 

& Akerlof and the effect of their method on noisy images. 

Basis function selection has also been addressed by other researchers. In codifying 

AL00, Miller introduced the Dirac delta function as a basis (Miller et al. 2008). In some 

applications the change of basis function away from the Gaussian is providing superior 

image subtractions (Lee et al. 2010a). The Dirac delta function basis (DFB) has a 

distinct advantage over the Gaussian in that it can better fit the case where an 

asymmetric kernel is the best solution. The use of other functions, like the DFB, may be 

more practical now than in the past because of the increase in available computing 

power. In AL98 the primary reason for using the concept of a basis function was to 

reduce the computational burden of the least-squares fit for the kernel. The use of the 

DFB potentially increases the number of iterations for the kernel fitting process, but 

also produces a kernel that is not limited to forms that can be achieved through an 

assemblage of a finite number of Gaussian components. Optimization of the Miller 

implementation has since increased its performance by 140x over the original 

implementation, and still retains the use of the DFB (Lee et al. 2010a). 

Bramich (2008) has framed his work as the elimination of the basis function 

altogether. This is in practice another application of the Dirac delta function as a basis. 

Bramich goes further and also applies the kernel determination to all regions of the 

image, not just the sparsely sampled stamps. In one sense Bramich inverts the stamp 

concept, creating anti-stamp regions where kernel fitting will not be performed due to 

bad pixels or the image edge, and then performs a spatially-varying kernel fit over all 

valid pixels in the image. The anti-stamp regions consist of any location that is within 

half a kernel width of a defective pixel. The image kernels have then been derived for 

each kernel sized region, and similar to AL00, the function for the spatially-varying 
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nature of the kernel is determined by least-squares fit of a continuous bivariate 

polynomial over the entire image. Essentially, Bramich has come full circle by 

describing an implementation of the ideal case first suggested in AL98. Alard identified 

in his early work that the ideal situation would be to fit the convolution kernel at every 

pixel, but he invented the basis function approach and the sampled fit in order to make 

the computation practical for the resources available at the time. 

Bramich also makes an argument for a circular kernel instead of the typical square 

kernel. Square kernels are typically used because of the convenience of pixels, which 

are easily manipulated in n x n square arrangements. The argument for the circular 

kernel is strong, since the bivariate Poisson distribution of photons on the detector has a 

circular symmetry, not a square one. But at this time, no strong evidence exists that a 

well-constructed square kernel is any less effective than a well-constructed circular 

kernel. In practice an effective square kernel should approximate a round one, as the 

corners and the edges of a square kernel will tend toward zero, at which point the 

superiority of one approach or the other is reduced to a question of algorithmic 

efficiency in the programming language of choice. More recently Quinn, Clocchiatti, 

and Hamuy (2010) have generalized the Bramich approach to describe it in a 

development that is more directly translatable to a software implementation. 

As evidenced by the discoveries made by image subtraction since Alard’s 

introduction of OIS, his approach has been very successful. According to the NASA 

ADS abstract service
6
, as of this writing, the original AL98 OIS paper has been cited 

571 times, and the spatially-varying AL00 OIS paper has been cited 454 times. But 

even with the basis function approach to reduce computation, the processing 

                                                

6 ADS can be accessed  at http://www.adsabs.harvard.edu 
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requirements remain large; so large as to have resulted in many astronomers choosing 

to handle much of the data with an approach that was “good enough” to catch a 

particular sought after event, as opposed to the very best subtraction that was possible. 

Very often, even more than a decade after the introduction of OIS, astronomers 

continue to use the constant kernel, or to generate the kernel only at a certain interval 

and apply the same kernel to a square region. Many will still forgo the use of OIS 

entirely in favor of the familiar aperture photometry of DAOPHOT or other 

photometric methods, even where image subtraction has been shown to be a superior 

method. Some of the issues with OIS adoption are based in educating more of the 

astronomy community about what it can accomplish, but additional barriers include the 

difficulty of getting it to work well in some circumstances, and the computing power 

needed. The challenges at hand are to continue to improve OIS by expanding the range 

of images to which it can be applied, and to address the computational requirements so 

as to apply its maximum capabilities to image data sets that are increasing in size at an 

extraordinary rate. 

2.1.5 Massively Parallel Desktop Computing 
For the last four decades computer processing evolution has been generalized by 

Moore’s Law (Moore 1965, 1975), which predicted the doubling of transistors in 

integrated circuits (ICs) approximately every 2 years. Originally intended by Moore as 

an anecdotal increase in IC scale and density, it became synonymous with a doubling in 

computer processing speed every year or two. Somewhat surprisingly for its back of the 

envelope nature, Moore’s Law has turned out to be very predictive since the invention 

of the personal computer. The number of transistors in a central processing unit (CPU), 

and the speed at which those transistors can switch state, is proportional to the number 

of floating-point operations that a system can perform per second (flops).  A floating 



 

40 

 

point operation is equivalent to a single add or subtract in floating point arithmetic. For 

four decades Moore’s law has been driven by IC fabrication advances that have 

continuously decreased circuit feature sizes. Smaller IC features result in greater circuit 

density, lower operating power at the transistor junction level, and higher clock rates. 

However, current silicon fabrication technology is reaching limits dictated by the size 

of molecules and the wavelength of light for the photo-masking process used in making 

the silicon features. As a result, computer clock speeds have stagnated and the approach 

to performance growth has shifted from increasing clock speeds to packaging multiple 

processors in the same system. 

Astronomy data are growing at a rate similar to Moore’s Law, doubling 

approximately every 1.5 years. Around 2005 it was estimated that the amount of stored 

astronomy data exceeded a petabyte (1 PB is 10
15 

bytes), and around that same time the 

new data accumulation rate passed through a Terabyte per day (1TB is 10
12 

bytes) 

(Djorgovski 2005). As the processing clock speeds have reached a plateau in single core 

CPUs, the image data acquisition rates have continued to increase.  A decade ago a 1 

Mpx (10
6
 pixel) detector was considered a respectable size for a scientific imaging 

CCD camera, and those cameras often required long exposure times such that they 

would generate a few images per hour. As examples of the image data torrent now 

being released, the Sloan Digital Sky Survey (SDSS) generates 170GB of photometric 

image data per night.
7
 In 2010 the Pan-STARRS system initial phase (PS1) came 

online. The Pan-STARRS 1.4Gpx (10
9
 pixel) camera can take approximately one image 

every minute. The 30-45 second exposure time in PS1 captures objects down to 23
rd

 

magnitude. The large 3 degree field of view combined with the magnitude depth and 

the frequency of the images results in millions of potential targets to inspect for variable 

                                                

7 The Sloan Digital Sky Survey Project Book at  http://www.astro.princeton.edu/PBOOK/welcome.htm 
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characteristics each night. PS1 is a single telescope of a planned four telescope system. 

As of this writing, construction has begun on the second telescope for the PS2 phase
8
, 

and first light images are expected in 2013. In the complete implementation, designated 

as PS4 (a configuration of four PS1 type telescopes), the facility is expected to generate 

10 TB of image data per night of operation. Nearly every PS1 image is processed 

through an image differencing system since its primary mission is to detect minor 

planets (i.e. asteroids and comets), especially those that are Earth crossing. When the 

LSST goes online in approximately 7-10 years, it will be capable of generating 30TB of 

image data per night.
9
 Like Pan-STARRS, LSST will perform image differencing on 

the majority of images acquired. With image processing requirements growing at these 

rates, more computing power than traditional serial programing can provide is needed. 

Parallel processing on a massive scale has only come to the personal computer in 

the last decade. Previously, massively parallel computer architectures with hundreds to 

thousands of processing units were restricted to the few analysts who had access to 

vector processing supercomputers, or to distributed processing of widely separated 

systems like SETI@Home (Anderson et al. 2000). Very recently, the rise of cloud 

computing systems has generated an even more widely accessible version that can be 

rented by anyone by the hour (Berriman et al. 2010). The major challenge to the 

distributed and cloud systems for the OIS problem is the large amount of data that must 

be transferred over the internet. Local computing that is physically close to the data 

storage system remains important for near real-time image processing, or for archival 

reprocessing, especially in the case of large images and very large image data sets 

where the computation can very quickly become I/O bound.  

                                                

8 Information from the official Pan-STARRS project web site at http://pan-starrs.ifa.hawaii.edu/public/ 
9 Information from the official LSST project web site at http://www.lsst.org/lsst 
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Image analysis and available computing power offer two components of untapped 

potential: first, the size of the available data set available for processing by new 

methods is increasing rapidly; and second, image processing algorithms exist that 

involve such large computational burdens that they have not yet been widely used, 

especially not in near real-time analysis. The former is driven by advances in the image 

acquisition systems, the result of bigger cameras and automated telescopes, providing 

more data for discovery opportunities. The later can be tapped into if sufficiently fast 

processing systems can be developed in an affordable, widely deployable design.  

 
Figure 2.5 CPU architecture on the left vs GPU architecture on the right. The 

white blocks represent Arithmetic Logic Units (ALUs) also commonly referred to 

as processing cores. The diagonal line blocks are on-chip memory for caching data 

and instructions, and the cross-hatched blocks are program flow control and 

memory access logic. For two IC of the same physical dimensions, these block 

diagrams represent the amount of area in each design dedicated to each function. 

Image adapted from: Hwu & Kirk (2010). 

Standard CPU based computing has grown from single core systems (one CPU), to 

multi-core (multiple CPUs in the same IC package, and optionally multiple CPU ICs on 

a motherboard). The growth rate has been limited so far, adding one or two additional 

cores per generation. An additional challenge to CPU processing increases through the 

multi-core approach is the lack of an effective programming model to automatically 

exploit the increased power in a scalable fashion. Programming today is primarily done 

through a sequential algorithm model. All common programming languages use a 
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sequentially executed series of instructions. In order to take advantage of parallel 

processing, one needs to divide the problem domain into chunks of independent smaller 

sequential processes. With traditional programming tools, this divide and conquer 

approach can be accomplished to an effective but still limited extent. In some cases, 

parallel programming tools can be used to automatically divide loops that iterate an 

identical process over different memory locations and separate them into independent 

threads for multi-core CPU execution in parallel (e.g. OpenMP; Dagum & Menon 

1998). An alternative to CPU scaling is the Graphical Processing Unit (GPU). A GPU 

consists of a very large number of simple processing cores that are optimized for 

floating point operations performed in parallel. 

Originally designed and marketed for generating 3-D graphics, a market driven to 

volume by the computer gaming industry, it was recognized that the GPUs were 

becoming very powerful and could be harnessed for scientific purposes (e.g. Krüger & 

Westermann 2003; Luebke et al. 2004). Architecturally the GPUs have evolved to 

resemble large-scale vector computers previously only found in supercomputer designs. 

Graphics in a GPU are processed by building a wireframe model, then texturizing and 

lighting the model. These are all described in terms of matrices in various spaces: a 3-

dimensional wireframe space, texture space, lighting space, and camera space. Motion 

is achieved through rotational and scaling transforms of the matrices. When 

computational scientists realized how much raw processing power was being utilized to 

perform these transforms several times per second, they became very interested in 

tapping the GPU power. 

The original attempts to use GPUs for general computing purposes coopted the 

graphical rendering interface used primarily by game programmers. This technique 

came to be known as GPGPU (general purpose GPU) (Kirk & Hwu 2010). In early 
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GPGPU programming, the mathematical problem was recast in terms of 3-D image 

elements for input to the GPU, and results were then read out of the GPU image frame 

buffer as if they were actually a rendered image. After reading the results from the 

GPU, the data were restored to their original purely mathematical context. This 

technique was an excellent proof of concept for accessing the computing power in the 

GPU hardware, but it was not developer friendly or very flexible. For some problems 

the amount of recasting could be so complex as to overwhelm the potential gains from 

the GPU. Seeing the usefulness in opening a niche market for the GPU, the 

manufacturers began to work with the academic and scientific communities to develop 

a general computing interface. Additionally, some minor hardware changes were made 

in the more advanced GPU architectures to better support generalized programming. 

The two vendors of large scale GPUs, NVIDIA Corporation and Advanced Micro 

Devices, Inc. (AMD), each increased access to their device driver application 

programming interface (API). Of several initial attempts to create programming 

platforms for general computing on GPUs, two have risen to dominate while most of 

the other early systems have disappeared. NVIDIA introduced the CUDA environment, 

which is an augmented C-compiler with a general computing API that is tightly coupled 

to NVIDIA hardware. In a parallel effort, an open source option called OpenCL
10

 is 

also in development. OpenCL is designed to access a large number of potential 

hardware implementations through a hardware abstraction layer and is intended to be 

hardware agnostic. Of the two, CUDA was the more mature at the beginning of this 

study and has become the more widely implemented in the form of libraries and has 

more enhanced development tools (e.g. the NVIDIA supplied debugger and profiler 

                                                

10 OpenCL standard defined at http://www.khronos.org/opencl/ 
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tools
11

). From a programmer’s point of view, CUDA and OpenCL are very similar in 

design, and porting code from one to the other is said to be quite straight forward (Kirk 

& Hwu 2010).  

Parallel programming is not applicable to all algorithms. Particularly in the case of 

GPUs, it is necessary to understand some important aspects of the hardware 

implementation before it is possible to assess the applicability of GPUs. 

In order to simplify the instruction handling hardware, the GPU uses a system of 

many cores processing the same piece of code on several different pieces data at the 

same time. This model of parallel processing is referred to as single instruction multiple 

data (SIMD). “Stream processing”, as SIMD is often called, is best suited to larger data 

sets that require many elements to be processed by exactly the same algorithm. 

Especially if the algorithm has little or no decision branching. This model can fit well 

with most image processing algorithms that perform a large number of floating point 

operations on each pixel of the image. The larger the image or the more iterative the 

algorithm, the more potential there is to realize significant speed-up through the use of a 

GPU-based image processing pipeline. 

The applicability of an algorithm to GPU programming can be evaluated by 

examining it for certain characteristics that fit effectively into the SIMD model. 

Barsdell et al. (2010) have described one such approach for gaining insights into the 

fitness of astronomy algorithms to a GPU implementation. The method consists of 

breaking the algorithm down into subsections by outlining the operations, and then 

relating each subsection to an archetype operation. Each archetype is classified in terms 

                                                

11 CUDA developer toolkit is available at https://developer.nvidia.com/cuda-downloads 
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of memory access patterns and process operations that relate to its suitability for a GPU 

implementation. An analysis of OIS by this method appears in section 4.2.3. 

 
Figure 2.6 SIMD model of programming. Several cores execute the same program 

instruction simultaneously. The GPU uses an enhanced version of this basic 

model. In the GPU, groups of cores referred to as blocks will execute the same 

instruction from the kernel, but different blocks can run different code branches 

within the kernel, or even a different kernel in the newest GPU hardware. Blocks 

of cores are grouped along fixed hardware boundaries. Cores unable to execute 

the current instruction will go idle. A block can idle due to data not being ready in 

memory, or because of an instruction branch that is different from other cores in 

the block. Tuning GPU code is a matter of formulating the problem in such a way 

that the number of idle cores is kept to a minimum. 

It should be acknowledged that some of the fastest image processing designs are 

coming out of dedicated hardware implementations, such as those developed for Field 

Programmable Gate Arrays (FPGAs), and FPGAs are sometimes compared to CPU and 

GPU computing hardware for specific problems (e.g. Asano et al. 2009). In the FPGA, 

compiled source code is translated directly into interconnects between hardware logic 

gates (the array of gates in the FPGA name). Although the FPGA is often capable of the 

highest performance, being optimized at a hardware level for solving a specific 

problem, the development tools and hardware are more specialized. Being generally 

more expensive for development and deployment, the hardware is less commonly 

available than the common PC or cluster environments. Thus for this study, the focus 

remains on the more commonly available CPU and GPU solutions. 
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3 Current Related Work 

3.1 High Performance Computing 
High performance computing (HPC) is the preferred general term for what used to 

be called supercomputing. Supercomputers remain a particular loosely defined class of 

machines at the highest end of unified computing power. However, the continuing 

evolution of computer hardware and software has brought HPC methods and a sizable 

fraction of supercomputing power to a much wider audience. At the same time that 

HPC is becoming more accessible, the current generation of leading supercomputers 

has already entered the petaflops realm of performance. 

3.1.1 GPGPU Computing 
The number of applications utilizing general purpose GPU computing (GPGPU) has 

grown dramatically in the last few years as the development environments have 

matured and stabilized. Particularly prevalent are the CUDA and OpenCL 

environments. An investigation in NASA ADS showed a strong growth trend in 

astronomy and astrophysics related applications utilizing GPUs (Fluke et al. 2012). A 

similar survey of the literature in IEEE Xplore by this study, as shown in Figure 3.1, 

also demonstrates the non-linear growth in GPU adoption for a wide variety of 

scientific and engineering problem solving. In 2003 a total of 15 IEEE papers were 

associated with the term GPU. In 2011 over 1000 IEEE papers were published with 

metadata indicating GPU. While the majority of the IEEE papers are presented at 

conferences, it is worth noting that IEEE conferences are nearly all peer reviewed paper 

events, requiring the same level of academic scrutiny that journals in the astronomy and 

astrophysics field require. 

The number of papers involving astronomy and astrophysics GPU implementations 

in ADS is less than 5% of that in the broader IEEE system, but the general trends are 
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the same.  Individuals and organizations in most data-intensive fields of research are 

exploring the potential for low-cost and low-power, massively parallel, general-purpose 

computing that the GPUs now offer. Astronomy and astrophysics is no exception to this 

trend. The GPU architecture and languages offer the potential for HPC in a workstation 

environment. Any lab or individual can readily construct a 1000-core system from off-

the-shelf components for a few thousand US dollars. 

 
Figure 3.1 Number of papers in IEEE Xplore with metadata flagged as GPU or 

GPGPU. The blue segments indicate conference based publications, while the red 

segments indicate journal and magazine articles. 

Over the last five years there have been many attempts to create new GPU 

development environments. Some have continued to develop, while others never really 

got fully developed or have already faded into obscurity. Many of the new tools are 

high-level libraries (e.g. Catanzaro et al. 2011; Messmer et al. 2008) that create an 

interface between CUDA or OpenCL and another language environment such as 

Python
12

, Java
13

, or Interactive Data Language (IDL)
14

. Others focus on code 

generators that take existing code in C or FOURTRAN, find patterns that can be 

                                                

12 Python programming language http://www.python.org/ 
13 Java programming language http://www.java.com 
14 IDL available from Exelis Corporation at http://www.exelisvis.com/ 
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parallelized, and convert them to GPU codes in either CUDA or OpenCL (e.g. Baskaran 

et al. 2010).  

A few new developments, such as OpenACC
15

, show much promise. OpenACC is a 

library of OpenMP-like statements that utilize GPUs instead of multi-core CPUs. 

OpenACC is particularly promising because it works in a familiar mechanism, through 

the insertion of pragmas in existing codes to modify the compiler behavior without 

significantly changing the main functional body of the code. OpenACC has already 

been identified as a simple method to potentially take some existing applications into 

the petascale realm (e.g. Levesque et al. 2012). The pragma method means that the 

programmer identifies code to be parallelized, and then does little to no rewriting of the 

existing code beyond adding special identifiers known as pragmas around the region of 

interest. The compiler and the library generate and handle all of the multi-threading for 

the parallel processing, invisible to the programmer. This has the potential to be one of 

the fastest ways to tap into GPUs from existing codes in FORTRAN and C, just as 

OpenMP has been among the fastest ways to tap into multi-core CPUs. The principal 

caveats are that the code must still manifest a problem that is suitable for 

parallelization, and that the operations within the sections to be parallelized are thread-

safe, meaning that multiple operations will not conflict over changes to the same 

variables in memory. 

3.1.2 Existing General Purpose Image Processing GPU Codes 
Many image processing GPU codes already exist. Many are intended for more 

terrestrial image processing needs, such as facial recognition, machine vision, and 3-D 

rendering from 2-D images to name a few. Much of the current work has little direct 

application to astronomy image processing, but a few are worth paying attention to. 

                                                

15 The OpenACC standard is available at http://www.openacc-standard.org/ 
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One of particular interest to this study is the ability to accelerate image rotation and 

translation, while preserving the maximum amount of the original image fidelity. This 

problem is not unique to astronomy, but it is critical to the operations of image 

subtraction, image stacking, and mosaic assembly from multiple images. In each case, 

images need to be shifted to a common reference with respect to the sky. While the 

positional reference that is used may be unique to astronomy, the lateral and rotational 

translation operations with sub-pixel accuracy are not unique. One example that is 

being examined by this study for adaptation to astronomy is a bi-cubic spline 

interpolation technique, accelerated by Ruijters and Thévenaz using CUDA (2012). In 

examining the Ruijters and Thévenaz implementation, it appears to have a sufficiently 

generalized interface that it should be possible to integrate it into an astronomy 

application with a very reasonable effort. 

An additional area that has both generic and possible astronomy application is 

Principal Components Analysis (PCA). PCA converts an image into an abstract high-

dimensional vector space, where patterns often emerge that can be correlated to specific 

object types in an image. It is commonly the underlying technique behind facial and 

vehicle recognition, or machine-vision in manufacturing environments. It has also been 

applied to spectral analysis (e.g. Boroson & Green 1992), galaxy identification (e.g. 

Whitmore 1984), and weak-lensing (e.g. Jarvis & Jain 2004) studies in astronomy. 

However, unlike the general nature of image lateral and rotational translation, PCA is 

generally highly customized for a particular problem, and general GPU accelerated 

versions of PCA will likely require a large amount of customization for astronomy.  



 

51 

 

3.2 GPUs in Astronomy and Astrophysics 
As identified by Fluke et al. (2012), a large number of GPU related works in 

astrophysics are associated with simulations, N-body problems being a particularly 

prevalent application (e.g. Schive et al. 2010).  

Specialized data analysis for observational astronomy is also seeing a rapid increase 

in documented GPU applications in recent years. Ray tracing systems for gravitational 

micro-lensing events and for weak-lensing analysis of dark matter concentrations are an 

active area of research (e.g. Bate et al. 2010). GPU computing is also being employed 

to render large data sets into visualizations that can be more easily interpreted (e.g. 

Hassan et al. 2011). A popular application of these GPU codes is their usefulness in 

modeling views and data analysis for new telescopes, and new data analysis systems, 

that are proposed or currently under development. 

Radio astronomy has seen several documented GPU applications in observational 

astronomy, particularly in those processes that are being pressured extensively by multi-

antenna arrays, such as correlation (e.g. Harris et al. 2008) and interferometry (e.g. 

Wayth et al. 2007). In contrast, general-purpose image processing for observational 

astronomy in the optical bands has been considerably slower to exploit the GPU 

potential than have the simulation and radio band environments. In part, much of 

observational astronomy in the optical domain has yet to feel the immediate need in the 

same way that the simulation environment has, but new automated survey telescopes 

are rapidly changing the landscape. Many long running projects and existing 

observatories have legacy image processing pipelines in place, and they are able to keep 

pace with their current data acquisition rate. However, even for existing facilities, new 

discovery opportunities will be available to those with increased image processing 

capability. The automated survey methods, large archives, and increasingly 
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computationally intensive methods are converging for the entire field of astronomy. It is 

also now frequently demonstrated that many less capable pipelines of the past have 

missed potential discoveries. There is a great deal of scientific value still to be extracted 

from the petabytes of publically available archival data.  

It must be acknowledged that some in observational astronomy may well be 

pursuing additional GPU innovations, but are keeping their codes and methods 

proprietary at present due to development maturity of the codes or due to research that 

relies on the codes that is still pending publication. Even with some developments still 

hidden from view, it is clear that the field of GPU application to astronomy is growing 

increasingly active. 
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4 Computational Load for OIS 
In this chapter several codes for OIS have been reviewed and some have been 

analyzed in order to localize the sections that are dominating the time of execution. 

Once identified, different APIs were experimented with in order to identify a viable 

path toward parallel-processing acceleration. 

4.1 General Design and Availability 
Several frameworks exist for the reduction and analysis of scientific astronomical 

images. Examples include the widely used National Optical Astronomy Observatories 

(NOAO) tool named Image Reduction and Analysis Facility, better known as IRAF 

(Tody 1986), and its Python programming language (Rossum 1995) front-end known as 

PyRAF (de La Peña et al. 2001); and another widely used framework example is 

Interactive Data Language (IDL)(Bowman 2006). IRAF and IDL both represent 

frameworks, not pipelines. Both require a significant investment in learning, 

installation, and, in the case of IDL, financial investment. Many of the organizations 

that have made these investments in IDL or IRAF have provided their pipeline 

components freely to the broader community (e.g. Davis & Payne 1997; Zarate et al. 

1998). Most are collections of functions, that have been developed in an organic 

manner according to need, over the last three decades. This has served the field well, 

since many pipelines have traditionally required instrument-specific or mission-specific 

operations. Thus, there was no other practical approach to a pipeline than leveraging an 

existing “kit” and “building it yourself”. While it remains true that there will always be 

new instruments with innovative new requirements for image handling, the 

standardizations that have evolved around the Flexible Image Transport System (FITS) 

file format (Hanisch et al. 2001; Ponz et al. 1994; Wells et al. 1981) and the 

increasingly consistent usage of the World Coordinate System (WCS) header keywords 
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(Calabretta & Greisen 2002; Greisen & Calabretta 2002), has made it much more 

practical to use the same software for many telescopes. Practically all scientific digital 

imaging in optical astronomy, including scanned digital archives of photo-emulsion 

plates and films from important historical surveys, is presently stored in the FITS file 

format. While the FITS file format can be altered and customized endlessly, sufficient 

standardization is now common in most optical imaging to support a great deal of 

common processing. 

The available software falls loosely into two generations. The first generation tools 

were primarily created as the practice of digital imaging first started to gain footing in 

the 1980s and 1990s. First generation tools have in many cases grown organically to 

become extremely difficult to modify at the core level, e.g. IRAF (Tody 1986). Other 

first generation tools, such IDL, have been continuously updated more aggressively 

with parallel computing capabilities. IDL is a commercial product presently maintained 

and sold by Excelis
16

, and in order to remain commercially relevant, they have 

continuously updated the product for multi-core CPU and HPC environments.  

In the case of subtraction, this study has not been able to identify a publically 

available OIS implementation for IRAF. The generally available IRAF codes for 

subtraction use an inferior method of inputting a fixed convolution kernel determined 

by external means. Thus, while IRAF is widely used for many operations in small and 

medium load pipelines, this study does not spend time profiling it since there is no 

direct analog to OIS.  

In addition to having most of its low-level routines enhanced for multi-core 

operation, IDL has been widely adopted by the astronomical community mostly due to 

                                                

16 IDL information and purchasing is available at http://www.exelisvis.com/ 
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the freely available Goddard library of functions (Landsman et al. 1995) and subsequent 

spinoffs. Three publically available OIS implementations have been developed under 

IDL.  Miller et al. (2008) and Bramich (Bramich 2008) both introduced a version of 

OIS utilizing the DFB around the same time. Miller’s code has been available at no 

charge by request. The Bramich code has been commercialized with other IDL utilities 

he has created under the product name DanIDL
17

. The Miller OIS has since been 

optimized under the supervision of Buie (Lee et al. 2010a) and incorporated into the 

extensive Buie IDL library of functions
18

. The Miller implementation as improved by 

Buie will be referred to hereafter as the Miller/Buie implementation.  

In addition to IDL, at least two versions of OIS have been developed and publically 

released in the standard C programming language: ISIS and HOTPanTS. 

ISIS
19

 is the original OIS application as developed for AL98 and AL00, and 

architecturally it represents a first generation image processing implementation. It is 

freely available and is supplied with a set of additional functions and samples 

supporting a complete light curve generation suite. It does however have some 

significant limitations. It lacks detailed documentation and contains undocumented 

behaviors in the code that are clearly intended to produce improved subtractions, but 

which may also affect the validity of error analysis (e.g. sky noise thresholds below 

which convolutions are not performed). It only supports a Gaussian function basis 

(GFB) kernel. It is limited to approximately 200 sample stars for generating the PSF, 

which may not be sufficient in larger images. It has no provision for multi-processor 

acceleration, and it uses global memory variables and fixed array sizes for a great many 

                                                

17 DanIDL codes can be purchased at http://www.danidl.co.uk/ 
18 The Buie IDL library is available at http://www.boulder.swri.edu/~buie/idl/ 
19 ISIS software is available at http://www2.iap.fr/users/alard/package.html 
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operations, making it a poor candidate for porting to a multi-threaded environment. 

Even with the stated shortcomings, it is a highly effective OIS implementation capable 

of good subtractions on smaller images and data sets. 

Exceptions to the first generation architectures in the C programming language, are 

the second generation Astromatic suite, originally known as the TERAPIX pipeline 

(Bertin et al. 2002), and the Pan-STARRS Image Processing Pipeline (IPP) (Heasley et 

al. 2007; Pitts & Magnier 2007). 

Created and maintained by Bertin, Astromatic
20

 is better known by the more quaint 

names of its applications: SExtractor, SCAMP, and SWarp. Astromatic supports image 

co-addition (a.k.a. stacking), but it does not directly support OIS. Becker has added a 

compatible OIS application that uses the Astromatic source descriptor files as input, 

similarly named High Order Transform of PSF and Template Subtraction 

(HOTPanTS)
21

, which was a development spinoff from variable objects survey work 

(Becker et al. 2004). HOTPanTS is a performance and capability improved port of ISIS. 

Despite the unfortunate attempt at humorous application naming convention, these are 

highly capable tools that do support small scale parallelism through the use of standard 

POSIX threads. The most notable functional limitations of the HOTPanTS OIS 

implementation are that the public release is limited to the Gaussian basis function 

kernel, and it does not yet include multi-threading support. A Dirac delta function 

kernel and multi-threading support may be publically available in the future according 

to the HOTPanTS website, and may already be in use in some proprietary partnerships 

with Becker. 

                                                

20 Astromatic software suite available at http://www.astromatic.net/ 
21HOTPanTS software available at http://www.astro.washington.edu/users/becker/hotpants.html 
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The Astromatic suite, including Becker’s contributions, anecdotally appears to be 

the high volume pipeline of choice among public tool sets. It is currently in use by 

TERAPIX and the Dark Energy Survey (DES), and appears to be in serious 

consideration as the basis for what will become the Large Synoptic Survey Telescope 

(LSST) pipeline. 

The Pan-STARRS IPP is currently in full operation for phase one of the project. 

The initial phase, known as PS1, consists of one telescope out of a planned four. As of 

this writing, phase two, also known as PS2, is under construction, adding a second 

identical telescope and camera to the system. IPP is freely available
22

, but it is very 

tightly coupled to the Pan-STARRS data center configuration, a very large and complex 

cluster system, and presents a daunting task to build and run successfully in a new 

environment. Though it is highly parallel at some scales, and is designed for petascale 

processing (Price et al. 2007), IPP is difficult to apply in a more general application. 

IPP does not implement OIS or the DFB kernel, utilizing a constant kernel GFB where 

a predetermined synthetic model kernel is scaled to match the PSF width for 

convolution of a reference image prior to subtraction. This has the advantage of a much 

lighter computational load, but at the expense of the accuracy possible with the fitted 

kernel solution provided by OIS. 

4.1.1 Amdahl’s Law Analysis of IDL OIS 
This study profiled the Miller/Buie implementation as the best in class option that 

was publically available without fees. The Miller/Buie code is the only publically 

available spatially-varying OIS supporting the DFB, as such, it served as the starting 

point for analysis and parallelization.  

                                                

22 http://svn.pan-starrs.ifa.hawaii.edu/trac/ipp/ 
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In order to evaluate the boundaries of parallel processing in this application, the 

problem was examined as viewed from the perspective of the theoretical limits to 

parallel programming gains, most famously described by Amdahl’s Law (Amdahl 

1967). 
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Where S is the speedup multiplier, P is the fraction of the total code execution that is 

parallelized, and N is the number of parallel processors. Amdahl argued that even with 

an infinite number of parallel processors, there are finite limits to the potential speedup. 

The speedup is dominated by the amount of the code that can be parallelized, not the 

number of available processors. This type of speed-up analysis has come to be known 

as strong-scaling. Strong-scaling refers to the amount that a problem of a fixed size can 

be accelerated through the addition of parallel processes. 

It is also worth considering how the overall processing time responds to an increase 

in the problem size, also known in parallel computing parlance as “weak-scaling” 

(Kerbyson et al. 2001). This study has reformulated Amdahl’s Law on a time of 

execution basis, as shown in equation(4.2), 
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where t0 is the time of execution for the serial implementation. Once stated in terms of 

time, the parallel and serial components can be isolated. This allows separate problem 

size scaling functions to be associated with each component, allowing a characterization 

of the time of execution as the problem size changes. If x is the problem size: 
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where t0,1  is the time of execution for the serial implementation at some initial problem 

size, g(x) is the serial code time multiplier as a function of problem size, and h(x) is the 

parallelizable code time multiplier. When it is possible to characterize a problem in 

such a fashion, a few key questions can be addressed.  Can the execution time be 

improved by additional parallel processing power as the problem size increases, or if it 

is destined to always increase proportional to the problem size? And if it is destined to 

always grow, at what rate it will increase? 

At the heart of OIS is the convolution kernel determination, and the spatially-

varying convolution itself. The kernel is developed from qualified sample regions, 

referred to as stamps by Alard. The stamps are small sub-images of non-variable stars 

which provide the PSF samples for comparison between the two images. The 

convolution kernel in OIS is found by the least-squares fitting function described by 

Miller and shown in equation(4.4), where the stamps P are of dimension k k   for the 

k
th
 stamp ( k must be odd), and where an are the scaling factors for the chosen basis 

functions Kn. 
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The least-squares fitting solution is then achieved by solving for all an coefficients 

such that 0F  .  

4.2 Parallelization Experiments 
Before engaging in OIS accelerated pipeline development, it was first necessary to 

characterize the portions of the algorithm most responsible for the long execution times. 
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Further experiments examined the effectiveness of multi-core CPU and GPU 

enhancements to the code. 

4.2.1 GPULib as an Optimization Test Platform 
Miller describes the mathematical basis of OIS in extensive detail and provides an 

IDL  implementation (Miller et al. 2008). An IDL optimized version of the Miller OIS 

code has been refined by Buie and a programming team at Harvey Mudd College (Lee 

et al. 2010a) which improved performance over the initial implementation by Miller. 

Timing data were taken on a series of image pairs of different sizes using the 

Miller/Buie code.  

Optimization studies were focused on the convolution operations in the code using 

GPULib (Messmer et al. 2008). GPULib is a commercial product developed by Tech-X 

Corporation that provides an interface between high-level languages, like IDL, and the 

NVIDIA CUDA GPU programming interface (GPULib is available free for academic 

uses). GPULib is a useful tool for accessing GPU processing from IDL. Straight porting 

of IDL routines into GPULib is possible for some applications; unfortunately this is not 

true of the Miller/Buie OIS code. GPULib has two general limitations that must be 

addressed by the programmer. First, the library of procedures and functions is a small 

subset of IDL and the supported functionality within a procedure or function is 

sometimes a subset of the IDL equivalent. The second consideration is that each 

function call in GPULib represents a CUDA kernel initialization (here kernel refers to 

the embedded microcode kernel defining the CUDA GPU threads, not to be confused 

with the convolution kernel). Multi-line algorithms in IDL and GPULib often suffer 

overhead as a result. Each line represents at least one new start and stop operation of a 

CUDA kernel, plus any associated memory movements. 
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While GPULib provides relatively simple access to GPU hardware from within 

IDL, the GPULib procedures are limited in functionality. GPULib provides a library of 

procedures and functions in IDL that will use the GPU hardware to great effect, if and 

only if the problem can be effectively and compactly stated in the procedures and 

functions that are available. Unfortunately a spatially-varying convolution kernel of the 

type described by AL00 is not among the available options, nor can it be effectively 

assembled from the available options. However, it is possible to conceive of a constant 

kernel OIS implementation as described in AL98. Because of the amount of 

development already invested in the Miller/Buie IDL version, it was deemed 

worthwhile to explore how much improvement a GPULib enhanced version could 

achieve. 

In order to profile the Miller/Buie code, the code was instrumented for timing 

around major operational blocks and a test data image set was constructed from 

publically available images. Test images were taken from a region of dense star fields 

in Cassiopeia from the digitized Palomar Observatory Sky Surveys (POSS), DSS1 and 

DSS2, obtained through the SkyView image database. Kernel fitting parameters were 

chosen such that the smallest image file provided a sufficient number of qualified 

sample points from which to determine a kernel, and the same fitting parameters were 

retained throughout the testing. Achieving high quality subtractions using the digitized 

versions of plate images is an area for future study; the DSS1 and DSS2 images exhibit 

many bright star problems, as is later explored in section 5.1. The intention was not to 

find precise execution times or produce high quality subtractions, but to exercise and 

characterize the Miller/Buie OIS code to identify the areas of greatest computational 

burden. The goal was then to assess the effectiveness of applying parallel programming 

by means of GPULib to the Miller/Buie OIS code. For the constant kernel case, the 



 

62 

 

repeated convolutions of the small stamp regions accounted for the vast majority 

compute time, as shown by the ‘Kernel Fitting’ in Figure 4.1. 

 
Figure 4.1 Percentage of image processing time for different images sizes. 

Miller/Buie OIS percentage of computation for each of the 4 most time consuming 

operations as a function of image size. All tests in this case were based on the 

original IDL-only implementation using thread pools on a triple core 64-bit CPU 

without any GPU acceleration.  The timing clearly identifies the kernel fitting 

process as the dominant processing burden, independent of image size. As a result, 

the investigation of GPULib as an acceleration tool was focused on the 

convolutions in the kernel fitting processes. 

Large format cameras are typically tiled from a mosaic of detectors that are between 

2K and 4K pixels on a side. For the GPU convolution time testing, a convolution kernel 

was determined for a large image, 4096x4096 pixels (16Mpx total image size). The 

image was convolved using the original IDL CONVOL function from the constant 

Gaussian kernel implementation of the Miller/Buie code. Tests were run single-

threaded (on one CPU core) and using the IDL thread pools (multi-core). Thread pools 

are the IDL term for their internal multi-core utilization mechanism.  The GPU 

accelerated convolution was performed in Fourier space using GPULib FFT function 

calls. It is important to note that the GPU convolution itself is performed in Fourier 

space, but the kernel is still fit in image space so as not to repeat the challenges 

previously encountered by Tomaney and Crotts (1996) when trying to generate the 

convolution kernel in Fourier space. 
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GPULib does not currently support a direct replacement call for the IDL CONVOL 

routine. In order to understand the potential for the Fourier space computation to affect 

the results, a Fourier space version of the multi-core IDL convolution running on the 

CPU was also created. All GPULib tests were conducted on a single low cost GPU card 

(NVIDIA GTX465), and a triple core AMD Athlon II X3 445 3.1GHz processor (the 

system is named Mercury, and is described further in section 7.2.1). The process was 

repeated for successively smaller regions of the same image using the same kernel, the 

results of which can be seen in Figure 4.2.  

 
Figure 4.2 CPU vs GPU image convolution times using the same kernel for 

different image sizes. The GPULib implementation required that the convolution 

was implemented in Fourier space. The IDL CONVOL routine was tested in single 

threaded mode and while using the IDL thread pools to take advantage of all three 

CPUs. For larger images, the GPU convolution time is better by more than an 

order of magnitude over any of the CPU implementations. For very small images, 

such as the individual stamps used for kernel fitting, the GPU offers no 

improvement.  
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In order to significantly accelerate the Miller/Buie OIS code, the convolution kernel 

fitting process will require that all stamps are calculated simultaneously. While the 

serial execution saves compute cycles by only convolving the small stamp regions, each 

stamp in turn, a GPULib implementation cannot efficiently convolve small images due 

to the overhead, as demonstrated in Figure 4.2. A typical sample stamp region is only 

25 to 289 pixels in size, much too small for an effective GPULib convolution. The 

GPULib solution is to convolve the entire image, and then evaluate only the stamp 

regions for the quality of the fit, ignoring the remainder of the image. While this 

approach conceptually involves a large number of unnecessary computations, there is 

no significant execution time penalty for this on a GPU. Alternatively, the stamps can 

be collected into a single 2-D image array, and then that image can be convolved on the 

GPU. For images of approximately 256K pixels and above, convolution using GPULib 

provides approximately a 10x improvement over the IDL native functions.  

Separating the characteristic serial and parallel components of the Miller/Buie code, 

where the convolution dominated operations can be characterized as parallelizable, h(x) 

in equation(4.3), and everything else as permanently serial g(x). It is shown in Figure 

4.3 that the problem will continue to increase in execution time as a function of the 

image size, but the increase will be dominated by the convolution code, which can be 

parallelized to a high degree. Calculating the slope of the projected line from the last 

two data points in Figure 4.3 for each of the curves produces a slope for the convolution 

dominated portions of the code that is an order of magnitude greater than the 

permanently serial portion of the code. The 10x gain in convolution execution speed 

using GPULib for large images can effectively bring this slope down to very closely 

match that of the permanently serialized portions of the code for larger images. 
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Figure 4.3 By examining timings in the original Miller/Buie OIS code around the 

sections that can be parallelized and those that cannot, an empirical plot of the 

g(x) and h(x) terms from equation (4.3) can be found. The convolution code that 

can be effectively parallelized using a GPU is represented by h(x). The code that 

will remain in a serial implementation (or in this case, a limited parallel 

implementation of 3 CPU cores using the IDL tread pool) is represented by g(x). 

In an ideal implementation g(x) would be constant. In this particular case the 

majority of the growth in the execution time is in the convolution and fitting code 

that can be effectively adapted to a GPU as represented by h(x). There remains a 

small increase in execution time as a result of increasing image size represented by 

the positive slope of g(x), but the slope is 1/10
th

 that of h(x). With a potential 10x 

improvement in convolution times using a GPU, the h(x) slope can nearly match 

the g(x) slope. 

It must be noted that the h(x) portions of the code can never be completely 

parallelized. A portion of the algorithm, even in the parallel streams of execution, must 

remain serialized. This point was at the core of Amdahl’s original argument for 

characterizing the limits of what can be accomplished with parallel processing. But 

small serial sections, each with execution times in the micro-second regime, run in 

massively parallel designs does allow for parallel execution that approaches Amdahl’s 

Law scaling. 

 For the purposes of this study, and with the current functionality in the GPULib 

API, GPULib is an insufficient solution for the spatially-varying OIS problem and no 

further development is warranted using that tool.  Although it shows a potential for 

approximately a 10x improvement in speed on a contestant kernel subtraction, it is 
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architecturally insufficient to implement a spatially-varying kernel solution, which is a 

primary goal of this study.  

GPULib can be used to achieve an order of magnitude gain in speed for a constant 

kernel OIS when the convolutions are performed in Fourier space. However, it is far 

from the parallel optimization of which the GPU hardware is capable, as will be shown 

in the next section. A much larger percentage of the code must be implemented in a 

parallel processing environment native to the hardware in order achieve higher levels of 

acceleration. It is also imperative that a second-order spatially-varying DFB kernel 

capability is accelerated, and that it is accelerated sufficiently that gigapixel images can 

be convolved in under a minute. 

4.2.2 DFB Spatially-varying Convolution 
Having found no acceptable GPU interface solution native to IDL, the focus shifted 

to native GPU programming environments. No longer constrained by the limitations of 

the available GPU library, efforts were shifted to focus on the ultimate goal of the 

second-order DFB OIS.  Both CUDA and OpenCL were examined. Based on maturity 

of the development tools and performance, and in no small part on discussions with 

colleagues that had experimented with both, CUDA was selected. The selection was 

based in many was on subjective criteria specific to this project. The GPU devices 

available for this study, both the author’s and those at the super-computing facility
23

, 

were NVIDIA based, so there was no need to support multiple GPU hardware platforms 

(multiple host computer platforms are separate issue and those are not restricted by the 

GPU selection). Personal preference for the programming model of CUDA also played 

a role; it is arguably somewhat simpler to code CUDA than OpenCL because CUDA 

automates more of the thread management. Finally, studies have shown that on 

                                                

23 National Energy Research Scientific Computing Center (NERSC) http://www.nersc.gov/systems/ 
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NVIDIA hardware, CUDA demonstrates higher performance than OpenCL (e.g. 

Bombieri et al. 2012; Karimi et al. 2010). 

In the spatially-varying DFB convolution, when no compromises are being made in 

the interest of reducing the calculation requirements, the kernel must be generated 

uniquely at every pixel by solving equation(2.6).  In the second-order DFB 

implementation, the uncompromised implementation requires solving equation(4.5) for 

every pixel of the convolution kernel at every pixel of the image. 

 2 2

, , 00 01 02 11 10 20x y B
a a a y a y a xy a x a x       (4.5) 

Only after the kernel has been generated can the actual convolution take place for each 

image pixel. Because the convolution is performed uniquely on a single pixel, the 

operation cannot benefit from simplification by the Convolution Theorem and it must 

be instead performed by a brute force method as shown in equation(4.6). 

 , , , 1, 1
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T
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     (4.6) 

Where x,y are the image pixel position, u,v are the pixels in the convolution of the  

transposed kernel K
T
, and u,v are also used to index the convolution halo pixels in the 

image. For a kernel with pixel dimension LL, w=1/2(L-1), where w defines the scope 

of the convolution halo around pixel x,y. Examining equations (2.6), (4.5) and (4.6), and 

understanding that this process takes place at every pixel in the image, it becomes much 

more understandable how the computational load for the second-order spatially-varying 

DFB convolution can be such a significant challenge. 

Profiling of the Miller/Buie code was rerun with the second-order spatially-varying 

DFB OIS. The revised testing revealed that the major burden shifted dramatically from 

the constant kernel analysis.  The vast majority of time, more than 96% in large images, 
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is spent in the final second-order spatially-varying convolution that is performed over 

the entire reference image just prior to subtraction.  For comparison, the ISIS version of 

OIS with the GFB was also profiled and revealed similar behavior. In an ISIS GFB 

subtraction, 87% of the computation was devoted to the spatially-varying convolution 

of the reference image. 

Table 4-1 Second-order DFB OIS Profile of Execution Times for a PS1 Tile 

Operation Miller/Buie (sec) ISIS (sec) 
Stamp Selection 9.2 1.8 

Kernel Basis Creation and Fit 0.9 1.6 

Second-order Convolution 415.8 23.3 

Misc. 4.7 ~0 

Total 430.6 26.7 

% in convolution 96.6% 87.3% 

 

Those familiar with convolution will immediately turn to the Fast Fourier 

Transform (FFT) as the first attempt at acceleration, just as was done for the constant 

kernel examination in the previous section. The Convolution Theorem allows for an 

acceleration of convolutions by performing highly efficient convolution in the Fourier 

domain using the FFT, and if the FFT were applicable to the problem, existing GPU 

accelerated FFT codes could be leveraged (e.g. Fialka & Cadik 2006). However, the 

spatially-varying convolution cannot take advantage of the Convolution Theorem and is 

calculated instead in image space because the Fourier domain convolution requires a 

constant kernel.  

The profiling results in Table 4-1, combined with the inapplicability of the FFT, 

provide a clear impetus to implement an efficient version of the spatially-varying 

convolution algorithm on parallel architectures. This study initially focused on testing 

the efficacy of leveraging parallel architectures for performance enhancement to 

eliminate (or reduce) bottlenecks in the legacy code instead of porting the entire 
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application (Hartung et al. 2012). At this stage the IDL code is still used to generate the 

coefficients of the bivariate polynomials for the DFB technique. The computationally 

expensive DFB is then convolved for various image sizes of 256256 to 48464868. 

As an example of computational burden, an LL GFB kernel might be well defined 

in three basis functions and three associated bivariate polynomials, while the DFB for 

the same LL kernel requires L
2
 basis functions (one for each pixel of the kernel) with 

L
2
 associated polynomials. For the DFB, including the final pixel subtraction, the 

computation load is a minimum of 20L
2
+1 floating point operations per pixel, which for 

a realistic 77 kernel example is 981FLOP/pixel. 

For a real case wide field mosaic camera (e.g. Pan-STARRS) with tile sizes of 4846

4868 pixels, the DFB estimation translates to 23.1 GFLOP/tile or 1.39 TFLOP/image 

for the 60-tile camera, an example of which is shown in Figure 4.4. A similar floating-

point operations accounting for the GFB with N basis functions and an LL kernel is a 

minimum of NL
2
+2L

2
+18N+1 floating point operations per pixel. For a 3 basis GFB 

and a 77 kernel, that is 300 FLOP/pixel, for the same images with the same tiles, that 

amounts to 7.08GFLOP/tile or 425GFLOP/image for the 60-tile camera. The above 

computational-load calculations are all ideal minimal cases, and do not include the 

practicalities of setting up and controlling loop variables and such. 
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Figure 4.4 An example Pan-STARRS mosaic image from 60 tiles, each tile 

consisting of 48464868 pixels in 64 CCD elements. The field of view is 

approximately 3 degrees across. Background equalization has not been performed 

between the elements in this example, which accounts for much of the extreme 

patchwork appearance. This exemplifies a potential starting point for OIS on such 

a camera. Source image credit: PS1SC, mosaic by S. Hartung. 

 

In actual field application with existing single threaded code, computation is often 

reduced by calculating a new kernel only at certain pixel intervals, at the expense of 

kernel precision. This study calculated the best available kernel at every pixel. 

4.2.3 Spatially-varying OIS Algorithm Analysis 
By analyzing the high-level structure of an algorithm it is often possible to gain 

insight into the degree to which it can be effectively developed in a massively parallel 

environment. As previously mentioned, Barsdell et al. (2010) have created a simple 
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classification model for doing such an assessment. The first step is to breakdown the 

algorithm into its major functional blocks in the form of an outline. Major blocks can be 

further decomposed as necessary. Then each of the blocks must be categorized with 

four fundamental operational classes: transform, reduction, gather, or interact. Barsdell 

et al. then assigns a series of characteristics related to the complexity of the calculation, 

the memory access patterns that are required, and the arithmetic intensity of each of the 

fundamental classes. The complexity of the operation is further broken down in the 

Work (W) and the Depth (D) of the problem, where the maximum speed-up of the 

problem according to Amdahl’s Law is approximated by the relationship shown in 

equation(4.7). 

 max

W
S

D
  (4.7) 

At a high level, OIS can be broken down as outlined in Figure 4.5.  

 
Figure 4.5 Outline of the OIS major operations for algorithm analysis for the 

spatially-varying convolution implementation 

(i) Remove sky background. 

(ii) Find sample stars that are found in both images for use as stamps. This step may 

include qualifying the sample stars (discarding those that are saturated, too close 

to the edge, too close to each other, or have an excessively wide FWHM or 

abnormal asymmetry indicating that they are more likely to be a galaxy or some 

other extended source). 

(iii) Fit a bivariate polynomial for each basis function for data points contained in the 

stamps based on equation(4.4) and retain the coefficients (this process may 

optionally be iteratively evaluated for a specified quality of fit, with stamps that 

deviate the farthest from the fit  being eliminated from the process until the 

desired quality is met). 

(iv) Convolve one image to match the PSF to the other at each pixel:  

(a) Generate the unique convolution kernel at each pixel based on the 

bivariate polynomial coefficients from step 2 and the specific pixel 

position. 

(b) Convolve each pixel with its unique kernel using a halo of neighboring 

pixels that is twice the width of the kernel. 

(v) Subtract the images pixel by pixel. 
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Using the classification system in Barsdell et al. the interpretation from this study is 

as follows: 

 Step (i) is dominated by reduction-type processes, examining sample pixels 

or all of the pixels of the entire image in order to determine an average 

background offset that must be subtracted, and determining image 

background statistics such as the standard deviation of the background noise. 

In its simplest form this process can be based on a mean value 

determination. More complex implementations may use a spatially or 

regionally varying background determination. This study uses the simple 

mean, as that is the method employed in the Miller/Buie code. 

 Step (ii) is primarily dominated by a transform process, where each pixel 

must be evaluated to determine if it contains a center point in a local peak. 

The calculation in this step is greatly reduced by ignoring the evaluation of 

pixels that are below a predetermined amplitude threshold above the 

background noise floor. After the initial detection, the stamps must be 

qualified for basic characteristics of acceptability. 

 Step (iii) is a matter of formulating the solution matrices from the 

differences in the stamp regions and basis vectors, and performing an LU 

decomposition solution (Gerald 1980) in order to determine the spatially-

varying kernel coefficients (for details, see Miller et al. 2008). This process 

is computationally dominated by transform operations to convolve the stamp 

with the kernel basis as a step in building the least-squares solution matrices. 

Though computationally intensive, this step is performed on a sparse 

sampling of the image. Iterative solutions can be employed in this step to 
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improve the quality of the fit, increasing the total computational burden, but 

the iterative nature does not allow for additional parallelism to compensate 

for the additional burden. 

 Step (iv) is the actual spatially-varying convolution itself. This step consists 

of two transform class operations that are both computationally intense and 

are performed over each pixel of the entire image. The first step (a) is to 

generate the unique convolution kernel at each pixel through the evaluation 

of the bivariate polynomial for each kernel basis, and the second step (b) is 

to perform the actual convolution. 

 The final step (v) is a very simple transform-class operation that is a 

computationally trivial subtraction at each pixel of the image.  

The global analysis method described by Barsdell et al. suggests that transform-

class operations provide some of the greatest potential to realize Amdahl’s Law scaling 

limits in parallelization. Because the spatially-varying OIS is dominated by transform-

class operations, this bodes well for parallelization. Step (v) is trivial and it operates 

directly on the output results of step (iv) on every pixel. One consolidation that 

becomes obvious is to combine steps (iv) and (v). A summary of the results is presented 

in Table 4-2. 

The algorithm analysis indicates that there are many aspects of the spatially-varying 

OIS process that can benefit from parallel programming. Combined with the timing 

data described in Table 4-1, the spatially-varying convolution with the final subtraction 

demonstrates both the greatest need and the greatest potential for parallelization. This 

study has focused on the 2
nd

-order spatially-varying convolution for acceleration. 

Future work will address the other areas of the process, and other image processing 
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tasks that are beneficial in a subtraction pipeline (e.g. image co-alignment, object 

detection, and analysis). 

Table 4-2 Second-order DFB OIS algorithm analysis prospects for parallelization 

according to Barsdell et al. characterization of fundamental operations 

Step Class Smax 

(see Barsdell et al. 2010 Table 1.) 

Prospects for 

Parallelization 
(i) Background 

removal 

 
 

 

Reduction 

 

Limited benefit, the 

calculations performed at 

each pixel are trivial. 

(ii) Stamp 

selection and 

qualification 
Transform + 

transform  

Good potential for 

parallelization. A simple 

threshold test removes the 

majority of pixels from any 

need to calculate further.  

(iii) Kernel 

coefficients  

fitting of stamps 
Transform 

 

Good prospects for 

parallelization, but limited 

scalability due to the sparse 

sample nature. 

(iv-v) Spatially-

varying 

convolution and 
subtraction 

Transform + 
transform  

Excellent potential, each 

pixel operation is location 

specific and all pixels in 
the image are processed. 

The calculations per pixel 

are also large. 

 

The Barsdell et al. paper (2010) was introduced at about the same time that this 

study had reached the same basic conclusions via profiling and code examination of the 

prior-art. Thus, this algorithm analysis was performed well after the accelerated 

spatially-varying kernel had already been implemented. In cases where prior-art code is 

being accelerated and source code is available, direct code examination and profiling 

provides a more direct analysis of the acceleration potential in the opinion of the author 

of this study. However, algorithm analysis does have advantages over direct code 

analysis in situations where the algorithm is new, where source code is not available, or 

where the individual analyzing the potential acceleration does not have the requisite 

proficiency in the particular programming language of the prior-art implementation. 

Algorithm analysis also has the potential to help set expectations for the potential 
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maximum acceleration, though code inspection and profiling can also do this when 

combined with Amdahl’s Law. 

4.2.4 Spatially-varying Convolution in OpenMP and CUDA 
The IDL code for the DFB spatially-varying convolution was first ported to a new 

single threaded ANSI-C implementation that was suitable for subsequent parallelization 

under OpenMP and CUDA. This provided a basis to examine both small scale and 

larger scale parallelization. The code developed for this study uses the two original 

images and a list of bivariate polynomial coefficients generated in IDL as inputs. The 

output consists of an image subtraction result and timing data. 

The independent single-pixel based kernel determination allows for allocating 

thread resources to each pixel and thus leveraging the inherent layout of optimal threads 

in thread-blocks for the GPU without any thread-block boundary effects. The data 

naturally lends to memory-coalesced data access as adjacent pixels provide the 

convolution halo for each other. Memory coalescing is beneficial for data cache 

operations in general and is of critical importance in GPUs. In the SIMD processing 

model that GPUs use, all necessary data must be available for all of the cores to proceed 

with execution together. 

Basic optimizations were incorporated in the CUDA code, which resulted in 

significant speedups. Through experimental tuning, the images were tiled in 3232 

sized chunks for each thread block, which align with CUDA thread warps, significantly 

increasing the performance. Image data used asynchronous transfers between host 

memory and GPU device memory. The polynomial calculation was unrolled (also 

unrolled in the ANSI-C and OpenMP implementation). Unrolling the polynomial 

calculation requires that a separate function must be written for each order of the 

polynomial, but that requirement is worth the performance gains of between 5-10% that 
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were seen during basic development testing. There are at most three versions needed, 

the constant kernel, the first-order, and the second-order.  A significant portion of the 

gain in unrolling the polynomial loop comes from changing a call from a math library 

power function to explicit multiply operations (e.g. x
2
 changes to x*x). While it is 

possible to unroll the convolution itself, basic tests during development showed the 

gains to be minimal (3% or less) and compiling for specific kernel sizes is required. 

Requiring a specific function call for each potential kernel size is not a practical 

solution to maintain for such a small performance gain. 

The algorithm as described by Alard (2000) and Miller et al (2008) defines the 

kernel changes over the entire image space in a compact parameterized form of 

polynomial coefficients, the same coefficients presented in equation(4.5). This 

development is very useful for GPU optimization. The coefficients for the pixel specific 

kernel generation were stored in GPU constant memory, thus allowing all convolution 

threads to access a single copy of the coefficients at near register speeds. 

Given the large size of the convolution halo around each pixel, the limited shared 

memory space constrains its usability for halo pixels. Relying on the GPU data cache 

pipeline hardware appears to outperform identifying and moving the halo pixels into 

shared memory in experiments thus far. The large per-pixel computational load, 

combined with the zero-overhead thread switching, provides adequate latency masking 

for image data accesses from the GPU global memory. This may change as new GPU 

hardware generations add to the available shared memory.  

CUDA streams and two identical GPUs were employed in parallel on a single node 

in the final test. CUDA streams are a software handle that allows the tracking of 

asynchronous operations. The stream maintains the context of the asynchronous activity 
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while the CPU is free to perform other operations. This use of multiple streams also 

required the use of POSIX threads to launch the two streams, unfortunately adding 

some thread management overhead. The tests in this section used an earlier CUDA, 

version 3.2, which required that each stream must be associated with a unique CPU 

context. Fortunately this requirement was eliminated with CUDA version 4.0 and 

higher. All subsequent development and testing in this study were done with CUDA 4.1 

or 4.2. As a result, this is also the only section of this study where POSIX threads were 

employed. The results are presented in Figure 4.6. 

 

 
Figure 4.6 Performance comparison of several second-order DFB spatially-

varying convolutions. From the initial IDL implementation, three orders of 

magnitude speedup have been achieved. Image adapted from Hartung, et al. 

(2012). 

The initial gains from IDL are greater than can be explained purely by Amdahl’s 

Law. A deeper examination clarifies the basis for these large gains. IDL is capable of 

high performance on large matrix operations, which is how a great deal of image 

processing is accomplished. The IDL performance comes from calls to the native 

matrix operations. The spatially-varying convolution completely defeats the potential of 

IDL by requiring independent operations at the pixel scale. With the spatially-varying 

convolution, IDL is relegated to the performance level of an interpreted programming 

language, which is fundamentally what it is. What this means is that every pixel 
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operation requires the overhead of the command parser, and only then are the actual 

mathematical operations performed.  

The ANSI-C single-threaded implementation serves as a more meaningful baseline 

of parallel processing performance in this case. Beginning with the ANSI-C 

implementation the performance improvements more closely track the number of 

processing cores and the degree of parallelism that has been achieved. From the ANSI-

C implementation to the dual-GPU implementation, a 30x improvement in performance 

has been demonstrated for the larger image files. All of the curves below the IDL curve 

in Figure 4.6 do follow very reasonably within the constraints imposed by Amdahl’s 

Law. The gains in the OpenMP implementation are very important, because they show 

a 1.7x speed increase by going from one CPU core to three cores, an impressive 

improvement for a very modest amount of increase in hardware. This is also in keeping 

with Amdahl’s Law, which predicts that the largest performance gains will come with 

the initial parallelization, and later gains will level off asymptotically as more 

processors are added. The potential gains from adding CPU cores will be explored in 

much more detail in the scaling studies presented in chapter 7.   

Independent of the causes, a total improvement of over 1600x has been 

demonstrated by moving the problem from the existing publicly available IDL to a 

native GPU implementation. Even without an available GPU, implementing the 

spatially-varying convolution in a language better suited to the problem and employing 

three CPU cores has yielded an 88x improvement in speed. Between two and four CPU 

cores are standard in almost all personal computers at this time, making this level of 

performance increase accessible to most systems. 
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5 OIS Improvements 
In the process of working with OIS, several new techniques have been developed to 

improve the quality of the subtraction. Some are general and some address particular 

shortcomings in subtracting specific input images. 

5.1 Bright Star Problems  
In many image sets there is a problem with excessive residuals around bright stars. 

In such cases the faint stars will subtract very cleanly, but the brighter stars will 

frequently have very large residuals. This behavior is unexpected and unexplained by 

the mathematics of OIS.  

5.1.1 The Nature of the Bright Star Problem 

 
Figure 5.1 Example OIS subtraction with significant bright star residuals. In the 

subtraction for this field of stars, all of the bright stars in the image have left 

significant residuals that are many tens of σ above and below the background 

noise. Such behavior indicates that the OIS convolution kernel was unable to 

properly model the PSF changes between the images, and makes automated 

detection of variable objects extremely difficult.  

Figure 5.1 shows a subtraction that is exhibiting the so called bright star problem. 

In such cases, bright stars that are not variable will often leave residuals that are clearly 

visible. More importantly, residuals in these situations will frequently exceed the 
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detection threshold for an automated system. In an ideal image subtraction, all residuals 

from all non-variable objects will be at or below 1σ of the background sky noise. In 

practicality a detection level is more likely to be set in the range of 3σ, thus in general, a 

small residual can often be tolerated. Depending on the requirements of the particular 

survey and the detection techniques employed (e.g. simple threshold detection or 

expected PSF matched detection) the actual tolerance for non-variable residuals can be 

quite specific to the situation and the science goals. In the case of Figure 5.1 some of 

the residuals exceed 100σ of the background, which is not unusual when the bright star 

problem is present, and which is extremely detrimental to almost any type of automated 

detection.  

The bright star residual effect has been traced to a change in response as a function 

of pixel counts in the image, evidence of a small non-linearity somewhere in the image 

detector and signal capture system. While CCD detector systems are generally 

considered to be linear, especially as compared to their photo emulsion predecessors, 

they are usually not perfectly linear over their entire range. Many systemic causes can 

affect the linearity of the total detector system response, including but not limited to: 

inherent CCD transfer response for converting incident photons to charge within the 

pixel cells, charge diffusion between cells, and the charge measurement response of the 

analog to digital converters and associated amplifiers (Janesick 2001). In general, these 

effects become more measurable as the CCD pixel cells fill with electrons and get 

closer to their saturation limits, which is the case for the bright stars. Many telescope 

facilities will characterize the detector and make gain corrections as part of the basic 

image processing. OIS will bring any such non-linearity to light due to its extreme 

sensitivity to any flux changes between images. The non-linear response causes bright 

pixels to be attenuated differently than darker pixels.  
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Figure 5.2 The star flux ratio for two images exhibiting bright star subtraction 

problems in OIS. Each data point represents a bright peak found in both images. 

The ratio of most of the stars are clustered along the line of a fixed ratio. Above a 

peak value of approximately 18000 ADU the bright stars consistently deviate from 

the fixed ratio for this particular detector. The faintest stars and saturated stars 

have been omitted. 

To fully understand the effect that such attenuation has on OIS, it is necessary to 

examine the nature of the two images involved. As previously described in section 

2.1.3, the image with the better seeing is identified as the reference (alternatively 

sometimes as the template), the other, with the inferior seeing, is identified simply as 

the image. The different PSF profiles between the reference and the image will result in 

the two being affected differently by the non-linear detector response. Uncorrected, the 

non-linear region results in photometrically invalid pixels.  

There are two effects at work in creating the bright star residual. The first is that the 

attenuation represents an actual loss of measured flux for the bright pixels, and this 

actual change in brightness in the star can result in residuals. This effect will manifest 

whenever the measured peak brightness of the bright star differs between the two 

images, something that can occur due to changes in PSF (caused by seeing or focus), 

exposure time, or background sky brightness. The second effect comes from the kernel 



 

82 

 

generation. The OIS generated convolution kernel will be incorrect for matching the 

bright stars between two non-linear images because the non-linearity distorts the PSF in 

the bright stars. The stamps used to fit the kernel solution are qualified to be stars 

representative of the PSF and not secondary effects. Stamps with stars falling outside 

the general population will be discarded. Because the bright stars are distorted, with 

slightly flattened tops, they will fall outside the general population. The spatially-

varying convolution relies on the notion that bright or dim, all stars are linearly scaled 

versions of the PSF model for the local region of the image. An incorrectly matched 

convolution kernel will not result in a net change in flux, but it will result in a 

redistribution of the flux incorrectly in ways that will produce equal parts of light and 

dark residuals.  

 

 
Figure 5.3 Flux ratio analysis for two images that do not exhibit significant bright 

star subtraction problems in OIS. There are fewer bright stars, but mostly the 

brighter stars share the same consistent flux ratio. While three bright stars do 

exhibit a deviation from the constant ratio, all three are associated with saturation 

masking or other process induced artifacts that differ slightly between the images. 

The faint stars show more variation because they are much closer to the noise 

floor, resulting in more random variation in the ratio, an effect which is equalized 

significantly in the convolution and does not generally diminish the quality of the 

subtraction. The faintest stars and saturated stars have been omitted. 
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In simple terms, the bright star in the reference will not be precisely aligned and 

blurred to match its counterpart in the image, and there will also be a net flux deficiency 

in the bright stars from the sharper image. An unchanged object in the image emits the 

same net flux per unit time, independent of the PSF at any given time with any given 

instrument. Differences in the length of the exposure time or changes in the background 

sky glow may change the amount of flux measured for each star in each exposure, but 

such changes are linear effects (e.g. the number of photons detected from an 

unchanging source is a linear function of the exposure integration time). Thus, if the 

detector response is perfectly linear, generating a higher pixel ADU count in response 

to more photons detected, then all of the stellar flux ratios between the image and the 

reference should be constant. The flux ratio profiles of two image pairs are shown in 

Figure 5.2 and Figure 5.3. 

 
Figure 5.4 PSF profiles of stars from dimmest to brightest for an image that 

produces bright star subtraction residuals. The samples are from a raw image as 

read from the detector. The dimmest star is in the upper left, and the brightest is 

in the lower right. The brightest star peak value is approximately 3000 ADU 

below the saturation clipping level, yet it shows significant soft-clipping effects due 

to the non-linear detector response. 
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Figure 5.5 Comparison of the same bright star between two images. The image 

with the better seeing (the reference image) is represented in solid yellow, while 

the poorer seeing image is in the green wire mesh. The peak amplitude is higher in 

the reference image as expected, but only slightly, while the volume under the star 

from the poorer seeing image is larger than would be expected for the small 

difference in peak amplitude.  

Viewed in a 3-D profile, as shown in Figure 5.4 and Figure 5.5, the superior focus 

in the reference results in higher and narrower peaks as compared to the wider and 

shorter profiles in the image with the poorer focus (the one acquired in the worse 

seeing). With more of the net flux represented in higher ADU value pixels in the 

reference image, the net flux for bright stars is disproportionally attenuated. The reason 

for the 100σ and worse residuals is that parts of the star itself that are at or above 100σ 

are completely mismatched in x,y position between the image and the convolved  

reference following the convolution. 

This understanding also helps explain when the bright star problem is most often 

encountered. It is most often seen from telescopes that are being pushed to their 

detection limits. It is especially prevalent in smaller telescopes that are reaching very 

deep. By pushing the exposures to integrate more photons for faint objects, the 
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detectors are more frequently pushed into the non-linear region of the detector for the 

brightest objects in the field of view. The image in Figure 5.1 was the result of two 

600sec exposures with a 0.9m Schmidt camera. What constitutes pushing the exposure 

is a function of the telescope design and the camera sensitivity, but in this situation it is 

any time that the exposure of brighter objects in the image causes their peak pixels to be 

in the non-linear region of the detector response. As a hypothetical but very realistic 

example, for a camera with a pixel well depth of 32K ADU counts, it is not uncommon 

for the astronomer in search of objects close to the limiting magnitude of the 

background sky to extend the exposure integration time until the sky itself is registering 

over 10K ADU. In such an exposure, the available dynamic range of the detectable 

objects above the noise floor has been reduces by 1/3 as compared to an exposure 

where the noise floor was closer to 1K ADU. In such an example, many bright star 

peaks would be driven closer to or into saturation. While saturation is a widely 

understood artifact in images, what is less often accounted for is that those stars just 

below saturation will often be driven into a non-linear region before reaching 

saturation. 

For images intended for subtraction, it is important to use a detector that has been 

characterized for non-linearity, or to avoid the non-linear regions by shortening the 

exposure times. While shorter exposures may make faint objects more difficult to see 

visually in the images, if sufficient SNR has been achieved, it will result in a superior 

subtraction and an easier detection in the difference images, either automated or by 

human examination. The best situation is to characterize the detector that will be used 

for image subtraction so that the entire dynamic range of the instrument can be used to 

its fullest extent. However, it is often necessary to work with images that have been 
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produced with the non-linear effects. The next sections discuss an approach to adapting 

to images that have the bright star problem. 

5.1.2 Precision Residual Masking via Difference Feedback 
A common approach to removal of residuals is masking, replacing the regions of the 

image with a zero value or an artificial representation of background noise. With an 

understanding of the nature of the bright star issues, this study has developed a new 

automated masking implementation that effectively removes the bright star residuals 

while retaining nearby faint variable object detections. The initial version of this has 

been developed in IDL and integrated into the Miller/Buie code. 

Since the residual is caused by a non-linearity that begins near a certain pixel 

amplitude value, it is possible to declare all pixel values above the threshold as invalid, 

and to mask them. Unfortunately this simple approach is an incomplete one.  Because 

the subtraction occurs after a PSF matching convolution, the effects of the non-linearity 

are propagated beyond the original problem pixels. The most precise way possible to 

eliminate some artifact from the final difference image is to feed the residual itself back 

into the subtraction process post-convolution. By identifying the position of any objects 

above the threshold of photometric accuracy in the reference, regions can be identified 

for masking evaluation. The region is defined as a halo of a fixed size around the 

position of the detected bright objects. The key to precision masking is to determine if 

pixels in the region are faint or bright, and mask the bright pixels by feedback. In the 

current implementation, this is accomplished by evaluating how far the pixel value is 

above the noise floor. Since the image remains unchanged throughout the OIS process, 

and the reference is convolved to match the image, evaluating the brightness of the 

image pixels provides the basis for a second pass subtraction as shown in equation(5.1). 
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The flow diagram in Figure 5.6 illustrates how the equation is implemented in the 

modified OIS. 
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 (5.1) 

 

By using the standard OIS method to generate the residuals, the system produces the 

exact quantities needed to null them out in feedback to a revised convolved reference. It 

is important to note that the method does not require any additional convolution steps. 

The additional computation is limited to a test-and-sum-as-needed operation and a 

second simple pixel-by-pixel subtraction. This combination of operations adds only 

milliseconds to the total OIS. 

 

 
Figure 5.6 Flow diagram of precision bright star residual masking. Standard OIS 

blocks are in green, with new precision masking operations in orange. The dotted 

line marks the final output path of the standard OIS. 
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Figure 5.7 shows two images from a smaller telescope (less than 1M) from the 

Astronomical Research Observatory in Westfield, Illinois. The target object, near-Earth 

object (NEO) 2002 KL6, was extremely faint for ground based detection with a meter-

class telescope (below magnitude 20) and the exposure times appear to have been 

pushed as long as possible. The images were acquired with a 420 second exposure time, 

which is the reason that the target NEO appears as a streak.  Figure 5.8 shows an 

example application of precision bright star residual masking. The images in this case 

were most likely not intended for automated OIS, but instead for manual blink 

comparison. By using long exposures, the extremely faint object becomes faintly visible 

to human eyes in contrast-stretched images, a useful outcome for human examination, 

but at the expenses of photometric linearity. Although not originally intended for OIS, 

this situation does lend itself to a test of the precision residual masking method. 

Because of the long exposure, a sizeable fraction of the stars ended up being pushed 

into the non-linear region and some of the residuals are positioned extremely close to 

the target object. In this case, the bright star threshold had to be set very aggressively.  

 
Figure 5.7 Example images exhibiting severe non-linearity for stars. On the left is 

the OIS image with inferior seeing and on the right is the OIS reference. Both 

have been contrast and mid-tone enhanced to make faint objects visible to the 

human eye. Image credit: ARO. 
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Figure 5.8 Example precision bright star residual masking. On the left is an OIS 

subtraction with severe star residuals. On the right is the same subtraction with 

precision masking eliminating the majority of the residuals. The asteroid 2002 

KL6 is a faint track in both images. Subtractions based on images from ARO. 

With a majority of detectable stars classified as bright, the method was able to remove 

nearly all residuals brighter than the target from the immediate vicinity, without 

adversely affecting the actual target signal. More analytically in Figure 5.8, the target 

object (NEO 2002KL6) peak signal is approximately -38σ in the dark phase and +41σ 

in the light phase as compared to the background. The residuals in the subtraction on 

the left range from approximately -250σ to +440σ as compared to the background, and 

many of the stellar residuals in the near vicinity of the target object are in the range of 

+/-50σ. While the precision residual masking has not been 100% successful, where it 

has been applied it has masked the residuals to below 1σ, while leaving the target object 

completely unsuppressed. Figure 5.9 shows the image pixel value histograms before 

and after the application of precision masking. After masking, the histogram on the 

right shows an increase in zero-valued pixels (actually going off-scale), and a decrease 

in the number of higher absolute value pixels. The suppression of many residuals from 

light and dark artifacts into zero-valued pixels is the reason for the histogram changes. 

NEO 2002KL6 track 
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Figure 5.9 Pixel value histograms of previous images from Figure 5.8. On the left 

is the histogram of the image without masking, on the right is the histogram after 

precision masking. The histogram on the right shows an increase concentration of 

values in the peak (near zero), and a decrease in higher pixel value residuals. 

 

5.1.3 CCD Gain Correction 
Ultimately it may be possible to use a collection of images from any particular 

telescope and camera combination to construct a linear gain correction curve.  An 

examination of this situation has not yet revealed dependable analytic solution to this 

problem. It is possible to use faint stars to model the shape of the ideal PSF, the 

classification of the “faint” threshold determinable from the flux ratio analysis. But 

even with this information the problem remains under defined. An examination of the 

problem follows. 

If the real sky of stars is defined by a sample s, made up of unresolvable point 

sources representable as impulse functions, then each image acquired through the 

telescope is a transfer function convolution of the sky. Because of the changes in 

atmospherics and the telescope itself between the two images, each image is being 

convolved by a slightly different transfer function (the exact same effects that OIS is 

attempting compensate for). Let the convolution transfer functions be k1 for time t1 and 

k2 for time t2. The detector gain function g(p) must operate on the convolved telescope 

view of the sky. The same gain function is applied to both images and is only a function 
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of pixel ADU value p. The gain function scales the expected value to the actual value 

that is read out of the detector. 
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In the situation at hand, only i1 and i2 are known with certainty, and the goal is to try 

and discover g(p).  However, we can also sample k1 and k2 using stellar PSFs from stars 

that are below the non-linear turn-off in the flux ratio analysis. Letting g(p) assume the 

form of a second order polynomial yields equation(5.3). 

      
2

2 1 0i g s PSF a s PSF a s PSF a        (5.3) 

The a0 term is only a constant offset and can be set to zero for this purpose. So long as 

the images under investigation have the background sky subtracted, there should be no 

a0 term needed. Given multiple images, the remaining coefficients can be solved if the 

sky s can be determined. 

Unfortunately there is no way to know the sky exactly for the stars with pixels 

bright enough to fall in the non-linear detector region from only a given pair of images. 

Some other piece of information is required to solve the system of equations. One 

possibility is to use survey images from another telescope without a non-linear detector 

gain issue, in which case simple scaling can be applied and a unity gain model can be 

used to solve for the sky. By way of the convolution theorem it is possible to define the 

sky from the PSF and the sources in the survey image. 
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Where i’ is the survey image and PSF’ is the transfer function from the survey 

telescope as determined from the image. The survey image must have the same FOV, 
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same pixel scale and be amplitude scaled for faint stars to have the same peak values as 

the system images being tested. If not available in matching pixel scales and FOV, the 

survey image must be cropped, re-binned and rescaled to match. While mathematically 

possible, the practicality of such a method may need to be proven for each individual 

situation. Once the data from a separate well-behaved telescope and detector are 

brought into the analysis, it is likely to be more effective to simply compare the flux 

measurements between the stars as viewed through the two telescopes. Fitting the 

difference in flux between the two telescopes by a least-squares method, and dropping 

any constant offset coefficients, will yield a gain correction function for the troubled 

detector.  It should be noted that in general, a gain correction evaluation does not need 

to be repeated for every field of view.  One good matching set of images between the 

problem telescope and the telescope known to have a good linear response should 

suffice. For the problematic detector, there may be differences in gain response due to 

detector temperature or exposure time, so this should be taken into account and the gain 

evaluation should only be assumed to be accurate for one set of temperatures and 

exposure times until proven otherwise. Temperature and exposure times are not a factor 

for the survey images; the only important factor for those images is that they must be 

known to have been generated by, or corrected for, linear response. A more robust 

exploration of this approach using a sampling from several different telescopes is an 

area for future study. 

5.2 DFB Over-fitting and Effects of Pixel Noise 
The DFB has been recognized for its adaptability to many real world PSF shapes 

since its introduction into OIS in 2008 (Bramich 2008; Miller et al. 2008). It has more 

recently become clear that it also comes with a burden of amplifying the noise level in 

the subtraction result as compared to a GFB (Becker et al. 2012). Once made aware of 
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this issue, the cause is conceptually simple to understand. The DFB is without structure. 

As a DFB basis function sample in OIS, each kernel pixel will represent a best fit of all 

of the sample pixels, including those that are pure background noise. The Gaussian has 

a structure, and does a best fit over the entire sample, not on a per-pixel basis. In this 

way the Gaussian will effectively smooth over the pixel scale noise and far less noise 

character will be encoded into the convolution kernel. By contrast the DFB encodes 

noise characteristics into the convolution kernel just as effectively as the signal from the 

sample star PSF. This problem has been referred to as over-fitting the kernel, and a 

proposed solution has been referred to regularization of the kernel. 

5.2.1 Threshold Limiting of the Convolution 
Even though the GFB is far less susceptible to noise influences, in the GFB-only 

ISIS implementation (Alard 2000) there is an under-documented behavior in the code 

that suppresses noise influence in the convolution kernel. This simple mechanism is a 

threshold detection that bypasses convolution fitting to any pixel that is below 1 

standard deviation of the noise floor for the background. While this simple method 

cannot avoid noise superimposed on a sample star PSF, it does effectively eliminate the 

influence of the halo of background sky pixels surrounding the sample star. One must 

examine the ISIS source code in detail to find this operation. Alard does discuss the 

removal of sky background influences on the subtraction in detail, but this threshold 

qualification of pixels appears to differ from his discussion and may actually be an ad-

hoc addition that was made to improve subtraction quality or speed up operation. 

Threshold limiting is simple to implement and requires almost no computation, and 

should therefore not be dismissed. A caveat for the GPU programmer considering a 

threshold mechanism implemented in a GPU kernel is that it is generally accomplished 

as a test-and-branch operation, which in the case of CUDA will frequently result in 
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thread warp divergence. Warp divergence will reduce the active occupancy of the GPU 

cores (Kirk & Hwu 2010), reducing the active level of computation and as a result can 

slow down operations. 

5.2.2 Filter Preprocessing 
Instead of regularizing the DFB kernel by statistical analysis as Becker et al. 

(Becker et al. 2012) propose, this study explored the application of modified signal 

processing techniques to reduce the noise before fitting the kernel. An initial approach 

explored the use of low-pass pre-filtering of kernel fitting samples. Much of the 

background pixel noise occurs at the highest spatial frequency in the image. The highest 

spatial frequency being the pixel scale sampling itself. By applying a low-pass filter 

(LPF) with a sharp cut-off frequency to the images prior to kernel fitting, it should be 

possible to reduce pixel scale noise and pass PSF scale features with minimal distortion 

of the PSF. At the mere mention of a low-pass filter many astronomers will 

immediately reject the notion, because low-pass means a loss of information. In order to 

reduce those concerns it is important to understand how to apply the filter so as not to 

lose detail in the final output. Figure 5.12 shows a basic flow diagram of how to apply a 

filter effectively. The filter must be applied only in the DFB convolution kernel 

determination, and never in the path of the images that are actually subtracted.  

Bandpass filtering of image data can be very effectively done in the frequency 

domain of Fourier space. The Fourier space filter representation consists of pixels 

ranging in value between zero and one, where each pixel represents a different spatial 

frequency in the Fourier transform of the image. Multiplying the Fourier transform of 

the image by the filter F then attenuates or eliminates the undesired frequencies. An 

inverse Fourier transform then returns the filtered data to image space. Equation(5.5) 
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describes the basic frequency-domain filtering operation, and Figure 5.10 shows an 

example of an image and its spectral frequency-domain representation. 

   1

filtered filterI I FF F  (5.5) 

 

  
Figure 5.10 A standard star field image in negative representation on the left 

(courtesy NEAT, NASA/JPL-Caltech) and its spatial-frequency domain 

representation in Fourier space on the right. 

In 2-D Fourier space representations, the data can be oriented such that the highest 

frequency components are at the center, with lower frequencies represented outward 

toward the edges (the opposite orientation is also used in some applications with lower 

frequencies toward the center). One of the simplest 2-D filters is the so called top hat 

(or inverted top hat in the case of the LFP). The top hat gets its name from the 

cylindrical shape it takes around the center, where it is zero-valued for all of the 

frequencies to be suppressed, and one-valued everywhere else. A concern with the top 

hat filter is that it can create ringing oscillation artifacts due to the sharp cutoff. A better 

behaved version of the LPF can be found in the Butterworth filter (Butterworth 1930).  

The high order Butterworth filter can be configured to resemble a top hat filter with 

slightly softened corners which significantly reduce ringing effects. In Fourier space, 
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the Butterworth filter for spatial frequency ω can be defined by equation(5.6), where ωc 

is the cutoff frequency, and N is the order of the filter. 
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2-D top hat and Butterworth LPF filters are shown in Figure 5.11. 

 
Figure 5.11 Inverted top hat (left) and Butterworth (right) 2D LPF filters in 

Fourier space. Highest frequencies are at the center in this representation. These 

filter cutoff frequencies are exaggeratedly large in order to make the differences 

more apparent. 
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Figure 5.12 On the left is a simplified flow diagram for a typical DFB OIS 

implementation, on the right is an OIS modified to reduce noise effect on the DFB 

kernel determination. A Butterworth filter is applied to the images prior to kernel 

fitting. Note that the image subtraction is performed on unfiltered image data. 
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In practice, the LPF only eliminates some of the pixel-scale noise. The truly random 

nature of the pixel noise means that it spans the entire range of available frequencies in 

the image. As a result it is more effective to use a band-pass filter consisting of a 

superposition of a low-pass and a high-pass Butterworth filter, as shown in Figure 5.13. 

The most effective bandpass is the one that only passes PSF scale features, plus a little 

padding. 

 
Figure 5.13 A Butterworth band-pass filter in 2D Fourier space. Highest 

frequencies are at the center in this representation. The filter frequencies are 

exaggerated from what would actually be used in order to make the general 

profile more apparent. 

Though this method can reduce the noise that the DFB convolution kernel will be fit 

to, it also comes with some concerns. The filter cutoff points must be well defined 

either manually, or by relationship to an accurately characterized PSF. For narrow 

PSFs, it is much more difficult to construct an accurately discriminating filter. In real 

world situations, the noise reduction was only about 20%. In other real world situations 

where the image had large scale artifacts, such as those that can appear on the edges due 

to image co-alignment, or those that are frequently apparent in Schmidt camera type 

telescopes, the filter produced larger artifacts than it eliminated. As a result, the filtered 

approach is a potential solution in some situations, but less than ideal because it cannot 

be universally applied. Fortunately these investigations have led to another vastly 

superior approach, which is presented in the next section. 
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5.2.3 Cross-correlation Preprocessing 
In working with the filters of the previous section, it became very clear that the ideal 

filter would be one that matched only the PSF characteristics. The PSF being 

represented by the same sampled stars that are to be used in determining the OIS 

convolution kernel. In practice this is difficult to do with bandpass filtering. A PSF is a 

pulse with a complicated relationship to frequency components. Even if all of the 

frequency components of the PSF could be determined with high precision, those 

frequencies would also still align with many noise components in the image. Since the 

goal is to match a particular waveform, that of the PSF, while excluding random noise, 

then a vastly superior approach is to use a cross-correlation operation for the desired 

waveform. 

Cross-correlation is a standard signal processing method often used for extracting a 

signal of known form from a noisy environment (Oppenheim et al. 1983). The use of 

correlation is extremely powerful for improving SNR prior to convolution kernel fitting. 

Most variable object studies are searching for, or monitoring, objects that appear as 

point sources. This fact allows the use of the stellar PSF as a model for the expected 

signal and provides a correlation basis. The cross-correlation method uses an expected 

signal, in this case the modeled PSF, as opposed to the auto-correlation where a signal 

is correlated to itself.  

The correlation operation is closely related to convolution. The difference is that the 

correlation kernel, the PSF in this case, does not employ the transposed kernel of the 

convolution. When the kernel is completely symmetric, the convolution and the 

correlation are equivalent operations. The previous discussions concerning the 

advantages of the DFB or the GFB also apply to the PSF correlation; the system must 
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allow for any asymmetric PSF in the images. Thus the cross-correlation must be 

implemented as a separate function as shown in equation(5.7),  
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where * represents the correlation operator in this chapter. 

A brief auto-correlation experiment resulted in identical output to the cross-

correlation. In auto-correlation the entire image was correlated against itself. While the 

auto-correlation is very simple to implement, the downside is a dramatic increase in the 

computational load, since the entire image serves as a correlation kernel for every pixel, 

instead of only a small PSF sample serving as the kernel. 
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Figure 5.14 Flow diagram for the PSF-correlation enhanced DFB OIS algorithm 

The correlation concept was added to the Miller/Buie DFB OIS for testing. The 

modifications to the Miller/Buie code are provided in Appendix A-4. It should be noted 

that the CONVOL routine in IDL actually performs a correlation, and not a 

convolution. In IDL it is left to the programmer to transpose the kernel matrix as 



 

100 

 

needed.  The implementation was structured as shown in Figure 5.14. The PSF is 

generated directly from the image as a DFB sampled response from a series of qualified 

stars, a robust collection of which have already been found for the OIS stamps. The PSF 

must be generated and correlated independently for the image and the reference. 

Because the correlation operation will enhance the relief of the PSF, the kernel 

fitting, convolution and the subtraction must be performed on the correlated copies of 

the image. This is a change from the previous situation with the bandpass filtering. Like 

the convolution to which it is related, the correlation is redistributing information, not 

eliminating it as the filters do. The correlation produces slightly blurred image results, 

but with smoothed noise and enhanced signals. 

 
Figure 5.15 Example input images for PSF correlation enhanced OIS. On the left 

is the OIS “image” and on the right is the “reference”. The images have a sky 

background noise level σimg = 5.88 and σref = 5.83 respectively. The boxes indicate 

the approximate views shown in the detailed images below in Figure 5.17. 

As demonstration of the method, the image pair in Figure 5.15 was used to generate 

a constant normalized PSF model from DFB sampling of stamps. The normalized 

model for one of the images is shown in Figure 5.16. It is this model, derived from its 

own image, which is then cross-correlated with the image. The same process is 

performed independently on each image prior to OIS kernel fitting. 
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Figure 5.16 Modeled PSF for the OIS test image based on stamp samples in 2-D 

and 3-D profiles. The model is based on normalized versions of the same stars 

selected in the OIS process for kernel fitting. 

In order to determine a single PSF model for each image, the OIS stamps are used 

to supply qualified stars that represent the actual PSF. Taking advantage of the 

observations on the effectiveness of threshold limiting, pixels in the stamps that fall 

below 1-sigma of the background noise level are clamped to zero. It is important to 

emphasize that the images must both have the background subtracted to remove any 

constant offsets prior to stamp selection. The stars from the stamps are then normalized 

to consistent amplitude and averaged for a single constant PSF model, or they are fit in 

a least-squares method for a spatially-varying PSF model.  

 
Figure 5.17 Comparison of DFB OIS results without and with PSF correlation. On 

the left is the example with the standard OIS method. On the right is the example 

with PSF correlation introduced. The SNR of the two variable objects that that 

are detected has been increased by approximately 2.6x by introducing PSF 

correlation into the OIS process. 

Variable object 1 

Variable object 2 
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In the example DFB OIS shown in Figure 5.17, the addition of the correlation 

operation increased the SNR of the detected variable objects by approximately 2.6x. 

The improvement in SNR can be seen dramatically when the same objects are viewed 

in a 3-D profile as shown in Figure 5.18 and Figure 5.19. In the case of the second 

object, the possibility of automated detectability is in serious doubt without the PSF-

correlation improvement to SNR. With the PSF-correlation effectively smoothing the 

noise and enhancing the object signal, the object is clearly detectable. 

 
Figure 5.18 A detail 3-D profile of variable object 1. On the left is the standard 

DFB OIS result, and on the right is PSF correlated result (the values have been 

inverted to show positive peaks in this view). The SNR for this object was 

improved from 19.4 to 51.8 by using the PSF-correlation enhanced OIS. 

 

 

Figure 5.19 A detail 3-D profile of variable object 2. On the left is the standard 

DFB OIS result, and on the right is PSF correlated result. The SNR for this object 

was improved from 6.14 to 16.1 by using the PSF-correlation enhanced OIS. 

Such an approach may not work well for variable objects that are extended sources 

such as light echoes and variable nebula observations, but it can be highly effective for 



 

103 

 

minor bodies in the solar system, exo-planets, supernovae, and AGNs, to name some of 

the highest priority targets for the field today.  

Assuming that the target object is approximately point-source in appearance, it is 

possible to use the same general approach that has been developed for matching PSFs in 

OIS and apply it to modeling PSFs for correlation. By selecting a series of sample stars 

to model the PSF across the image, it is possible to model an average PSF or to generate 

a more accurate spatially-varying PSF that more precisely represents the morphology of 

the PSF across the entire image space. The process begins the same as the OIS process. 

First, any background offset must be subtracted from the image and the level of 1σ 

background noise must be assessed. Second, example isolated stars must be detected 

and qualified to be free of non-linear effects such as saturation or diffraction spikes, 

ideally they should be sampled fairly evenly across the entire image. The qualified stars 

can then serve as the localized models for the PSF at a sampled collection of x,y 

coordinates in the image. At this stage it is useful to apply the lesson learned from the 

efficacy of the threshold mechanism discussed in section 5.2.1 by setting all pixels in 

the stamps that are below 1σ to zero. In this way surrounding background noise is not 

considered to be part of the PSF to be modeled.  

In order to evaluate the PSF independent of the brightness of the star that is 

representing it, all stamps must be normalized. For a collection of N N stamps, N 

must be odd, each stamp centered at a unique x,y position in the image, the 

normalization of each stamp pixel is simply, 

 , , ,

b d

x y x y u v
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   (5.8) 

where 
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The normalized stamps now each represent a model PSF for a specific region in the 

image. If each stamp is considered to be a superposition of Dirac delta functions, then a 

similar fitting technique as is used in the DFB OIS can be constructed to define a best 

fit constant PSF for correlation, or a spatially-varying PSF that is described to evolve 

over the entire image as shown in equation(5.9). The spatially-varying cross-correlation 

uses the same least-squares fitting philosophy as spatially-varying OIS. As before, the 

stamps must be normalized to a constant flux. Instead of averaging all of the stamps in 

the image, it is now useful to produce running average models for each region of the 

image. In this way the model avoids the original pitfall of the OIS DFB over-fitting the 

kernel. A least-square fit of the PSF changes then produces an expected signal that 

evolves as a function of position in the images. 

Where u,v indicates the pixel position in the regional running average PSF 

represented by P , and S is the number of stamps. A bivariate polynomial of order n is 

created for each pixel in the PSF, and the coefficients of an describe the value of the 

pixel u,v in PSF over the entire image. 
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   (5.9) 

 

The spatially-varying PSF is obtained by solving an for each PSF pixel such that F is 

minimized. 

As is the case in OIS, a χ
2
 criteria can be applied to the F minimization in order to 

qualify the goodness of the fit (see Miller et al. 2008). Outlier PSF samples can be 

discarded in an iterative process until the desired χ
2
 criteria are met. 
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The correlation is then performed over each image, reconstructing the PSF unique 

to each pixel location, and then performing the correlation operation. The correlation 

PSF is calculated at each pixel based on the coefficients found in solving equation(5.9). 

For a second-order fit at each image location x,y, the polynomial to be solved for each 

pixel location u,v in the correlation PSF will be of the form in equation(5.10), 

    2 2

00 01 02 11 10 20,
,n u v

a a a y a y a xy a x a xx y        (5.10) 

where the complete PSF is defined as the superposition of pixel impulse functions as 

shown in equation(5.11). 

   , ,,
,

,x y n u vu v
u v

aP x y   (5.11) 

Because the PSF is regenerated from the DFB coefficients at each pixel, and the 

coefficients used to generate each DFB element of the PSF are determined 

independently, there is no guarantee that the PSF has remained normalized to be flux-

conservative. In order to preserve the flux as consistently as possible, a normalized 

correlation operation must be performed. The correlation at each pixel is then produced 

by equation(5.12). 
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     (5.12) 

 

As is the case in the spatially-varying convolution, the FFT cannot be used to 

accelerate the spatially-varying correlation. The correlation theorem, which defines 

correlation as a multiplication in Fourier space, requires a fixed PSF. Thus for a 

constant PSF solution (the zeroth order polynomial description), FFT acceleration is an 

option. A parallel processing implementation of the spatially-varying correlation 

defined in the manner described here is a trivial modification of the spatially-varying 
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convolution code that was previously created. The order of the polynomial addresses 

the same type of variations in the image. 

There is an earlier hint to the efficacy of this method in the literature, though there 

is not any evidence that authors interpreted the results as relating to signal cross-

correlation at the time. The cross-convolution OIS method developed and named by 

Yuan and Akerlof (2008), was not found to be notably different than standard OIS in 

most cases, but it was noted anecdotally that it appeared to improve subtraction quality 

when dealing with noisy images. Now having the context of the spatially-varying 

correlation, this observation makes complete sense. Yuan and Akerlof used a GFB, 

which is a perfectly symmetric basis. In the case of a symmetric basis a convolution 

operation is identical to a correlation operation. By convolving both images with 

kernels that were not entirely dissimilar in form to the PSFs in the image, they 

succeeded in reducing the background pixel-scale noise in both images prior to the final 

subtraction, thereby improving the SNR of the final subtraction results.  

Despite the similarity in names, the cross-convolution is not the same as cross-

correlation. Yuan and Akerlof coined the term cross-convolution for their process 

because it was solving for convolution kernels on both images instead of one. It is 

somewhat ironic that the more widely understood cross-correlation signal processing 

method would shed light on an underlying mechanism at work in the Yuan and Akerlof 

cross-convolution implementation of OIS. 

The method of PSF cross-correlation developed here appears to be novel and 

effective. It is applicable to the problem at hand of limiting DFB over-fitting of noise, 

but it is also just as applicable to image enhancement and improved object detection in 

general. For detection, the PSF found in the image also represents the expected PSF of 
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any variable objects present in the subtraction. This is true because the reference has 

been convolved to match the image. Thus detection can make use of the DFB based 

constant or spatially-varying PSF determined from the image as a method of qualifying 

potential objects in the difference.  By performing a goodness-of-fit on potential objects 

in the subtraction using the DFB-based PSF of the image (which ideally has also been 

matched in the convolved reference), the candidate variable objects can be further 

differentiated from residual artifacts in the subtraction. 

Similarly, the PSFs that have been determined in both the image and the reference 

can be used to validate legitimate targets and perform photometry after detection in the 

difference image using a quality of fit criteria (e.g. de Santis et al. 2007). Areas of 

future study will be to apply this technique to the elimination of cosmic ray strikes and 

to performing precision photometry. Cosmic rays leave bright artifacts on images 

(Howell 2006), which will correspondingly appear in the subtraction because they only 

appear in one of the two images. However, because they strike the detector directly and 

are not convolved by the telescope optics, their profile does not match the optical 

system’s PSF. The cross-correlation operation will smooth the cosmic ray strike to look 

more like a valid PSF, but once detected in the subtraction, the object can be validated 

by a goodness-of-fit test of the original PSF on the object in the original uncorrelated 

image or reference. Whether it is the image or the reference that requires validation is 

easily determined by the sign of the detected object in the subtraction. 

In the case of OIS, the spatially-varying PSF cross-correlation implementation 

described here will effectively triple the required processing. For a second-order DFB 

cross-correlation on each input image, followed by a second-order DFB OIS 

convolution and subtraction to complete the processing, 2
nd

-order spatially-varying 

DFB polynomials must be solved independently three times on the way to the final 
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subtraction. Fortunately this study has also accelerated these operations sufficiently to 

make this method practical. Because the structure of the spatially-varying correlation so 

closely matches that of the spatially-varying convolution, the same exact techniques can 

be used for parallel acceleration. An area for future study is an investigation into any 

potential computational reductions due to the commonality between the spatially-

varying cross-correlation PSFs and the spatially-varying OIS convolution. 

5.3 Special Difficulties in OIS for Drift-scan Cameras 
Drift-scan cameras are used by several survey telescopes, including the Sloan 

Digital Sky Survey (SDSS)(Loveday et al. 1996). The drift-scan method points the 

telescope in a fixed declination and allows the rotation of the Earth to scan across the 

sky. In the optical CCD case, this is accomplished by shifting the CCD pixel data in 

coordination with the apparent sky rotation while continually accumulating photons. 

The exposure duration is the amount of time that it takes an object to traverse the CCD. 

At the edge of the CCD the data is clocked out of the detector and recorded. This results 

in long thin images along the line of the track. The width of the resulting image is the 

width of the CCD, while the height of the image is a function of the time of the scan 

and the pixel scale.  

Attempts to subtract drift-scan images frequently yield unsatisfactory results. In 

many situations the application of OIS is of no help and an unsatisfactory amount of 

residual artifacts remain. Through an analysis of the residual artifacts, this study has 

discovered the basis of the problem and has also found a simple solution. As was the 

case in section 5.1, the goal is to reduce residuals from non-variable objects to 1σ of the 

background noise, or as close as possible. 
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5.3.1 Drift-scan Examples 
 

 
 

 
 

 
Figure 5.20 Detailed views of the top, middle and bottom residuals in the drift-

scan second-order DFB OIS. Examples of dipole and tri-pole residuals are 

identified. 

Drift-scan images were tested for subtractions using the Miller/Buie IDL code prior 

to application in the accelerated code. Subtraction results that were produced with 

Bright Star Artifact 
Masked Regions 

OIS Convolution Kernel 
Mismatch Artifacts 

Dipole 

Tri-pole 



 

110 

 

Becker’s HOTPanTS OIS application were also compared. Both the Miller/Buie code 

and HOTPanTS produced similar levels of residuals, both at unacceptable levels where 

dozens of non-variable stars left residuals more than 10σ above the background. Both 

were executed with a second-order OIS subtraction, and the Miller/Buie DFB provided 

only marginal advantage over the GFB of Becker’s implementation eliminating less 

than 10% of the problem star residuals. Thus, the issues of PSF asymmetry that the 

DFB can address may have been factors, but were not the dominant contribution to the 

problem. 

In details magnified in Figure 5.20, it is possible to see how the residuals are 

evolving across the subtraction from top to bottom. The residuals are mostly consistent 

horizontally, but are evolving vertically. The residuals, and by inference the inability of 

the kernel to track the changes, are morphing along the same axis as the exposure scan. 

When the kernel is not properly tracking the translations, the dipole and tri-pole patterns 

can frequently be seen. The dipole is of particular concern because it mimics the 

signature of actual slow moving bodies, and could result in false positives in an 

automated detection system. Several bright star artifact regions have also been masked. 

From a simple qualitative visual perspective, the second-order DFB subtraction was 

marginally superior to the second-order GFB in reducing residual artifacts from non-

variable objects, but not significantly, still leaving far too many of the dipole residuals. 

The third and fourth-order DFB solutions were tested, but only served to degrade the 

subtraction quality further, as can be clearly seen in Figure 5.21.  
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Figure 5.21 Higher-order DFB OIS subtraction examples. From left to right, 

second, third and fourth order DFB OIS subtractions respectively.  

5.3.2 Partitioning Solution 
The basis of the problem is that the atmospherics and more importantly the 

telescope system evolve over the course of the full exposure, and that evolution is not 

represented equally in all pixels along the drift axis. The telescope changes thermally or 

due to gravitational sag over the entire duration of the scan, subtly changing the optics 

and alignment of the components from the top of the image to the bottom. The greatest 

challenge to the second-order OIS in all of this is that the axis of differential rotation 

between the images is not fixed, but is constantly moving as the scan progresses. In 

addition to the rotational translation, the lateral translation may also be changing. The 

second-order OIS cannot track that form of evolution regardless of which basis function 

is applied, and thus it produces a less than optimal convolution kernel. One might 

suspect that a higher order solution might track better, but experiments with higher 

order kernels produced even worse residuals, as observed in Figure 5.21. In practice, 

higher-order solutions appear to allow for too much over-fitting to other random 

variations, ultimately producing inferior results. Higher-order solutions may be possible 
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in specific situations where additional constraints can be placed on the fit based on 

known characteristics of the instrument and the observations, but the generalized 3
rd

-

order and higher solutions frequently produced unusable results. 

 
Figure 5.22 Drift-scan partitioning example. In this example the direction of the 

scan is along the Y-axis. By partitioning in Y sufficient locality of the axis of 

rotation is established for effective second-order OIS. The overlaps allow for 

convolution halos in each of the sub-images with minimal boundary effects when 

images are recombined for the final product (the overlap size is exaggerated in the 

illustration for clarity). 

The practical solution turns out to be an extremely simple one. The drift-scan 

images are self-consistent in the dimension orthogonal to the scan. By partitioning the 

images along the axis of the scan as illustrated in Figure 5.22 it is possible to evaluate 

sub-image sections with sufficiently consistent translation to get a good kernel fit using 

OIS. Background sky removal (a simple un-convolved subtraction of background sky 

luminosity) must be performed before the partitioning in order to minimize visible sky 
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offsets once the panels are rejoined to create the full final result image.  An overlap as 

wide as the convolution kernel is also required in order to allow for an accurate 

convolution halo. 

The results of partitioning the drift-scan image and performing the OIS subtraction 

regionally are shown in Figure 5.23. The partitioning method demonstrates a clearly 

superior match for removing fixed stars that were leaving many residuals in the 

unpartitioned solution. Partitioning can result in faint transition lines at the seams when 

rejoined, but one-dimension seam artifacts can be easily ignored by automated source 

detection system, which are generally designed to detect two-dimensional targets. In the 

case shown in Figure 5.23, the convolution kernels for the partitioned images were 

sufficiently similar that the seams were not visually apparent, though they would be 

able to be revealed in many cases through edge detection methods or extremely well-

tuned contrast threshold detection.  

The decrease in residuals is qualitatively obvious in Figure 5.23, but it can also be 

seen more analytically in the accompanying histograms in Figure 5.24. In both 

histograms in Figure 5.24, the main distribution is concentrated near zero as expected 

for a subtraction where most of the image is unchanged. However the partitioned 

subtraction on the right also shows a small but noticeable reduction in the wings of the 

distribution for the absolute value of pixels greater than approximately 100. The 

reduction in brighter pixel occurrence corresponds to the reduction in residuals seen in 

Figure 5.23. Further reductions in the wings will be achievable by masking and 

applying the PSF cross-correlation method of section 5.2.3. A future area of work will 

be to bring all of these techniques together and investigate if there are undesirable side-

effects from interaction between the methods. 
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Figure 5.23 Detail comparison of un-partitioned vs. partitioned second-order DFB 

OIS. The rows are top, middle and bottom sample details respectively. The 

column on the left is the un-partitioned OIS. The column on the right is the same 

physical image positions from the partitioned OIS where the original drift-scan 

image pair was subdivided into six sections. The partitioned image subtraction has 

not had any bright star masking applied. Nearly all significant residuals in the 

partitioned example correspond to bright star masked regions in the un-

partitioned example. The partitioned example has eliminated nearly all dipole 

residuals. 
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Figure 5.24 Image histograms for Figure 5.23. On the left is the histogram for the 

monolithic subtraction, and on the right is the histogram for the partitioned and 

recombined subtraction.  
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6 IP2 Pipeline Architecture 
This chapter serves to describe the design used to build the IP2 application that will 

be released publically. Standard programming techniques are employed for each of the 

technologies used, C++, CUDA, OpenMP, and MPI. The purpose of this chapter is 

primarily to describe how those technologies have been assembled into the scalable 

image processing pipeline application. 

To address the scalability and performance required by large data volumes, 

consisting of gigabytes per minute, terabytes per night, or petabytes in archives, the 

current data acquisition, processing and analyses algorithms require review, and in 

some cases, rewrite. Several efforts are underway to attain the needed high-performance 

computing by exploiting emerging hardware and software support for massively 

parallel many-core and accelerator architectures. In collaboration with one such effort 

spearheaded at the University of California at Berkeley and Lawrence Berkeley 

National Laboratory (LBNL), titled Infrastructure for Astrophysics Applications 

Computing (ISAAC), this work explored the high-impact spatially-varying convolution 

algorithm for performance enhancements using multi-core CPUs, commodity graphics 

processing units (GPUs), and computing clusters. The project is titled IP2 (ISAAC 

Petascale Image Processing)
24

 under which several critical algorithms are being 

researched and developed for higher performance and scalability on a range of 

architectures. The critical algorithms explored in this study are also coupled with 

standard utility operations in order to produce a more complete and usable tool.  

At the time of this thesis, all of the C++ and CUDA code for IP2 has been written 

from scratch by the author. Additional existing components incorporated into IP2 

                                                

24 The IP2 project web site can be found at http://iccs.lbl.gov/research/isaac/IP2.html, future public code 

releases will first appear at this site. 
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include the FITS file interface library, cfitsio (Pence et al. 1999), and the Miller/Buie 

IDL code used to generate DFB convolution coefficients . Design input and advice on 

the OpenMP implementation were supplied by ISAAC collaborator Hemant Shukla of 

LBNL. For comparison testing purposes, and to provide a backup means of performing 

2
nd

-order OIS subtractions when the IDL compiler is not available, the GFB OIS by 

A.C. Becker has also been integrated, but has not been accelerated in any way 

(HOTPanTS
25

). Future work may also accelerate the Becker code, but because the focus 

of this study is primarily the acceleration of the more flexible and computationally 

intensive DFB OIS, the GFB acceleration has not been pursued at this time. 

6.1 Introduction 
Astronomical image processing orbits around two fundamental constraints, the 

amount of computing power that can be harnessed, and the amount of data that must 

flow through the system. The earlier chapters in this thesis have demonstrated the need 

for additional computing power in the case of image differencing, and provided a path 

to a practical solution in parallel programming implementations on various 

architectures. The second constraint is that of the sheer volume of data that is in need of 

processing now and in the near future. While the parallel processing of the spatially-

varying convolution was successfully implemented early in this study, addressing over 

90% of the compute time for the second-order DFB convolution, an application that can 

harness that type of acceleration must also take the large data handling requirements 

into account. Unlike most simulation scenarios, which generally use a relatively small 

set of initial conditions followed by very large amounts of calculation, image 

processing requires relatively large amounts of data input and output. To meet this 

challenge, IP2 can handle many sequential image processing operations on the same 

                                                

25 HOTPanTS software available at http://www.astro.washington.edu/users/becker/hotpants.html 
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image, and can handle the processing of many independent image processing sequences 

simultaneously in parallel. 

It is important to note the natural boundaries that occur in OIS and in many other 

image processing functions. Most operations are locally independent. What is meant by 

this phrase in this context is that the operations are not influenced by images outside of 

the fundamental input set. All of the images in an input set share the same section of the 

sky. Thus there is little to no need to communicate between operations from different 

parts of the sky. In example, for sections of the sky [A,B,C,D] and two exposures for 

each part of the sky, the operations to subtract each exposure are functionally 

independent of one another. The subtractions A-A’, B-B’, C- C’ and D-D’ can all be 

performed completely independently and asynchronously with absolutely no 

information exchange between the subtraction operations. IP2 takes advantage of this 

natural communication boundary to avoid excessive data transfer operations. By 

confining each complete subtraction to an assigned computing node, the file data for 

each is only read and written to one physical hardware section. The assignments of the 

files occur through inter-process communications, but once assigned, the image file 

read and write operations are confined to a single compute node. 

6.2 High-level Design 
The high level design philosophy seeks to make the IP2 system highly scalable with 

increasing data size, allowing the addition of more hardware to process more data in the 

same amount of time. Less emphasis has been placed on making it scalable for 

processing smaller amounts of data more quickly given more available hardware. In this 

sense, IP2 operates as multiple pipelines running in parallel, each on their own 

independent task. 
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6.2.1 Existing Pipeline Models 
There are limits to the direct comparisons that can be made between the existing 

pipeline tools and the goals that IP2 addresses. In the primary comparison category of 

DFB 2
nd

-order OIS implementations, there is only the Miller/Buie IDL code that is 

publically available. The Buie library design is one of a single pipeline, processing 

single steps at a time. Scaling such a pipeline requires a wrapper to dispatch multiple 

instances and make work assignments directing which files are processed by which 

nodes. The high level cluster computing design of IP2 is just such a wrapper, and IP2 

can make use of existing IDL codes in this way. Users of the Buie IDL library
26

, and 

Marc Buie himself, have created entire pipelines from the library, and even scaled them 

to cluster operations using wrapper scripts and databases to manage multiple instances 

on a cluster
27

, producing high quality science results from crude images such as albedo 

surface maps of Pluto (Buie et al. 2010). However, these scaled frameworks are 

generally constructed for a specific task, and are not part of the public code set. Also, 

the spatially-varying convolution for OIS has proven to be a pathological case for an 

IDL implementation, and as demonstrated previously in section 4.2.4, other parallel 

processing methods such as OpenMP and CUDA perform orders of magnitude better. 

 Similar in design concept to the Buie library, is the Astromatic (formerly 

TERAPIX) suite of pipeline tools (Bertin et al. 2002). The Astromatic
28

 suite is a set of 

discrete applications, each responsible for a processing step in a pipeline. As is the case 

with the Buie library it can be assembled into a single pipeline, processing single steps 

at a time. And once again, it can be scaled by the use of a wrapper to dispatch multiple 

instances across multiple nodes in a cluster. In order to perform OIS in the Astromatic 

                                                

26 The Buie IDL library, including the Miller/Buie OIS module is freely available at 

http://www.boulder.swri.edu/~buie/idl/ 
27 Discussed in personal communications with Marc Buie on 20 March 2010 in Boulder Colorado 
28 The Astromatic suite is available at http://www.astromatic.net/ 
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pipeline, the HOTPanTS
29

 application from Becker must be added (HOTPanTS shall be 

considered to be part of the Astromatic suite for the remainder of this discussion), but at 

the time of this writing, the publically available HOTPanTS code is limited to the GFB 

OIS. 

Of a different and much larger scale design is the Pan-STARRS Image Processing 

Pipeline (IPP)
30

. Unlike the previously discussed example, IPP is fundamentally 

designed for large-scale cluster operations. It is the first pipeline designed from its 

initial concept to deal with petabytes of data (Price et al. 2007). Examining the source 

code and the design documentation available at the IPP web site, it can be seen that IPP 

operates as a task dispatch system. Processing steps and sub-steps are dispatched to 

independent threads running on multi-core processors in a computer cluster. A database 

is used to keep state on the progress of each image and any intermediate data products 

(e.g. detected objects, PSF samples, image noise and offset, convolution kernel 

generation, and many more), and the dispatch routine advances the processing to the 

next step once all of the prerequisite data products are available, and once the needed 

computing resources are available. IPP falls short of the goals of this study in two 

significant ways: 1) it is purpose built for the Pan-STARRS phase 1 project (PS1) and is 

tightly integrated with several needs that are specific to that project, it has been built in 

a way that makes it extremely difficult to decouple from the PS1 hardware and 

computing environment and is not architected as a general usage tool; 2) it does not 

offer a DFB spatially-varying OIS at this time. While IPP is the first pipeline to be 

specifically designed for many petabytes of data processing during the PS1 science 

project lifetime (approximately four years), it is by no means designed to approach 

                                                

29 The HOTPanTS code is available at http://www.astro.washington.edu/users/becker/hotpants.html 
30 The Pan-STARRS IPP code is available at http://svn.pan-starrs.ifa.hawaii.edu/trac/ipp/ 
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petaflops scale computation. It is limited in part by its file access patterns, which are 

discussed next. 

All three of the previously discussed tools have one additional shortcoming built 

into their fundamental architectures that will limit their ability to approach petaflops 

performance. These systems all rely heavily on writing intermediate data products to 

disk storage between steps. In many cases, even sub-processes will write components to 

disk to be read out by another process or at a later time in the same process thread. Each 

of the Astromatic tools reads and writes the data to and from file-system storage. 

Connecting the tools into a serial chain of transactions results in multiple versions of the 

entire image data file being read from, and written to, disk multiple times. In IPP, the 

database updates of the processing state, and intermediate data products, are also file-

system accesses on disk. While specific speeds depend a great deal on the hardware and 

software implementation (e.g. local hard drive, Network File System (NFS), or Storage 

Area Network (SAN)), the file-system access speeds represent one of the slowest buses 

in any computer system (see Table 6-1 for some example bus speeds). Depending on 

the nature of the dispatcher design, the exact same data is frequently copied to the same 

node or to multiple nodes over the file-system data bus multiple times. In order to move 

toward a petaflops capability, it is necessary to create an architecture that can avoid so 

much data traffic with the file-system when peak computational performance is 

required. It may still be necessary or desirable to output some intermediate data 

products for long term storage, but such behavior must be an option not a requirement 

of processing. 
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Table 6-1 Example interconnect bus speeds. Note the dramatic difference between 

the memory-interconnect speeds in the first two rows and the last three rows, 

which represent common file-system attachment buses. Note in particular that 

Gb/s vs. GB/s represents an 8x scaling from bits (b) to bytes (B). 

Bus 

Interconnect 

Example 

Technology 

Typical Data Rates 

GPU Memory DDR5 DRAM 177 GB/s (Hwu & Kirk 2010) 

CPU Memory DDR3 DRAM 30 GB/s (Hwu & Kirk 2010) 

CPU to GPU or 

network card 

PCIe 4-6 GB/s (Hwu & Kirk 2010) 

Node 

communication 

InfiniBand 2-300 Gb/s (0.25- 37.5 GB/s) (Shanley 2003) 

Local Disk SATA 6 Gb/s (0.75 GB/s) peak 

NFS Ethernet 1-10 Gb/s (0.125-1.25 GB/s) (Held 2003) 

SAN Fibre Channel 2-16 Gb/s (0.25-2 GB/s) (Troppens et al. 2009) 

 

IP2 has been designed to allow for multiple-instance dispatching, just as can be 

done with the Buie library or the Astromatic suite (in section 7.6, this study has done 

just that on a single node, integrating the Miller/Buie and the HOTPanTS software 

directly into the IP2 dispatching software for a direct comparison in performance). IP2 

has been designed to make it possible for a data file to be moved between the file-

system storage medium and a single computing node that is responsible for all of its 

processing, thus minimizing redundant data movement. IP2 has also been designed so 

that once image data is in the memory of a computing node, image data can be kept in 

memory until the entire processing task can be completed. 

6.2.2 Basic IP2 Pipeline Model 
An image processing pipeline can take many forms. IP2 is based on the basic 

processes flow illustrated in Figure 6.1. In this model, the pipeline data can be input 

into the system at several entry points. Raw data coming directly off of the telescope is 

calibrated by standard methods used to remove instrument and detector induced 

artifacts. Calibration and initial detrending is accomplished through dark-subtraction 

and flat-fielding (see Howell 2006). In practice there are many types of darks and flats, 
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but these terms are to be considered all-inclusive here since the mathematical operations 

needed are fundamentally the same.   

For many of the processes and analyses that will follow, images must be co-aligned 

to sub-pixel precision, a process that often requires a plate solution to match the image 

against a catalog of known star positions (e.g. Bertin et al. 2002). Aligned images that 

overlap each other can be combined through subtraction to reveal photometric 

differences, or co-addition (a.k.a. image stacking) to improve signal to noise (see 

Howell 2006). Non-overlapping images can be assembled into a larger mosaic image. 

Features intended for the future include image sharpening routines such as 

deconvolution (Lucy 1974; Richardson 1972) and a technique pioneered for the Hubble 

Space Telescope (HST) referred to as “Drizzle” (Fruchter & Hook 1997).  
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Figure 6.1 Astronomical image processing model for IP2. Blocks in green are 

already operational; blocks in blue are in development. The orange blocks with 

italic font are planned for future development and must be performed by tools 

external to IP2 at present. 

Processed images must then be turned into science results through analysis. 

Analysis can and will take many forms, but a few of the basics are applicable to many 

of the projects that image subtraction is used for. IP2 will begin with basic object 

identification and characterization.  With objects characterized, it will be possible to 

generate differential light curves and to identify moving object candidates. Only time 

will tell what other analytic tools will be desired as a part of the IP2 system. 
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6.2.3 Major Classes 
At this time it will be useful to introduce the IP2 nomenclature. The hardware 

architecture is considered to consist of one or more compute nodes. A compute node is 

generally easiest to visualize as an independent computer processor within the physical 

computer or cluster of computers, although such literal perspectives can be less 

physically correct in the case of some HPC systems. The important characteristic of a 

compute node is that all of the processors on the node share direct access to the same 

physical memory. A cluster may also have data storage nodes, but those are not an 

integral part of the IP2 system since they merely appear as file-system mount points. 

Defining all of the operations and the many files that need to be accessed on a 

command line is impractical for a system designed to operate on the scale of IP2. The 

description of what needs to done, and to which data files, is therefore provided in what 

is termed a recipe file. The recipe is a text listing of data files and locations, and the 

commands to be operated on them. 

The recipe is parsed into tasks, each task being a collection of files and operations 

that can be interrelated. Each task consists of a sequence of commands and the 

associated data files. The concept is that a task is a unit of work that can be assigned to 

a single compute node. 

Based on the major elements of IP2 described above, an object class structure has 

been designed and is shown in Figure 6.2 along with some of the interaction 

relationships. 
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Figure 6.2 Major IP2 object classes and relationships. 

 

6.2.4 Physical Hardware Utilization 
The parallelism is implemented at three different hierarchical levels, each 

leveraging a different technology. At the top level is the standard message passing 

interface (MPI). MPI is the most widely used HPC method for distributed multi-node 

computing. It is well suited for coordinating clustered computers. IP2 uses MPI for 

communicating task assignments from the one master compute node to all of the worker 

compute nodes, and for the worker nodes to report status back to the master node. 

OpenMP (abbreviated OMP in the diagrams) is another multi-processor standard that 

makes use of multi-core CPU capability on a single node. OpenMP is used for pixel 

level processing for operations that are not sufficiently complex to take advantage of a 

GPU due to the GPU overhead, or when a GPU is not available on the worker node. At 
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the lowest level, and for the most complex operations at the pixel level, IP2 uses the 

GPU when it is available. 

MPI introduces its own nomenclature where each separate thread of execution is 

referred to as rank. Rank 0 is the only thread that is guaranteed to exist. As a result, it is 

identified in many applications, including IP2, as the master rank, the master thread 

which makes all assignments to the worker threads. 

The relationship of IP2 to a physical computing cluster, and the communications 

pathways between elements in the cluster has diagrammed in Figure 6.3. 

 

 
 

Figure 6.3 High-level IP2 block diagram in a cluster environment with one GPU 

device per node. The connecting lines and arrows represent information flow in 

the form of file data movement, message passing for command and status flow, or 

memory movement as a part of processing.   
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6.3 Command Structure 
Commands are defined in a recipe file and structured within a task or a series of 

tasks. The concept of the task is to encapsulate operations that require multiple 

commands, but that are operating on the same set of image files. An example of such a 

scenario for task encapsulation is a pair of images that must be calibrated and then co-

added. IP2 can take advantage of the fact that the same images will be retained in 

memory while multiple processing steps are performed in sequence on that memory, 

without having to write the data out to disk and read it back between steps as is the case 

in most typical image processing pipelines. 

6.3.1 Recipe Files 
Tasks and commands are defined in a plain text recipe file. The performance 

motivation of the recipe file is to eliminate the overhead and complexity of writing 

complex shell scripts in order to describe a large number of image processing steps. 

Simple helper applications or shell scripts can be used to automate the generation of the 

recipe files, or they can be written by hand in any text editor. The basic structure of the 

recipe is that of a keyword-parameter pair on a single line: 

 [keyword] <parameter string> [end of line]. 

 

Note that keywords and parameters are case sensitive. 

The purpose of the recipe file is to provide a human readable and writable interface 

to IP2. Once the application is launched, the recipe file is immediately parsed and 

converted into linked-lists of data structures for processing in the compute nodes. The 

parsing is accomplished by high-speed matching of keywords in the recipe file to a 

lookup table. Once matched, the remainder of the line is processed as a parameter, 

where the parameter type is also specified in a lookup table. Any necessary conversions 
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from a text string variable to integers or floating point numbers take place at this stage. 

Keywords and parameters are converted into data structures that are linked in the order 

of discovery, which, for command sequences, becomes the order of execution.  

The syntax is that of nested Task and Cmd (command) operations. All command 

parameters must appear between the Cmd keyword and an associated CmdEnd 

keyword. All commands must be fully contained within a task between the Task and 

TaskEnd keywords. The basic structure of the task/command relationship is illustrated 

in Figure 6.4 and demonstrated in the example recipe shown in Figure 6.9. 
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Figure 6.4 Diagram of task and command hierarchical structure 

In the example recipe that follows in Figure 6.9, there are two independent tasks, 

each operating on separate image files. The tasks can be processed on the same node, 

each in turn, or they can be sent to separate nodes for simultaneous processing. The first 

task in the example performs a calibration step on a set of images, followed by a co-

addition of the calibrated results. The second task performs an OIS subtraction of two 

other images.  

In an MPI enabled environment, these two tasks will be sent to two different 

compute nodes and will be processed completely independently. As many tasks as are 
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needed can be created, and a master node (always MPI processes rank 0) will dispatch 

each task to the first available worker node (workers are any MPI process rank greater 

than 0). The master node will continuously dispatch tasks and monitor for completion 

status from worker nodes until it is able to cycle through all of the tasks defined in the 

recipe. At the completion of all tasks, the master node will send a termination 

instruction to all workers and the program will exit. 

6.4 Image Manipulation Commands 
The primary motivation for the creation of IP2 is to provide an accelerated platform 

for OIS. But a single operation tool, even one as powerful as OIS, is of limited appeal. 

A full-featured pipeline has many image manipulation operations to perform. The most 

basic operations are those used in image calibration. In this context calibration is the 

process taken to clean up the image data from the raw form that comes directly off of 

the detector, a CCD in most cases, by removing instrument induced artifacts. Several 

basic image math operations have been implemented in IP2 to support standard 

calibration functions. The standard calibration operations in Table 6-2 are all 

implemented in OpenMP parallelism. Because most of the commands only perform one 

or two mathematical operations per pixel on the image data, the computation time is not 

sufficient to cover the data movement overhead required for GPU implementations, 

thus GPU implementations are actually slower than OpenMP for these operations. 

Table 6-2 IP2 Basic Commands for Image Calibration  

Command Description 
Add Basic pixel by pixel addition of two or more images 

Median Add Adding two or more images while maintaining scale, this is useful for 

creating co-added or “stacked” images that are scaled to the level of 

the initial input images 

Subtract Basic pixel by pixel subtraction (not OIS), useful for subtracting dark 

and bias images to remove amplifier and thermal noise 

Scale Multiply all pixels in an image by a given floating point value 

Multiply Multiply two images pixel by pixel 

Flat Field A scaled divide of an image by a flat field image, see below for details 
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Table 6-3 lists the OIS commands currently implemented in IP2. These commands 

currently rely on a hybrid implementation of a modified Miller/Buie code suite in IDL 

and OpenMP and CUDA acceleration of the spatially-varying convolution.  

Table 6-3 IP2 OIS Commands 

Command Description 
OIS Complete second-order DFB OIS between two images. The inputs are 

the image and the reference image to be subtracted. The output is 

the OIS subtraction result image. This code is currently 

implemented in IDL. 

Generate OIS Coefficients Generate coefficients for second-order DFB convolution of the 

reference image and output a coefficients file, but do not perform 

the image convolution and subtraction. The inputs are the image and 

the reference image to be subtracted, the output is the OIS kernel 

coefficients file. This code is currently implemented in IDL. 

OIS from Coefficients Performs a convolution and subtraction given the two images and a 

kernel coefficient file found in the previous step. The inputs are the 
image, the reference image to be subtracted and the kernel 

coefficient file. The output is the OIS subtraction result image. This 

code is currently implemented in OpenMP and CUDA. 

 

 

6.4.1 Basic Calibration Commands 
Raw data as read directly from a CCD has several sources of detector induced and 

optically induced artifacts. Systemic thermal photons and offsets induced by digital to 

analog converters and amplifiers from the instrument and the environment can be 

reduced through the use of dark frames and bias frames (Howell 2006). Dark frames are 

images made from exposures with a cover over the telescope or the shutter on the 

camera closed, an example is shown in Figure 6.5. The dark frame is taken for the same 

exposure duration and at the same detector temperature as the science images. As a 

result, the dark frame is a “picture” of the thermal noise photon characteristics of the 

detector. A second type of dark frame is the bias frame, an example of which appears in 

Figure 6.6. The bias frame has zero exposure time, and thus it characterizes an image of 

the offsets induced by the electronics in the camera readout stage. Once captured, the 

bias and the dark can both be subtracted from a raw image through a simple pixel-by-
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pixel subtraction. It is standard practice to co-add several samples of dark and bias 

frames into a master dark and master bias in order to reduce random noise effects. The 

very simple operation for dark frame subtraction is shown in equation(6.1). 

 , ,
N M

x y x y

Dark Bias

Corrected Original
N M

   
     
   

  
  

 
 (6.1) 

While the dark frames primarily correct for detector issues, the flat frames correct 

for optical defects in the telescope system (Howell 2006). The flat field image can 

capture issues with even small amounts of dust and debris on any of the optical 

surfaces, including mirrors, filters, or lenses. The flat field image is also able to 

characterize uneven illumination effects across the FOV such as those induced by 

vinetting.  The flat field image is acquired by taking an exposure of an even “flat-light” 

illuminated field, hence the name. It is also standard practice to co-add several samples 

of the flat images into a master flat in order to reduce random noise effects. An example 

flat field image is shown in Figure 6.7. 

To remove the flat field artifacts from the science image, it is necessary to divide 

the image by a normalized version of the flat field image. The normalization factor is 

acquired by finding an average pixel value from a sample region near the center of the 

flat field, were darkening effects due to vinetting are minimal. The science image is 

then divided, pixel by pixel, by the flat field. 

Example IP2 recipe files used in generating the processed images in this section can 

be found in Appendix A-3. An example of basic image processing is illustrated in 

Figure 6.8. Actual processing results will vary greatly depending on the calibration 

images. At this time, IP2 does not represent any innovation in basic image calibration 

commands, they are merely provided so that the pipeline can keep data internal to the 
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system while preparing images for subtraction or future IP2 features. Future work may 

examine refinements to these basic image manipulation and calibration operations. 

 
Figure 6.5 Example stacked master dark frame. A stacked image of 8 individual 

dark combined using IP2. Image credit: W. Green, F. Mezzalira and S. 

Hartung/SBO. 

 

 
Figure 6.6 Example stacked master bias frame. A stacked image of 10 individual 

bias frames combined using IP2. Image credit: W. Green, F. Mezzalira and S. 

Hartung/SBO. 
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Figure 6.7 Example stacked master flat frame. Artifacts are due to dust and debris 

on the optics, which are out of focus and generate circular Airy disk patterns, and 

vignetting seen as a darkening in the corners. Image credit: W. Green, F. 

Mezzalira and S. Hartung/SBO. 
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 (6.2) 

 
Figure 6.8 Example raw image on the left as read from the CCD, image dark 

subtracted and flat fielded in IP2 on the right. While some random noise remains, 

a great deal of the systemic artifacts has been removed. False color image of the 

Bubble nebula in hydrogen-alpha. Image credit: W. Green, F. Mezzalira and S. 

Hartung/SBO. 
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6.5 Diagnostic and Utility Commands 
It is convenient to use the recipe command interface to provide other functions in 

addition to the built-in image manipulation routines. The extended diagnostic and utility 

commands are listed in Table 6-4.  

The shell command, in particular, allows for a great deal of flexibility by allowing 

an arbitrary string to be passed to the operating system command line. Simple uses of 

the shell allowing recipe files to make directories or move files as needed. The shell 

command also allows the use of externally compiled tools (e.g. the Astromatic 

application suite) for accessing functionality that is not yet available inside of IP2. 

Table 6-4 IP2 Diagnostic and Utility Commands 

Command Description 
Performance Test Runs a series of data movement operations to sample storage and 

bus speeds 

Image Statistics Performs a basic analysis on a specified image to determine max, 

min, and standard deviation characteristics of the image as a whole 

and of the sky background 

Shell Command Allows passing a command string to the operating system command 

shell for execution from a recipe file 

 

Figure 6.9 shows an example IP2 recipe file. Additional examples of recipe files 

that were used for testing in this study are provided in Appendix A-3. 
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Figure 6.9 Example IP2 recipe with two independent tasks 

 

# Input file for the IP2 pipeline defining the processing recipe 

# This is a comment  

JobName testcal 

User Steven Hartung 

Task NameForTask1 

   JobBaseDir /home/steve/ 

# dark subtract images 

   Cmd Subtract 

     InputPath swtest/sbo/bubble/ 

     OutputPath swtest/sbo/bubble/ 

          OutputFitsFile CAL_00000200.Bubble_Nebula.FIT 

     InputFitsFile SCI_00000200.Bubble_Nebula.FIT 

     InputFitsFile DARK_-20_Ha.FIT 

   CmdEnd 

   Cmd Subtract 

     InputPath swtest/sbo/bubble/ 

     OutputPath swtest/sbo/bubble/ 

          OutputFitsFile CAL_00000204.Bubble_Nebula.FIT 

     InputFitsFile SCI_00000204.Bubble_Nebula.FIT 

     InputFitsFile DARK_-20_Ha.FIT 

   CmdEnd 

   Cmd Subtract 

     InputPath swtest/sbo/bubble/ 

     OutputPath swtest/sbo/bubble/coadd/ 

          OutputFitsFile CAL_00000207.Bubble_Nebula.FIT 

     InputFitsFile SCI_00000207.Bubble_Nebula.FIT 

     InputFitsFile DARK_-20_Ha.FIT 

   CmdEnd 

# median combine the calibrated images 

   Cmd MedianAdd 

     InputFileCount 3 

     InputPath swtest/sbo/bubble/ 

     OutputPath swtest/ 

          OutputFitsFile medadd_img.fits 

     InputFitsFile CAL_00000200.Bubble_Nebula.FIT 

     InputFitsFile CAL_00000204.Bubble_Nebula.FIT 

     InputFitsFile CAL_00000207.Bubble_Nebula.FIT 

   CmdEnd 

TaskEnd 

 

# define another task that operates on a different set of files 

Task NameForTask2 

   JobBaseDir /data/test/ 

 Cmd OIS 

     InputPath tmt/ 

     OutputPath tmt/diff/ 

          OutputFitsFile C_A-B_diff.fits 

          InputFitsFile A_img.fits 

     InputFitsFile B_img.fits 

 CmdEnd 

TaskEnd 
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6.6 Data Persistence 
As data size increases, so too does the importance of the data file I/O and the data 

movement within the total computer system, whether that system is a standalone single 

computer or a computing cluster. Large data sets and computer clusters necessitate that 

the file storage is not on the same physical computer that will be responsible for the 

computational processing. In the cluster environment, data and results must frequently 

traverse networks. Even on a single node computer, the hard drive access and data 

transfer speeds are the slowest in the system as compared to CPU and GPU memories 

and the data buses between them. Many of the existing applications for image 

processing rely on writing and reading large amounts of intermediate data used in 

processing, either to a file or to a database (which is fundamentally also to a file, though 

more complex layers of caching may be involved). Since network and hard drive 

storage represent two of the slowest memory transfer buses in a modern computer 

system, such frequent data transfers to file storage can significantly limit the overall 

efficiencies in any image processing pipeline. 

In general, this can be thought of as a multi-level cache-miss problem, which is 

classically characterized by the time-to-access function shown in equation (6.3) (Smith 

1987). 

 m m hT r T T E    (6.3) 

Where T is the average time to access a data element, rm is the ratio of access requests 

that “miss”, meaning that they are not in memory connected directly to the processing 

unit, Tm is the time to fetch the data element when there is a miss, and Th is the time to 

access the data in memory. E is a general catchall term for all other side effects.  

For use in the case of IP2, the cache miss equation (often referred to as a CME in 

computer science literature) serves as a model for data file I/O operations on a gross 
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level. At the file level, each time a file is accessed for the first time in a task it is 

analogous to a cache miss, and the entire access time to load the file from disk to CPU 

memory must be endured. Once the file has been accessed or created in an IP2 task, 

then it can remain in memory and any subsequent access from within the task is 

analogous to a cache hit, and no access time penalty is incurred. This approach can 

provide some insight into the motivation for the high-level file-handling design, and to 

a lesser extent the expected performance of the file I/O portion of IP2 given different 

data storage architectures. This study reformulates equation (6.3) for a model that 

pertains to the movement of a data file from a storage medium to the applicable CPU or 

GPU memory for processing. Equation(6.4) modifies the CME equation to better fit the 

image file access situation in getting the data into CPU accessible memory. 

  
1;  first access by task       

;
0;  already opened by task

ready access readT T T E






   


 (6.4) 

Where Tready is the time delay until the data is in memory and ready for processing, 

Taccess is the time to access the data in remote storage, Tread is the time to read it from 

disk or over a network based on the interconnect speeds; and E is once again the 

catchall for any external system delays (e.g. other competing access for the same bus or 

storage).  

If the data are to be processed on the GPU, then additional memory movements are 

required and equation(6.5) applies. 

 _

1;  first GPU access by task       
;

0;  already in GPU memory      
gpu ready ready gpucopyT T T B







   


 (6.5) 

Where Tgpu_ready is the time delay until the data is in GPU device memory and ready for 

processing, Tready is the same as in equation(6.4), Tgpucopy is the time to copy from CPU 
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memory to the GPU device memory, and B is the catchall for any system induced 

delays affecting the bus connecting the GPU memory and the CPU memory. 

6.6.1 Minimizing Data Movement 
The master node assigns task operations to each worker node, and only the files in 

the assigned task are opened by the worker nodes. In order to minimize data 

movements, IP2 makes an effort to limit image data transfers to only the compute node 

that will operate on them. While all nodes may be aware of the file names from their 

shared knowledge of the recipe file, they will not read or write to data files unless they 

are assigned the task which must access the files. Once a file is opened and in memory, 

it can be kept there throughout the operation of task. This helps to avoid redundant read 

and write operations on the same file. Similarly for GPU operation, state is maintained 

to track when a file’s data resides in GPU memory, and if it has been modified by either 

the GPU or the CPU. When a task is complete, it destroys the data file object 

instantiations, during which any modified data file buffers are flushed to disk, and any 

file that remains open is closed. 

What equations (6.4) and (6.5) demonstrate is that when the data are already 

available in the appropriate level of memory for processing, then there is no delay in 

beginning. For this reason, the IP2 design will attempt to minimize arbitrarily closing a 

file at the command level. Files can be opened and closed at the task level where they 

stand a better chance of reuse once they are in memory. For this reason, each command 

class has a method for data preparation that is separate from the command execution 

method. This separation allows the command pump to open the files that a command 

will need, or have them checked to see if they are open, separately from activating the 

execution of the command.  



 

140 

 

While this is not a critical performance behavior for most systems, it will become 

increasingly important in the realm of supercomputers and when reprocessing large data 

archives. It is being included in the architecture with an eye toward that future need. 

6.6.2 Asynchronous Transfers 
IP2 uses asynchronous data transfers for movement between CPU and GPU 

memory. This has the advantage of moving data in the background using Direct 

Memory Access (DMA).  

Create and 

Initialize 

Object

Open File, 

Allocate Std 

CPU Memory

Read to Std 

CPU memory

Write Std CPU 

Memory to File 

Allocate 

Pinned CPU 

Memory and 

Copy

Close File 

and Destroy 

Object

File exists

Allocate GPU 

Memory and 

Copy from 

Pinned

Command

Active

New empty file

GPU Operation 

Active

GPU Operation
File Read-Only

Command

Complete

File is Writable

File is Writable

Copy Pinned 

CPU Memory 

to Std 

CPU Memory

Copy GPU 

Memory to 

Pinned

Memory

 
Figure 6.10 State diagram illustrating IP2 memory allocation and data movement 

for the data file class. Supporting asynchronous data transfers for the GPU 

memory requires several additional steps and additional copies of the data. The 

additional copies for the GPU are only created if the command is initiating GPU 

operations dependent on the data. Some of the extra memory copies are imposed 

by API compatibility issues in the current implementation. 

The use of the dedicated DMA hardware is another reason that asynchronous transfers 

have the potential for higher performance. Once initialized, the DMA hardware copies 

data with no direct CPU activity. However, this comes at a cost of consuming pinned 

memory, and due to incompatibilities with the cfitsio library and CUDA GPU 
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compatible pinned memory in some early versions, the operation required the 

management and overhead of additional memory copies. Pinned memory is guaranteed 

never to be swapped out to secondary storage or moved to a different physical location 

by the operating system. A fixed memory location is a requirement because once the 

asynchronous transfers are initialized the actual data movement is performed entirely by 

DMA hardware, with no further interaction from the operating system. This means that 

before image data can be copied to and from the GPU, it must first be copied to and 

from a separate pinned memory location. This is expensive in terms memory usage, 

there are two copies of image data in CPU memory at all times when using the GPU, 

and it imposes the additional memory copy overhead on the operating time. Pinned 

memory is also a more limited resource than normally allocated memory. Work 

underway as of this writing should resolve some of these compatibility issues and 

reduce duplicate copies, but the current implementation can be seen in Figure 6.10. 

6.7 Basic Operations Flow Diagrams 
The flow diagrams that follow are based on non-exception-condition operations 

(operating without encountering error conditions). Error handling can be complex and is 

often situational. Thus, in order to keep the diagrams as readable as possible, only 

normal operating paths are shown. 

6.7.1 Initialization Operation and Shutdown 
Figure 6.11shows a high-level flow diagram for the initialization, operations, and 

shutdown of IP2 during MPI operations. This aspect of the design is the operational 

basis for the ability to scale the system in clustered computing environments. More 

worker ranks (blocks in green) can be created in order run more image processing tasks 

simultaneously.  
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Figure 6.11 Flow diagram for the IP2 MPI master and worker rank operations 

IP2 functions with a single master rank, identified by MPI rank zero. All other ranks 

are classified as worker ranks. All ranks read and parse the recipe file, but no action is 

taken until the master rank assigns recipe tasks by unique task-IDs to the individual 

worker ranks. The master rank continuously scans through the task list, assigning any 

pending task to the first available worker rank. Each worker rank processes the task to 

completion, reports status to the master rank, and then returns to the ready state to await 

the next task assignment. Task assignment commands and status are communicated 

with asynchronous message passing in order to avoid blocking continued operation. All 

asynchronous message checking loops are protected by watchdog timers in order to 

protect against uncontrolled infinite loop conditions. If MPI is not in use, or only rank 

zero is detected, then the master thread assigns tasks to itself. The master rank continues 

to assign tasks until all tasks are marked complete. Upon completion of all tasks 

described by the recipe file, the master rank initiates a shutdown of all nodes. 
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6.7.2 Command Dispatch 
A task has been parsed into a collection of linked-lists at the time that the recipe file 

is initially read. There is a linked list of the image processing commands in the order 

that they are to be performed. Each command contains a linked-list of its parameters as 

described by the recipe file. Being developed in the C++ object-oriented programming 

language, all tasks, commands, and parameters are instantiated as objects, each 

containing all of the necessary data structures and linked-list pointer support operations 

and data. During parsing, the command and the parameter type information has been 

converted into lookup-table keys and stored in the instantiated objects. The worker rank 

then traverses the linked-list of command objects with a series of command-agnostic 

handlers that are based on a generic base command class. The command key is used to 

rapidly dispatch the actual execution phase of the appropriate specialized command 

object. 

Each image processing operation is created in a command class. Each command 

class is derived from the base class, shown in the code snippet below, each derived 

command must override the PrepParms and Execute methods to customize the 

operations as needed. The key member variable from the command lookup-table then 

identifies which derived class to call. 
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class ip2_cmd 

{ 

protected: 

   int verbose;  // level of info printout, 0=silent, 3=everything 

    

public: 

   int key;      // key code identifying the cmd 

   ip2cmdstatus status; 

   ip2_cmdparmlist parmlist; // list of parameters that go with this 

cmd 

 

   // cmd linked list support 

   ip2_cmd *prev; 

   ip2_cmd *next; 

 

   ip2_cmd(); 

   virtual ~ip2_cmd(); 

   virtual int PrepParms();      // must be overridden for each cmd 

   virtual int Execute();        // must be overridden for each cmd 

   int Test();         // test the command parsing without executing 

}; 

 

A single instance of a class referred to as a command-pump is instantiated in each 

worker rank, and is responsible for running the task and performing the command list 

traversal. A flow diagram of the command-pump operations is shown in Figure 6.12. 

Start Task

Get Task

Get Next Command

Task Done?

Flush All Data To Disk

Yes
End Task

No

Initialize Cmd 

Parameters

Execute Command

Flush Data as Needed

Cleanup

 
Figure 6.12 Flow diagram for the IP2 command-pump operation that is 

responsible for running the assigned task within a worker rank. 

 

6.8 Hardware and Operating System Compatibility 
The IP2 system has been developed and built in the Linux GNU environment. The 

source code itself is thus portable to a great many hardware environments. Though the 

code is highly portable, not unexpectedly, the makefiles to build the application may 

require reconfiguration for new hardware or operating system environments. The 

principal development environment has been on 64-bit x86 platforms. All initial 
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development efforts have been done on an AMD based 64-bit multi-core platform on 

common-off-the-shelf (COTS) workstation hardware running an Ubuntu distribution of 

the Linux operating system. Specifically, most of the development occurred under 

Ubuntu 10.04 LTS. Ubuntu LTS releases are stable long-term support versions of the 

Linux operating system. The principal focus of work with IP2 to date has relied on the 

GNU open-source compilers (gcc, g++, and mpic++) and the NVIDIA CUDA compiler 

(nvcc). As the work has moved into the supercomputing environments, the Cray-based 

versions of the The Portland Group, Inc. (PGI) compilers are also being explored. 

6.8.1 Cluster 
IP2

 
uses the standard message passing interface (MPI) as the method for 

communication between computation nodes in hardware. A computation node may be 

an entirely separate computer in an MPI enabled cluster, or it may be a CPU processor 

element within a computer or within a hardware node of a supercomputer. 

6.8.2 GPU 
At the time of this writing, the IP2 application is compatible only with NVIDIA 

GPU hardware with an NVIDIA hardware compute capability level of version 2.0 or 

higher. The runtime driver must be CUDA 4.1 or higher. Original code for the 

experiments described in section 4.2.2 was developed under CUDA 3.2, but major 

improvements in multi-device support and the GPU reset mechanism in CUDA 4.x has 

led to dropping the earlier version driver support. 

The GPU interface is well encapsulated inside two classes, a device class and a 

computational unit class. In the future those classes may be enhanced or modified to 

support other GPU environments, without affecting the remainder of the code. 
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6.9 Future Design Considerations 
The need for future commands is conceivably very large. Additional commands can 

be added without significant performance implications. Adding a new command 

requires the creation of a new command class derived from the base command class. 

The new class implements the data handling and command execution specific to the 

new command. In addition, simple entries must be made in the master command lookup 

table, in the recipe parser, and in the command pump to call the new command class 

execution.  Adding a new parameter type is even simpler, the new type only needs to be 

added to the master parameter lookup table, and then it will be parsed automatically and 

it becomes available to be accessed in any command classes that require it. 

Experimentation described in section 4.2.2 utilized multiple GPUs on a single 

physical node (2 GPUs in that case) to further accelerate image processing. Multi-GPU 

nodes can be very practical in terms of power consumption and physical space. The 

addition of a simple GPU allocation and reservation system for MPI threads will allow 

multiple GPUs to operate on a single physical node in IP2. The multi-GPU capability 

development will also coincide with the ability to split large images across multiple 

GPUs, as was done in the experiments in section 4.2.2. Using the current GPU 

hardware, IP2 begins to encounter memory allocation limitations for image tiles slightly 

larger than 8k x 8k. Knowing that there are cameras being deployed presently that are 

10k x10k in a single CCD element (Yuan & Su 2012), it is a priority to extend the 

image tile size capability for GPU processing. 

In the near future, IP2 will need to modify the cfitsio code file read and write 

operations to be compatible with pinned memory buffers, or replace cfitsio with an 

improved FITS file interface. At this time it appears that a different FITS file interface 

will be the most prudent path since IP2 actually only uses a very small part of the cfitsio 
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library of functions. Any changes to the cfitsio data buffer type may require changes 

throughout the cfitsio code, and will certainly require full coverage testing in order to 

assure stability of the customized cfitsio library for future uses. 

Interfacing with existing IDL codes or existing previously compiled applications 

(e.g. the Astromatic applications) provides a way to access a large library of existing 

functionality, but at the cost of achieving the maximum possible processing capability. 

Calling out to these existing tools often requires the use of the file-system to transfer 

intermediate results, which is a very data I/O intensive method. It is the intention of the 

on-going IP2 development effort to develop native OpenMP and CUDA versions of an 

ever increasing number of these external functionalities.   
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7 IP2 Scaling Study 
Utilizing the spatially-varying convolution developed for this study in section 4.2.4, 

IP2 performs admirably on a single computer with multiple CPU cores and even more 

impressively with a compatible GPU installed. More detailed analysis of the single 

node performance is also presented in sections 7.4 and 7.5 of this chapter. However, as 

impressive as single computer results are, they are still insufficient for the needs of 

modern surveys like Pan-STARRS and LSST. To accommodate the current and 

developing field needs, clustered computing environments must be harnessed. IP2 has 

been tested for spatially-varying convolution performance on configurations with over 

100 CPU cores available, and in other configurations with over 3500 GPU cores.  

The benefits of parallel processing are most pronounced in larger images. It is also 

reasonable to expect that images in the future will utilize ever larger CCDs and that the 

use of mosaicked cameras will expand. IP2 was tested for time-of-execution 

performance in two general ways: first, as a function of time to process an individual 

image based on the image size in pixels; and second, as a function of the time to process 

a set number of large images, as in the case of a large mosaicked image camera, given 

various levels of available hardware. The first method provides information about what 

types of image sets should even be considered as a good fit for this tool, and the second 

provides insight into how much hardware one should specify given the size of the data 

problem or the rate of new data acquisition.  

The most common test that was applied was the second-order spatially varying DFB 

convolution. The spatially-varying convolution is the computationally most critical 

component of OIS, it involves the most computations per pixel of any IP2 operation 

completed so far, and it is identical in computational load to the spatially-varying PSF 

correlation operation being introduced by this study. 
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7.1.1 Test Data 
The image size case was evaluated only on a single node (one workstation).  This is 

a valid constraint because of the way IP2 implements the cluster architecture. Thus, the 

single node tests provide valid data for how each node will perform with a given image 

size. Image sizes were tested from 512 x 512 up to 8k x 8k, which is larger than most 

existing single tiles today, but not larger than can be expected to become common in the 

next 3-5 years, and certainly not larger than assembled mosaics. Larger images will be 

supportable in single operations in future hardware as more memory becomes available, 

but larger images will also need to be partitioned in the future and processed in pieces 

using the current level of existing hardware. 

In the example mosaic camera case, the test consisted of actual or simulated Pan-

STARRS image pairs consisting of 60 tiles per image comprising 5.3 GB of images 

data, or simulated LSST image pairs consisting of 189 tiles per image comprising 12.3 

GB of images data. In the case of the Pan-STARRS images, each of the 60 tiles is 4846 

x 4868 pixels. In the case of LSST, each of the 189 tiles is 4096 x 4096 pixels.  

The simulated images were generated by the SkyMaker program from the 

Astromatic suite by Emmanuel Bertin. In each case, two images were generated with 

different seeing, and convolution coefficients were generated for the second-order DFB 

spatially-varying kernel. These images and kernel coefficients were then duplicated into 

complete large images matching the Pan-STARRS or LSST camera layouts. The 

purpose of the simulated images is solely to provide the appropriate computational load 

for timing tests. Once the image dimensions are provided and the kernel coefficients are 

determined, the spatially-varying convolution is completely deterministic and does not 

vary with the actual content of the image. The simulation image definitions and test 

suite generation scripts can be found in Appendix A-2. The simulated image generation 
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definitions contain all information on the sky and seeing parameters used. Figure 7.1 

and Figure 7.2 show the mosaic camera layouts for the Pan-STARRS and LSST 

cameras respectively. 

 
Figure 7.1 Pan-STARRS camera layout. Each blue square represents a 4846 x 

4868 pixel tile. The field of view (FOV) of the circle is 3 degrees across. The total 

of 60 tiles produces the 1.4 Gpx image.  

In actual practice for the Pan-STARRS camera, the 8 corner tiles that are truncated 

by the FOV produce limited usable area for accurate OIS subtraction. A combination of 

large amounts of the image area being dark, and limited usable stars for PSF 

determination yields inconsistent results for the truncated tiles. While these problems 

can be dealt with in an OIS customization for Pan-STARRS, such is not the focus of 

IP2 development at this time. The IP2 timing runs use all 60 tiles. In the author’s 

opinion, 52 tiles more accurately represents the problem that needs to be solved within 

the allotted time, while 60 tiles represents the upper bound on the computational load 

per image pair presented by the Pan-STARRS system. 

The LSST camera and telescope are presently under construction, with first light not 

expected for many years. Unlike Pan-STARRS, no true example images exist yet, so no 

judgment has been made about the effectiveness of OIS on corner tiles. For all 

simulations of the spatially-varying convolution on the LSST simulated data set, all 189 

science imaging tiles are included. Table A-2 in Appendix A-2 includes a listing of the 

spatially-varying convolution kernel coefficients determined in the IDL portion of the 
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code used in IP2, and applied to the scaling and timing studies of the spatially-varying 

convolution. 

Detailed descriptions of the IP2 recipe files used in the testing described in this 

chapter can be found in Appendix A-3. 

 

 
Figure 7.2 LSST camera layout. Each blue square represents a 4096 x 4096 pixel 

tile used for science imaging. The inner dotted line circle represents a 3.5 degree 

across field of view (FOV). The outer circle represents the cameras entire FOV, 

including sensors dedicated to tracking and wave front detection for adaptive 

optics. The total of 189 blue tiles produces the 3.2 Gpx science image. 

7.2 Testing Platforms 
Testing platforms for IP2 consisted of the primary development workstations and 

the National Energy Research Scientific Computing Center (NERSC) HPC facility 

clusters. 

7.2.1 Local Development 
Two systems were constructed for the development and testing of the software in 

this study. Both are built from common-off-the-shelf (COTS) components and run with 

the Linux operating system, specifically the Ubuntu 10.04 LTS Server distribution. 

Ubuntu was chosen for its ease of management and regular security and stability 

updates. The LTS (Long Term Support) distribution was chosen for its stability and 
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compatibility with the GPU CUDA development platform. During the course of this 

study, major operating system and development tool changes were avoided as much as 

possible. The primary development system, named Mercury (shown in Figure 7.3), is 

based on an AMD 64-bit processor, initially configured with an AMD Athlon II X3 

3.1GHz triple-core CPU used in early development and experimentation, and later 

upgraded to an AMD Phenom II 3.2GHz six-core CPU for the IP2 development. 

Initially the system was configured with two NVIDIA GTX465 Fermi series GPUs. 

Each GPU has 352 cores and 1 GB of global memory. The system was later reduced to 

one NVIDIA GTX465 for IP2 development and the second card was moved to another 

system in support of cluster development. 

 
Figure 7.3 The author’s primary GPU development system, named Mercury, 

assembled with a multi-core CPU and shown with two NVIDIA CUDA compatible 

GPU cards. The system has a total 704 GPU processing cores in the configuration 

shown and between 3 and 6 CPU cores, depending on the installed CPU. The total 

cost of parts was approximately USD $1200 at the time of construction in 2011. 

The second GPU card was later moved to the system named Hermes to facilitate 

cluster development and testing. 

To briefly explain the meaning of “Fermi series”, the NVIDIA GPUs have been 

based on major hardware releases named after famous figures in science. The first 

major GPGPU release was the Tesla series, the second generation was the Fermi series, 

GPUs Multi- 
core 
CPU 
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and very recently NVIDIA has begun shipping the third generation Kepler series. Each 

series has seen upgrades in the number of processing cores and the thread management 

capabilities. Because of the success of the initial GPGPU Tesla series, the HPC versions 

with larger memory and optional hardware supporting error-correction-code (ECC) 

memory have unfortunately been marketed as Tesla cards (creating the confusing 

potential of having a Fermi Tesla card and so on). The same major architecture releases, 

Tesla, Fermi, and Kepler
31

, have also been released as consumer grade video cards, 

generally having less memory than the HPC cards, but often having just as many or 

even more GPU cores. A summary of NVIDIA GPU classes appears in Table 7-1. 

Table 7-1 Major developments in NVIDIA GPGPU architecture by chip set classes 

to date
32

. There are hundreds of available configurations in terms of the number 

cores and attached memory per GPU, thus this table presents only typical 

numbers for cards that are well suited for CUDA (Tesla line HPC cards and 

graphics cards in the Quadro and GTX product lines). 

Class Year 
Cores 

(typical) 
Comments 

Tesla 2006 128-240 Double-precision math support added midway through the series in 

2008 (but slow). 16KB of local memory per thread, up to 1024 

resident threads and 16KB of shared memory (sharable between 

threads in the same warp) per internal multiprocessor unit (the unit 

that runs the each warp). 

Fermi 2010 352-512 ECC memory option introduced for HPC cards, accelerated double 

precision math supported in higher-end cards, improved memory 

cache function, improved context switching and predictive 

branching. 512KB of local memory per thread, up to 1536 resident 

threads and 48KB of shared memory per internal multiprocessor 

unit.  

Kepler 2012 448-2688 Up to 2048 resident threads per internal multiprocessor unit. 
Double-precision math execution more differentiated between HPC 

and commodity cards. Commodity cards given more resources for 

single-precision for 3-D rendering, but at the expense of double-

precision speeds. 

 

                                                

31  A listing of CUDA compatible GPU cards and the supported levels of computational functionality is 
available on the NVIDIA web site at : https://developer.nvidia.com/cuda-gpus 
32 Information collected from previous footnote web address and from NVIDIA whitepaper at  

http://www.nvidia.com/content/PDF/fermi_white_papers/NVIDIA_Fermi_Compute_Architecture_White

paper.pdf 
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For development purposes in the clustered MPI enabled environment, a second 

machine was needed. The second system, named Hermes (shown in Figure 7.4), is 

configured with an AMD 64-bit FX-8120 3.1GHz 8-core CPU, running the same 

operating system, software libraries, and drivers as Mercury. Hermes has one NVIDIA 

GTX465 Fermi series GPU installed. 

 
Figure 7.4 The Hermes system, the second physical node in the author’s small 

development cluster. The system has an 8-core CPU and a GPU with 352 cores. 

Mercury and Hermes together form a small cluster connected by GigE (gigabit 

Ethernet), using the MPI and NFS (Network File System) protocols. 

7.2.2 NERSC 
The National Energy Research Scientific Computing Center (NERSC) is a United 

States Department of Energy supercomputing facility based at Lawrence Berkeley 

National Laboratory (LBNL) in California. As a part of the ISAAC project, IP2 was 

granted access to the NERSC systems for the test and development of the application on 

large-scale cluster environments. Access was granted to both standard CPU systems and 
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to GPU-enabled computing nodes. Testing was performed on the two NERSC cluster 

systems known as Carver and Dirac
33

. 

Carver is a liquid-cooled IBM iDataPlex system with 1202 compute nodes and a 

total of 9,984 processor cores (shown in Figure 7.5).  It has a theoretical peak 

performance of 106.5 Tflops. However, such computing power would require 

monopolizing the entire system. Several of the nodes are also dedicated to specially 

configured test-beds.  

All of the Carver nodes are interconnected by InfiniBand hardware, providing 32 

Gb/s for MPI message passing and data I/O, producing significantly higher performance 

than standard gigabit Ethernet can provide. The compute nodes accessed in this study 

each have two quad-core Intel Xeon X5550 ("Nehalem") 2.67 GHz processors for a 

total of eight cores per node.  The utilized nodes each have 24 GB of DDR3 1333 MHz 

memory. 

One of the special test-bed configurations on Carver is a 50 node cluster of GPU 

enabled units named Dirac. In addition to the CPU hardware described above, each 

Dirac node also has at least one CUDA compatible NVIDIA Tesla GPU accelerator 

installed. The nodes used in this study each have one Fermi-class NVIDIA Tesla C2050 

GPU with 3GB of global device memory and 448 GPU processing cores. 

A summary of the test systems can be found in Table 7-2.  

                                                

33 NERSC system details are provided at http://www.nersc.gov/users/computational-systems/ 
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Figure 7.5 The NERSC Carver computing cluster. Dirac is a GPU test-bed of 50 

nodes within the 1202 node Carver cluster. Image source: NERSC/LBNL 

 

Table 7-2 Summary of systems used in IP2 scaling studies 

System  Configuration Comments 
Mercury AMD Phenom II 3.2GHz six-core CPU 

and 8GB DDR3 CPU memory, one 

NVIDIA GTX465 Fermi series GPU 

with 1GB DD5 memory and 352 cores 

The primary code development system and 

single node test bed. 

Hermes AMD 64-bit FX-8120 3.1GHz 8-core 

CPU and 32GB DDR3 CPU memory, 

one NVIDIA GTX465 Fermi series GPU 

with 1GB DD5 memory and 352 cores 

A second system added to form a small 

development cluster when linked with 

Mercury. Nodes are connected by 1Gb/s 

Ethernet. Also available for single node 

testing as needed. 

Carver Two quad-core Intel Xeon X5550 
("Nehalem") 2.67 GHz CPUs and 24 GB 

of DDR3CPU memory per node 

1202 nodes total. Up to 24 nodes were 
available to be applied simultaneously to 

this study. Nodes are interconnected by 32 

Gb/s InfiniBand.  

Dirac Carver nodes each with one Fermi-class 

NVIDIA Tesla C2050 GPU with 3GB 

DDR5 memory and 448 GPU processing 

cores 

50 nodes total (subset of the Carver 

cluster). Up to 12 nodes were available to 

be applied simultaneously to this study. 

 

 

7.3 Data Movement Overhead 
With the large images that are the target of this study, it is important to examine the 

times required to move the data through various parts of the system. Image data must be 

read from and written to disk storage. It must also be moved between CPU and GPU 

memories. 
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Image data I/O tests were run using the IP2 command PerfTest. PerfTest logs 

operations by creating a set of image files of various sizes and flushing the data to disk. 

The test then reopens the files separately and reads them back into data buffers. 

Additional tests move data between various layers of memory, and perform a fixed 

number of floating point operations on data in CPU and GPU hardware for 

comparisons. Ultimately the plan for PerfTest is to provide profiling data that will 

allow for an auto-tuning feature to be implemented in IP2, optimizing the operations to 

some extent for the platform specific hardware that is detected. At this point 

PerfTest merely provides a test that is accessing and operating on data, via the same 

code compile and the same libraries, in the same manner as the actual image processing 

commands. 

All of the test image files generated by the test are stored as floating point FITS files 

(Wells et al. 1981). All image write and read operations utilize the cfitsio library of 

function calls (Pence et al. 1999). 

Data read and write operations were tested on four different platforms available to 

this study. The first is the local development system named Mercury, which operates 

testing from a standard 2TB hard drive with 64MB of cache memory and a 6.0Gb/s 

SATA interface. A second configuration is a UNIX standard Network File System 

(NFS) access by the Hermes system to the previously described Mercury SATA drive, 

accessed over a standard GigE network (gigabit per second Ethernet). 

NERSC offers users two file-systems accessible from all nodes of the Carver and 

Dirac clusters. The HOME file-system is intended for development and long term 

storage, and the SCRATCH file-system, which is optimized for high performance 
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operations. The HOME file-system can achieve a peak throughput of approximately 

100MB/s, the SCRATCH file-system can achieve a peak throughput of 15GB/s. 

7.3.1 Data File Write Operations 
Image data write operations impose the greatest burden when they are operating 

over standard network-based file-systems, when they are competing for local system 

access with other operations, or when disk write buffers are saturated. 

As shown in Figure 7.6, write operations for large image files can take up to several 

seconds over the slower NFS. Most IP2 image commands require one file write 

operation.  

 
Figure 7.6 IP2 image file write operation overhead for various image file sizes 

(average of 8 samples). All images files are stored as floating point FITS files. All 

files are square with each side dimension as shown on the horizontal axis. The 

spike in the local HD plot is most likely due to other operating system contention 

for read operations on the same disk. 

The majority of the IP2 testing for this study focuses on the Pan-STARRS and 

LSST images that consist of tiles that are approximately 4k pixels on a side. For the 

HPC environment at NERSC, the data storage interface speeds are sufficient to transfer 
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many files of that size per second. However, the file write times are a significant burden 

for the NFS file-system mounted over gigabit Ethernet. 

7.3.2 Data File Read Operations 
Read operations are constrained by the hard drive seek times to get to the data and 

the system throughput. In the case of IP2 image data, seek times are negligible because 

the system is dealing with large data files that are stored in mostly contiguous memory 

locations. Disk fragmenting would be the only reason that the file data would not be in 

a continuous coalesced storage location. 

 
Figure 7.7 IP2 image file read operation overhead for various image file sizes 

(average of 8 samples). All images files are stored as floating point FITS files. All 

files are square with each side dimension as shown on the horizontal axis. 

As shown in Figure 7.7, read operations are faster than write operations. The read 

operations include the time to open the data file, allocate the main memory buffer, copy 

the data into the buffer, and initialize image class related data elements. Most IP2 

commands require two file read operations, though a few operate on a single image. 

Some image addition commands (Add and MedianAdd) can have many read 
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operations if a large number of files are to be co-added (the practice commonly referred 

to as stacking). 

In the case of both the read and the write operation, it is important to recognize that 

IP2 will be accessing hundreds to thousands of data files in standard operation. The 

read and write times are a small fraction of the original subtraction times that this study 

began with, but the disk I/O times become a larger proportion of the total start-to-finish 

time as the processing operations are accelerated. Unfortunately, there is no similar 

solution available to accelerate the disk I/O speeds to the same degree that proceeding 

times are being improved. IP2 is architected to scale one-to-one, data files to processing 

nodes, to process hundreds to thousands files. Ultimately, it will be the data storage 

bandwidth that will be the limiting factor in throttling how many nodes can be 

simultaneously applied to the problem at the peak operating level. In section 7.7 this 

study does test sending hundreds of files through IP2.   

7.3.3 Internal Data Transfers 
In addition to file I/O, in the case of GPU processing, IP2 must also transfer image 

data between multiple levels of memory. Before the GPU can process the data, it must 

first be moved into the GPU device memory. After GPU computation the results must 

be copied back to the main CPU memory before they can be written back out to disk. 

The GPU supports both synchronous and asynchronous data transfers and code 

execution. In general, the asynchronous operations offer higher overall performance 

because they allow the GPU device code operation to begin as soon as the memory 

transfer is complete, without needing to return to the CPU context in between. It also 

frees the CPU to do other operations once it has launched the asynchronous GPU 

operations. However, there are several additional pieces of overhead that must be 

accounted for in order to set up the asynchronous data transfers. 
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Figure 7.8 GPU asynchronous memory copy transfer times by image size. Image 

data was copied from the standard allocation CPU memory, to pinned CPU 

memory, to the GPU device memory and back. All transfers were performed 

asynchronously and include all pinned memory and GPU device memory 

allocations. The Async write-read time spans the operations from the initiation of 

the allocation to the completion of a blocking thread synchronization call, at which 

time all data have been returned to the CPU memory location where the process 

began. The Async initialize time consists only of the memory allocation and the 

asynchronous transfer initialization that the CPU must perform directly. 

The GPU supports both synchronous and asynchronous data transfers and code 

execution. In general, the asynchronous operations offer higher overall performance 

because they allow the GPU device code operation to begin as soon as the memory 

transfer is complete, without needing to return to the CPU context in between. It also 

frees the CPU to do other operations once it has launched the asynchronous GPU 

operations. However, there are several additional pieces of overhead that must be 

accounted for in order to set up the asynchronous data transfers. 

Before any GPU asynchronous operations can take place in the CUDA 

environment, a CUDA stream must be initialized. The stream provides a handle to the 

asynchronous operation context. IP2 only needs to initialize the stream once, when the 

GPU device is first initialized and is assigned to the worker compute node. As 

previously discussed, the main FITS file handling library used by IP2 and the GPU 

asynchronous memory transfers require incompatible allocations of the main CPU 

memory. The cfitsio library requires memory buffers created using standard allocation 



 

162 

 

calls, while the asynchronous GPU transfers must use the specialized pinned memory 

on the CPU side. Unfortunately, by mixing the cfitsio library and asynchronous data 

transfers in the same application, all image data destined for or coming from the GPU 

must be duplicated in an additional pinned memory location. In order to understand the 

cost of these additional memory transfers, these internal memory operations were also 

profiled for a sequence of image sizes. 

Data-transfer tests were performed on the Mercury system to characterize the GPU 

memory copy overhead. Mercury employs a PCIe v2.0 x16 data bus, a typical high 

performance interconnect for the GPU. The results can be seen in Figure 7.8. As 

expected the time increases with an increase in data size. The top line is the total time 

for the transfer from the original host CPU memory, to the GPU memory (via the 

pinned memory intermediate copy), and back. The bottom line is the time for the CPU 

to initialize the asynchronous transfer, including the pinned memory and GPU device 

memory allocations.  The vast majority of the initialization time, and the only reason 

that the asynchronous initialization scales with the image size, is due to the memory 

allocation operations. The difference between the two lines is indicative of the time 

available to the CPU for other operations while the transfer is occurring via the 

asynchronous background mechanism. If a particular image processing operation can be 

performed on the image data by the CPU in less time than this transfer takes, then it 

should not be considered for GPU processing in the majority of cases.  

7.4 Single Node OMP Performance 
In the case of a single node system with no GPU available, IP2 can still make very 

effective use of multi-core CPU resources. While targeted at dealing with the largest 

data processing challenges in optical image differencing, the widest potential adoption 

of IP2 may lie in smaller installations where the application could find usefulness 
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behind 1-meter or smaller telescopes. In such situations, computer clusters are unlikely, 

and the single node configuration becomes important. A small facility may not have 

GPU hardware installed for any number of reasons, ranging from financial to power 

budgets at remote sites. However, multi-core CPUs are now ubiquitous, and IP2 can 

make very effective use of them through OpenMP. 

7.4.1 Multi-core Utilization with OpenMP 
 

 

 
Figure 7.9 OMP CPU utilization without GPU support. The top plot shows the 

resting state of an 8-core CPU. The bottom plot shows the same 8-core CPU while 

IP2 is executing the spatially-varying convolution on a Pan-STARRS 60 tile image 

set. The processor utilization is very high, frequently reaching 100% on all 8 

cores, with significant gaps correlating primarily to file i/o over an NFS mounted 

files system. 

One measure of multi-core processing is to look at how much of the available 

processor capacity is being utilized by the algorithm. Figure 7.9 shows the processor 

load of the Hermes system operating as a single node computer while accessing data 

files via the NFS mounted file-system. The system is processing a Pan-STARRS image 

pair with the spatially-varying convolution. All eight CPU cores are regularly pushed to 

100% utilization during the operation. For comparison, the resting state can be seen to 
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utilize perhaps two and at most three CPU cores at a time, and all well below 20% 

utilization. 

7.5 Single Node GPU Performance 
Single node GPU performance was tested on Mercury or Hermes. Mercury was 

used for tests operating completely as a stand-alone system. Hermes served as the test-

bed when all 8 CPU cores were desired and for operations to data storage accessed via 

an NFS network file-system operating on gigabit Ethernet. 

7.5.1 GPU Comparison to OpenMP Threads 
Small images can be processed in less than a second using any configuration that 

was tested, even a single thread. As Figure 7.10 shows, the advantages of parallel 

processing become dramatically apparent for images starting around 4k x 4k (16.8 

million pixels). 

 
Figure 7.10 Comparison of single node OpenMP vs GPU execution times for the 

spatially-varying convolution. The number of OpenMP threads in use is 

represented on the horizontal axis, with the right-most data being the single GPU. 

Square images were used, with the depth axis representing the image size along 

one side (total pixels = side
2
).  
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In addition to processing time, the power required to process images can be factor. 

A series of tests were run on single node systems instrumented with data logging power 

meter (WattUp Pro ES model
34

). The power studies were run against 4k x 4k images 

because that size is where the parallel processing begins to demonstrate more effective 

response to parallelism, as shown in Figure 7.10, and because it is also the tile size of 

the LSST and Pan-STARRS (approximately equivalent tile size) case study examples. 

This test is not intended to be an exhaustive examination of the power consumption 

factors, but it does demonstrate the relationship between computing time and power 

usage for solving the same gigapixel spatially-varying convolution. 

 
Figure 7.11 Power data log for CPU vs GPU computation of 189-tile LSST 

spatially-varying convolution. Each point represents a power sample in watts at 1 

second intervals. The same test of the full LSST sample image was repeatedly run 

using OpenMP running 1 to 6 cores on Mercury, and then on the GTX465 GPU. 

 

Figure 7.11 shows the raw data for the power monitoring test on Mercury. As 

expected, the power consumption increases as more CPU resources are applied to the 

problem, and with more CPU resources the total time decreases. The data logging watt 

meter that was used records instantaneous wattage at regular intervals (every 1 second 

                                                

34 Specifications for WattsUp meters at https://www.wattsupmeters.com 
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in this case). The test includes all file I/O and overhead processing for the complete 

simulated LSST image pair in each configuration. 

The watt meter used is also capable of recording the running cumulative watt-hours 

of power used. Determining the timestamps of each step in the test, it is possible to 

evaluate the total power consumption of the Mercury system for each phase of the test. 

The summary of the total system power consumption for each configuration is shown in 

Table 7-3. The addition of more parallel processing resources steadily improves the 

power efficiency of the operation. 

Table 7-3 Net power consumption summary for CPU vs GPU computation of 189-

tile LSST spatially-varying convolution data from Figure 7.11.  

Processor Elapsed Time 

(sec) (+/- 2) 

Watt-hours 

(+/- 1) 

Peak Watts 

(+/- 10) 
1 CPU active OpenMP core 2470 114 175 

2 CPU active OpenMP cores 1479 76 200 

3 CPU active OpenMP cores 1112 61 225 

4 CPU active OpenMP cores 1024 56 230 

5 CPU active OpenMP cores 900 51 252 

6 CPU active OpenMP cores 803 47 273 

GPU – 352 CUDA cores 520 30 230 

 

The GPU configuration completes the task of processing the entire 189-tile 

simulated LSST image pair spatially-varying convolution with the least amount of total 

power consumption. Because real-time image processing is often done at the remote 

site of a telescope, both the total power and the peak power budgets may need to be 

considered, since remote sites can be constrained in the total power budget that is 

available. The GPU configuration is not the lowest peak power that was demonstrated, 

but it was comparable in peak power to a 4 active-core CPU configuration, while being 

nearly twice as fast and nearly half the total power consumption. Not just in remote 

facilities, but also in a large computing data center, total power consumption is often a 

major expense that must be managed, and peak consumption can also be constrained by 
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the physical limits of facility’s infrastructure. In the case of the Dirac cluster at NERSC 

used to test IP2, similar power consumption performance evaluations have taken place 

in other ISAAC projects. The flops/Watt has been shown to be improved by the 

utilization of GPUs over CPUs in this IP2 study on the single node systems and in the 

GAMER study on the Dirac cluster as another part of ISAAC (Shukla et al. 2011).  

A unique feature seen in the power plot of Figure 7.11 in the GPU configuration is 

the effect of the cooling fan in the GPU module. The GPU in Mercury is configured to 

idle at a lower clock rate and to ramp up clock speeds on demand. The increased clock 

rate and processing activity causes the GPU chip to heat up by 10-20
○
C according to the 

NVIDIA monitoring program installed with the CUDA drivers. As the GPU heats up, 

the integrated cooling fan increases speed to compensate. In this test, the fan in the 

GTX465 card is responsible for approximately a 15W power consumption increase. At 

the end of the test, as the GPU switches back to idle and cools, the extra GPU fan power 

can be seen to gradually decay in response. The net power numbers in the test presented 

here do not include the GPU fan cool-down cycle. 

7.5.2 CPU Utilization During GPU Operations 
Figure 7.12 demonstrates a weakness of the current IP2 GPU implementation. 

When the GPU is principally responsible for the image processing, the majority of the 

CPU cores are underutilized. 

 
Figure 7.12 CPU utilization on Mercury while processing an LSST image set in 

single node operation. Only one CPU core is busy, one or more cores are at 0% 

utilization at times, and none of the six cores are saturated at any time. 
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In a second test of CPU utilization during GPU operations, IP2 was run from a 

system accessing the data over the NFS file-system. Figure 7.13 demonstrates a higher 

usage, as some CPU cores are more occupied with handling the network file-system 

traffic, but overall, the CPUs remain underutilized.  

 
Figure 7.13 CPU utilization and network traffic on Hermes while processing an 

LSST image set in single node operation. One or more CPU cores are at 0% 

utilization at times, and none of the eight cores are saturated at any time. Much of 

the CPU multi-core activity can be correlated to the operating system using multi-

threading in support of the NFS activity. 

A significant amount of CPU processing capability is underutilized during GPU 

operations.  A system of load balancing across both CPU and GPU could further 

improve performance. There is not a simple way of adding such a feature into the 

current single node version of IP2 without the use of MPI. However, with MPI enabled, 

even if only on a single physical node, a simple arbitration mechanism between MPI 

ranks for GPU reservation and release will allow some ranks to process data using the 

GPU when it is available, and others to simply use the CPU via OpenMP when the 

GPU is not available. While the proposed scenario could have lower performance in 

some pathological cases (e.g. those with a small number of tasks), for the large jobs that 
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IP2 is being targeted, it should provide an effective means of further utilizing the 

available computing resources. 

7.5.3 OIS on Next Generation NVIDIA GPU Hardware 
Late in this study, the NVIDIA Kepler-class hardware came to market, the next 

generation hardware architecture following on the Fermi-class hardware that was used 

for all other GPU testing in this work. In the final days of this writing, a Kepler 

GTX660Ti with 3GB of DDR5 memory was made available for testing and was 

installed in the Hermes system. Using the NVIDIA profiler (nvpp) that comes with the 

development toolkit, it was possible to examine the performance in high precision 

detail. Once again the simulated LSST 4k x 4k image tile was chosen for the profiling. 

The results are shown in Table 7-4.  

Table 7-4 Comparison of NVIDIA Fermi and Kepler class GPU cards for the 

spatially-varying convolution using the NVIDIA profiler. An 8-run average is 

shown for a 4k x 4k pixel image. 

GPU 

DDR5  

GPU  

Memory 

GPU to Host 

Image Copy 

(msec) 

Cores 

GPU 

Convolution 

(msec) 

Total IP2 

Convolution 

(msec) 
GTX465 1GB 10.3 352 173.2 2878 

GTX660Ti 3GB 10.0 1344 148.3 2728 

 

The Kepler card does achieve approximately a 15% improvement in the 

convolution, but the remainder of the process involves reading data to and from disk, 

and preparing the GPU in the IP2 C++ routines. The memory copy itself cannot be 

accelerated by much, being mostly a function of the PCIe bus speed, and reading the 

files from disk each time with the associated allocation of the host memory will make 

up the majority (approximately 95%) of the remaining time in the Total IP2 

Convolution column. The majority of the gains at this stage have already been achieved 

in the GPU acceleration of the convolution, and new hardware with deliver only 

incremental gains. The next series of significant gains will need to come from 
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continuing the work on the data movement reductions, and the acceleration of 

additional functions besides the convolution. 

7.6 Comparison Testing to Existing Applications 
As mentioned previously, there are only two publically available, without fee, DFB 

OIS implementations. Both are in IDL (Lee et al. 2010a; Miller et al. 2008), and the 

Miller/Buie code, as it has been called in this study, is simply an optimized version of 

the earlier implementation. At the time of this writing, the IP2 implementation of the 

DFB OIS is a hybrid, using the Miller/Buie OIS to generate the coefficients, and then 

using parallel processing in OpenMP or CUDA to accelerate the spatially-varying 

convolution and final subtraction. In future versions of IP2, all of the coefficient 

generation will be done in the native C++ framework of IP2, using parallel methods 

where they are effective, and the IDL dependencies will be removed for both 

performance and platform compatibility reasons (not all facilities are willing to 

purchase and install IDL). With that stated, IP2 has been configured to allow the recipe 

dispatching framework to call a completely IDL processed version of the DFB OIS, 

thus allowing a direct comparison of the same processing on the same hardware. 

Although it is not a DFB implementation of OIS, the Becker HOTPanTS code is 

also capable of processing large images with an improved version of the Alard ISIS 

code for a GFB OIS. Although the spatially-varying convolution in the GFB is 

computationally much lighter than in the DFB, as a widely used OIS method, the GFB 

OIS can also provide a basis of comparison for existing applications. To that end, the 

Becker code has also been integrated into IP2 framework for a direct comparison of the 

same processing loads on the same hardware. The results are displayed in Figure 7.14. 
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Figure 7.14 Comparison of existing OIS implementations (green) and IP2 OIS 

implementations (blue). Times are an average over ten runs to perform the full 

2
nd

-order spatially-varying OIS including stamp detection and solving the kernel 

coefficients. The times are for one 4k x 4k image tile on one rank. GPU465 

represents the NVIDIA GTX465 card, and GPU660 represents the GTX660Ti 

card. 

It is not practical to break out and isolate the spatially-varying convolution for direct 

comparison in this case, because the internal function calls and data structures for 

generating the kernel coefficients and preparing the kernels are so different between the 

different codes. Therefore, unlike the emphasis in most of this study on the spatially-

varying convolution specifically, that being the dominant computational component in 

OIS, in this section the entire OIS process is compared between the three different 

implementations. The complete process is that outlined in section 4.2.3 on algorithm 

analysis. Thus, in addition to the spatially-varying convolution, these times include the 

background sky removal, the identification and qualification of sample stamp regions, 

and the coefficient determination. 

The configuration that relies only on the Miller/Buie IDL for OIS processing, which 

was the starting point of this study, is clearly far longer than the other options. In fact, a 

full LSST image (189-tile 4k x 4k image) run under the IDL only version of the code 

required over 15 hours to complete on the single node Mercury system.  It must be kept 

in mind that IP2 versions of OIS in these samples are hybrid implementations, where 
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the same IDL code is still used to select stamps and solve for the kernel coefficients, 

then multi-core or GPU implementations take over for the spatially-varying 

convolution. Further accelerations can be expected in future code as the inefficiencies 

of this hybrid arrangement are removed. 

 

 
Figure 7.15 Detail comparison of existing OIS implementations (green) and IP2 

OIS implementations (blue) excluding the full IDL implementation from Figure 

7.14. It should be emphasized that HOTPanTS is limited to conditions of 

symmetrical Gaussian PSFs, and thus is not a direct comparison to the DFB in all 

of the other implementations. It is included in this timing study for general prior-

art OIS comparison purposes only. 

In order to look closer at the times of the faster implementations, Figure 7.15 shows 

a closer look at Becker’s HOTPanTS and IP2 implementations. It must be recalled that 

Becker’s implementation is not a DFB OIS, being limited to the GFB in the public code 

release. As a result the GFB must only calculate approximately 6% (3/49
th
s) of the 

number of bivariate polynomials as described by equation(4.5) for an example 7 x 7 

pixel convolution kernel, at the expense of assuming symmetrical PSFs of Gaussian 

form. The Becker code is easily scalable in the IP2 encapsulated implementation by 

running many MPI ranks, thus it is a useful tool to retain in IP2. Bringing performance 

gains to Becker’s GFB code through the use of OpenMP and possibly even GPU is an 

area for future work, but it is a lower priority due to the fact that the GFB is already 



 

173 

 

understood to be a significant limiting constraint on its applicability. An alternative 

option that may be explored will be using parts of the Becker code as a basis for stamp 

selection and kernel fitting in a DFB code, instead of porting operations from the IDL. 

What the tests in Figure 7.14 and Figure 7.15 demonstrate, is that IP2, even in a 

hybridized implementation with IDL, can perform the much more computationally 

burdened DFB OIS even faster than the existing GFB OIS code can process a 4k x 4k 

image tile. With a single image tile processed in a single computing node rank in under 

30 seconds, the stage is now set to examine cluster scaling in order to process the entire 

gigapixel image at the acquisition rate or faster.  

It has also been shown that the limited incremental improvement in performance 

between the Fermi-series GPU (GTX465) and the Kepler-series GPU (GTX660) for the 

IP2 spatially-varying convolution implementation is minimal (less than 1 second on the 

4k x 4k tile). This is due to other portions of the OIS processes now taking significantly 

longer than the spatially-varying convolution. It must also be noted that the Kepler card 

used here is a commodity card, and the HPC (Tesla) cards with enhanced double 

precision support may be of significant benefit in the future (double precision math is 

severely handicapped in Kepler series commodity cards). Tuning for Kepler hardware is 

an area for future exploration. 

7.7 Cluster MPI/OMP/GPU Performance 
Ultimately IP2 will support multiple GPU devices per node. The spatially-varying 

convolution has already been tested with multiple GPU devices, and partitioning the 

convolution across multiple GPUs is effective for large images. However, the primary 

configuration of the NERSC Dirac cluster is a single GPU per node, as is the Oak Ridge 

National Laboratory (ORNL) Titan computer (a GPU enabled Cray XK6 system). Thus, 

the initial phase of IP2 will be restricted to utilizing a single GPU per physical node. In 
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the initial GPU enabled system tests, each node had only one MPI worker rank. The 

additional CPU cores on the node were allocated to OpenMP thread operations. As 

pointed out in the single node testing, the weakness of this configuration is that when 

the GPU is responsible for the image convolution processing, the CPU cores are largely 

idle. 

7.7.1 NERSC Carver and Dirac Cluster Testing 
To the programmer, Carver is configured as a standard Linux-MPI cluster, 

supporting all of the basic UNIX command line shell environments, and with several 

compiler environments available. The optional packages include the GNU C and C++ 

compilers, and the GNU MPI and OpenMP libraries that the current IP2 is built under. 

The Carver cluster at NERSC served as an IP2 testing environment for large-scale 

cluster computing without GPU support. Experimental testing suggested a change in 

configuration for the MPI/OpenMP cluster that deviated from the GPU supported 

cluster. Without GPUs, the highest performance was achieved when an MPI rank was 

assigned to every available CPU core. The OpenMP configuration in this case was set 

to the platform default of 8 threads. Since there were not 8 additional CPUs available 

for the OMP threads, this situation implied that OpenMP was making very effective use 

of simultaneous multi-threading, also known more generally by the Intel coined 

moniker of hyper-threading. Thus, the system was reconfigured as illustrated in Figure 

7.16 when no GPUs were available, leading to significant increases in computing 

throughput. It should be noted that this practice of overloading the OpenMP thread 

definition above the number of available cores did not show similar benefits on the 

AMD CPUs that were tested. 
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Figure 7.16 High-level IP2 block diagram optimized for the Carver cluster with 

Intel  Nehalem CPUs and without any GPU devices. 

In order to make the best use of the computing resources, all available processing 

cores must be driven to high utilization. On the Carver cluster the best available 

performance is achieved when an MPI rank is assigned to every available CPU core. A 

caveat to this approach is that the available memory on the node is also going to be 

exhausted faster. In the Pan-STARRS test case, there were no memory allocation 

problems. For larger image tiles, memory will become a critical issue that will require 

additional monitoring and may require that the tiles get partitioned and distributed 

across nodes. At the time of this writing, IP2 does not yet support image partitioning 

across nodes. Fortunately, the image configurations for Pan-STARRS and LSST fit 

within the available memory for the operations tested here. 
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Figure 7.17 Dirac and Carver cluster testing of a 60-tile Pan-STARRS second-

order DFB spatially-varying convolution and subtraction. Several system 

configurations are shown from slowest to fastest. The configurations are identified 

by the system name, the number of physical nodes, and the number of MPI ranks 

operating across all of the physical nodes combined. The Dirac system applies one 

GPU device per physical node, the Carver system relies on MPI and OpenMP 

processing alone. Several system configurations are shown from slowest to fastest. 

Performance runs of Pan-STARRS 60 tile images on the NERSC clusters Carver 

and Dirac are shown in Figure 7.17. The IP2 application scales very effectively as 

additional compute nodes are added. In the case of the Carver system, no further 

improvements for the Pan-STARRS 60 tile test are to be expected. The design of IP2 

provides an image tile pair within each task. Thus, any configuration with more than 60 

worker compute nodes, each compute node being associated with an MPI process rank, 

will only result in an excess of initialized but otherwise idle CPU cores. Further gains 

on the non-GPU MPI system can only come from so called “weak scaling” gains, by 

increasing the problem size at the same time that additional compute nodes are added. 

In the real world this will be done by addressing the needs of larger imaging systems, 
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like LSST, or more commonly by supplying more image pairs for processing at any 

given time.  

While the Pan-STARRS test was able to saturate the useful computing power of the 

Carver cluster at 64 MPI rank processes, the Dirac GPU cluster continues to see 

improvement up to the maximum number of compute nodes that were available to this 

study (although Dirac has 50 nodes in total, user accounts of the type granted to this 

study are limited to maximum of 12 GPU nodes).  

The LSST scenario provided an opportunity to test an even larger data set. While 

each LSST tile is slightly smaller than the Pan-STARRS tile, LSST employs just over 

three times as many tiles. With three times the tiles, LSST offers a test scenario that can 

utilize up to 190 MPI processes simultaneously (1 master thread and 189 active 

workers). The LSST data set was tested against Dirac configurations with 3 through 8 

nodes, and the available maximum of 12 nodes.  

The LSST image tile size allows for two copies of the original files and all of the 

associated computational buffers to fit in the available memory for both the CPU and 

the GPU on the Dirac hardware. As a result of this observation, an additional 

experiment was run on the LSST data where two MPI ranks were launched on each 

physical node. This revised configuration means that the GPU hardware must be shared 

by two processes. It also means that twice the amount of data must traverse the same 

PCIe data bus between the CPU memory and the GPU memory. This revised test was 

run on 4,8, and 12 node configurations on Dirac, generating 8,16, and 24 compute node 

class instantiations, approximately doubling the number of worker nodes on the same 

hardware (approximately because there is always  one master node). The resulting gains 

were significant, with the two-compute node per physical node configuration producing 
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an acceleration of 1.5x to 1.7x over the single compute node per physical node. The 

fastest configuration tested achieved a second-order spatially-varying convolution and 

subtraction on the entire 3.2 gigapixel LSST image in 15 seconds using 12 physical 

nodes. 

 

 
Figure 7.18 Dirac and Carver cluster testing of a simulated LSST 189-tile image 

pair. Several system configurations are shown from slowest to fastest. The 

configurations are identified by the system name, the number of physical nodes, 

and the number of MPI ranks operating across all of the physical nodes combined. 

The Dirac system applies independent GPU access per MPI rank in this case (not 

per physical node, as was the previous case), the Carver system relies on MPI and 

OpenMP processing alone.  

 

7.8 Scaling Summary and Analysis 
In parallel processing, two types of scaling are generally considered, weak-scaling, 

as previously described in section 4.1.1, and strong-scaling. IP2 is designed for very 

effective weak-scaling, where more data will respond well to adding more compute 

nodes. But this study also gained insight into the strong-scaling character of IP2, where 

a given size problem can see improved speed-up given more processing power. Strong-

scaling is based on the original interpretation of Amdahl’s Law. The strong-scaling 

character of the IP2 spatially-varying convolution is best fit by a power law equation. 

The Pan-STARRS 60 tile test data for the second-order spatially-varying DFB 
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convolution was analyzed for strong-scaling behavior. Using a least-squares regression, 

empirical equations were found for the strong-scaling on Carver based on the number of 

MPI nodes and separately for Dirac based on the number of GPU nodes.  

 

 

 
Figure 7.19 IP2 strong-scaling characteristic for MPI/OpenMP (OMP) nodes on 

Carver. 

The equation of the fit for the strong-scaling on Carver is shown in equation(7.1) along 

with the quality of the fit factor. 

 
1.106 2t  3343.8n ; 0.9623omp R   (7.1) 

 

 

 
Figure 7.20 IP2 Pan-STARRS 60-tile test strong-scaling characteristic for GPU 

nodes on Dirac. The solid line is a fit of a power law through all points. The 

dashed line is a fit of a power law through the max data points representing a 

worst case time. 
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With twelve nodes used in the test, the strong-scaling retains a significant slope and 

has not yet given a significant indication of leveling off. The fit for the strong-scaling 

on Dirac through all data points is shown in equation(7.2) along with the quality of the 

fit factor.  

 0.672 2t  100.49n ; 0.8249gpu R   (7.2) 

A more pessimistic plot was also generated for the strong-scaling on Dirac through 

the max data points as shown in equation(7.3), thus providing an upper bound on the 

processing time projection. 

 0.653 2

maxt   111.34n ; 0.9319gpu R   (7.3) 

As expected from Amdahl’s Law, the largest gains in strong-scaling occur with the 

initial addition of computing nodes. The later nodes tend toward an asymptotic 

improvement, providing less dramatic increases. In Figure 7.19 the asymptotic behavior 

is clearly apparent, and there is no additional speed-up to be gained in the 60 tile Pan-

STARRS example beyond the 64 MPI ranks tested. In fact it is impossible to achieve 

gains in performance for anything above 61 ranks in this test because any additional 

ranks will only sit idle, with no additional image tiles available to process. It is worth 

emphasizing here that the 64 MPI ranks were achieved with as few as 8 physical nodes, 

and that the number of physical nodes had only slight effects on the performance. The 

maximum number of MPI ranks on the minimum number of physical nodes produced 

the best results by a small margin as can be seen in Figure 7.21. 
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Figure 7.21 Comparison of the same number of MPI process ranks established on 

differing numbers of physical nodes. On the Carver system, more MPI ranks 

established on fewer physical nodes improves performance. The yellow represent 

8 MPI ranks,  light blue is 32 MPI ranks, and purple is 64 MPI ranks. 

 

The final picture for the GPU-based strong-scaling is less clear in Figure 7.20. In 

the case of the Dirac cluster, we can only get a fraction of the way to our architecturally 

imposed maximum performance of one worker node per tile (plus an additional master 

node, which does not require a GPU). To complete the picture, the empirically derived 

scaling equation(7.2) and equation(7.3) were projected beyond the available data up to 

the 60 node architectural limit for the 60-tile problem. As seen in Figure 7.22, a 

theoretical limit of less than 8 seconds is reached for the Pan-STARRS 60-tile test at 60 

GPU nodes even when fitting for only the maximum data points. 
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Figure 7.22 Projected theoretical GPU node strong-scaling limit for IP2 with the 

60 tile Pan-STARRS test. The projection from equation(7.2) is in the solid blue 

line and the upper bound from equation(7.3) is in the dashed orange line. 

 

Similar strong-scaling analysis was performed for the LSST images on the Dirac 

cluster using the GPUs. However, on the day that this testing occurred, an unusual 

opportunity presented itself. On October 11 2012, all of the job queues on the Carver 

cluster were shut down in anticipation of a major software maintenance activity. 

Inadvertently, the job queues on the Dirac test bed sub-cluster were not shut down.  As 

a result, several runs of IP2 were made with almost no other disk storage access activity 

on the system. While the number of runs that were made in this window was small, in 

many ways they more closely represent the performance of a small to medium sized 

cluster solely dedicated to IP2. Figure 7.23 presents the data from these runs. 

Unfortunately the number of runs that were possible under the circumstances is limited, 

and a variance analysis is not possible. 
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Figure 7.23 IP2 LSST 189-tile test strong-scaling characteristic for GPU nodes on 

Dirac. 

Fitting the data points in Figure 7.23 by a least-squares method as before, 

equation(7.4) was obtained for the LSST data set on the Dirac cluster. Figure 7.24 

shows the strong scaling projection out to the architecturally imposed limit of 189 GPU 

processing ranks. The results indicate that IP2 can perform the spatially-varying 

convolution on a complete LSST image in less than 3 seconds on a dedicated system. 

 0.798 2y  182.47x ; 0.9915R   (7.4) 

 
Figure 7.24 Projected theoretical GPU node strong-scaling limit for IP2 with the 

189-tile LSST test based on equation(7.4). 

IP2 has been architected to take advantage of weak-scaling. In Figure 7.25, the 

average time that it takes to processes a single 4k x 4k LSST image tile is plotted for 
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several Dirac cluster configurations (including file write and read operations). As 

expected by the IP2 design, the per-tile processing time for the spatially-varying 

convolution does not change appreciably as more nodes are added to the system. This is 

evidence that the weak-scaling design is effective, and the independent nature of the IP2 

tasks and command architecture allows more images to be processed on more nodes, 

with no adverse effect on the time-per-operation. The amount of variation seen in 

Figure 7.25 is due more to external system load at the time of the run than anything 

else, the slightly longer times being during runs when there was more disk or network 

traffic from other non-IP2 activities.  

At some point in the scaling of IP2, as more MPI ranks and physical nodes are 

added, the system should be expected to show signs of slowing down. Ultimately IP2 

will begin to saturate the disk I/O bandwidth or the MPI communications. Since the 

disk I/O requires the movement of megabytes of data for every image tile, and the MPI 

communications require only bytes of information, in all likelihood it will be the disk 

I/O that saturates long before any signs of throttling due to MPI become apparent. This 

is an area of future study that is already in the planning stage. 

 
Figure 7.25 Average per-tile command execution times for LSST image processing 

as a function of the number of MPI ranks. In keeping with the weak-scaling design 

of IP2, the per-tile execution times are approximately constant, independent of the 

size of the cluster. 
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8 Conclusion and Discussion 

8.1 OIS Acceleration 
This work has accelerated the dominant part of the OIS operation by three orders of 

magnitude from the public IDL implementation. Two to three orders of magnitude 

acceleration is necessary for real-time processing in support of existing and imminent 

gigapixel cameras, and will be of great benefit to efforts to reprocess image data 

archives that range from tens of terabytes to petabytes.  

As the technologies in GPGPU and OpenMP have entered mainstream reliability 

and stability, parallel processing has become an effective tool for accelerating OIS on 

large images. With these performance improvements, this technique has been brought 

in line with the cadence of current and future data acquisition rates for even the largest 

optical telescopes. It also opens the possibility of reprocessing large data archives that 

have never been differenced, or were differenced with methods inferior to the second-

order spatially-varying DFB OIS. Given sufficient data I/O bandwidth to the disk 

storage systems, the current implementation can process second-order DFB convolution 

on an LSST image pair totaling 37.2 GB of data (two files read in and one file result 

written out) in roughly 15 seconds given a modest compute cluster of 12 GPU nodes. 

By simple extrapolation, a petabyte of image data could be similarly processed in 

approximately 16 days. By the weak-scaling architecture of IP2, every doubling of the 

number of physical nodes can halve the execution time in the case of a very large 

problem size, so long as the data storage bandwidth can keep up.  

A spatially-varying convolution operation is a major computational burden, which 

has been very effectively addressed by this work, but it is only a step and is not actually 

a complete reduction of the data into the form of usable information. The IP2 

application developed in this study will continue to improve and expand in scope. In 
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partnership with the ISAAC project, plans are currently under way for large scaling 

performance study to take place in the first quarter of 2013. In the upcoming study, the 

bottlenecks to petaflops data processing rates will be fully explored and addressed to 

the extent possible. Development is also continuing on the addition of image alignment 

and object detection, two critical steps in image differencing operations. It is recognized 

that to become a complete tool, IP2 will ultimately require an integrated plate solver 

function, without which precision astrometry and alignment are not possible. 

Spatially-varying PSF cross-correlation has the potential to be a major advance in 

image processing. This new technique presented in section 5.2.3 is applicable to point 

source target detections and noise reduction in many situations, completely independent 

of image differencing. While the computational burden that it adds to image 

differencing is nearly 3x of the current spatially-varying OIS, such daunting multipliers 

are no longer a great concern given the speed of execution demonstrated in this study. 

IP2 brings a level of parallel programming that has not been previously available to 

astronomy spatially-varying convolution and image differencing. It also offers highly 

scalable processing to an astronomy community where few have had access to such 

powerful methods previously. Ongoing development of IP2 will require many 

additional features for this to become a widely adopted application, but much of that 

work is already committed to and will continue. Before a public code release can be 

made, two issues must be addressed; first, exception handling for file I/O problems and 

memory allocation failures must be tested and strengthened, these are the real world 

issues that general use will frequently encounter; and second, the remaining IDL code 

should be replaced with C++ code to simplify the system compatibility and 

configuration issues, with the additional benefit that the performance will also see 

incremental improvements in some areas. 
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In both of the primary test scenarios, the Pan-STARRS images, and the LSST 

simulated images, IP2 was able to processes the second-order spatially-varying 

convolution and subtraction at a rate faster than the new image acquisition cadence. 

Both Pan-STARRS and LSST are targeting regular operations with 30 second exposure 

times and minimal repositioning times between exposures. This study has accomplished 

a major goal of bringing the spatially-varying DFB convolution within reach of real-

time data processing for these large systems. This goal has also been achieved with an 

amount computing hardware that is realistically affordable and deployable in many 

situations. A cluster of as few as 8 physical nodes can process gigapixel image pairs in 

under 30 seconds. 

8.2 OIS Improvements 

8.2.1 Bright Stars 
Bright stars have long presented difficulties for image subtraction. The root cause of 

this problem comes from operating detectors beyond their linear range. The simplest 

way to avoid this problem is for the telescope operator to understand the nature of their 

detector. With a well characterized detector, any non-linearity up to the saturation point 

can be corrected to some extent. In the case of saturation, masking will always be 

required in order to clean up images sufficiently for automated target detection to 

operate efficiently. The precision masking technique developed here provides a new 

and more accurate tool for highly automated masking in both un-linearized images and 

in cases of saturation. 

The possibility of reverse engineering the non-linear response remains an area for 

future study. One tantalizing possibility would be to use such a method to create a 

linearization function for old photo-emulsion based archives. Creating a linearization 

for plates and film opens up the possibility of OIS image subtraction over very long 
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time intervals. To do so would allow for extensive proper motion studies of stars, and 

may discover previously unknown variable phenomena that change only subtly on 

timescales of decades. 

8.2.2 Spatially-varying Correlation 
PSF cross-correlation has demonstrated an effective method to improve the SNR in 

the DFB OIS by reducing the noise in the images before the kernel fitting process. The 

DFB sampled PSF cross-correlation, and the spatially-varying version in particular, is 

potentially one of the most significant developments to come out of this study with 

general application to optical astronomy. PSF cross-correlation is also applicable in a 

more general sense to improving SNR for faint point-source objects in any image.  The 

application of the PSF correlations method also suggests a possible change in the 

configuration of CCD detectors for telescopes. CCDs are generally prescribed to be 

configured for a pixel scale on the order of 1 arcsecond of sky when installed on a 

telescope (e.g. Howell 2006). The reasoning being that the spatial sampling resolution 

does not need to be significantly higher than the atmospheric seeing conditions will 

allow, which is generally on the order of an arcsecond under very good conditions. 

However, it may be worth revisiting this common assumption. Techniques like PSF 

correlation work best when the PSF model can attain the highest spatial resolution. The 

more pixels that are used to describe the PSF, the more accurately it can be expressed.  

Further experimentation is needed to explore how far the PSF cross-correlation 

operation can be pushed to improve faint object detection. Even with modest aperture 

telescopes, high precision PSF modeling, using pixel scales that are characterized today 

as “over-sampled”, may make it possible to push SNR improvements to new levels.  
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Figure 8.1 Shown is a detail 3-D profile of a variable object, repeated here for 

emphasis from Figure 5.19. On the left is the standard DFB OIS result, and on the 

right is a PSF correlated result. The SNR for this object was improved from 6.14 

to 16.1 by using the PSF-correlation enhanced OIS. 

   

8.3 Lessons Learned in Parallel Programming 
While many claims of 100x or greater speedup are made using GPUs, admittedly 

including a study that is a part of this thesis (Hartung et al. 2012), there is also a need to 

temper such claims with an understanding of what the root causes are behind some of 

the speedups. There are those who are rightfully pointing out that two or more orders of 

magnitude improvement are most often the result of other factors, and that on an even 

field of evaluation CPU architectures are not often so dramatically overtaken by 

GPGPUs (e.g. Lee et al. 2010b). Factors such as poorly structured original code, an 

implementation in a fundamentally slower programming environment, or questionable 

timing comparisons (such as those pointed out by Gregg & Hazelwood 2011) can lead 

to a skewed interpretation of how much of the acceleration is due to the GPU. However, 

it is not uncommon to see at least one order of magnitude improvement when moving 

from multi-core CPUs to GPUs in the same number of computing nodes. Unfortunately, 

one must often look closer at the affiliations associated with some of the papers, on both 

sides of the CPU vs. GPU comparisons. These devices are part of a large and dynamic 

commercial market, and there are vested interests on both sides of the argument. The 

reality is that the total number of available processors will unequivocally result in 
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certain types of problems on a GPU significantly out-pacing a CPU implementation. 

Just as certain is the fact that because of the SIMD constraint on the applicability of a 

problem to a GPU, and because of the additional data movements required to get data to 

and from the GPU, for certain types of problems the CPU will significantly out-pace the 

GPU. This sets the stage for the true nature of the parallel programming acceleration 

challenge. The practitioner must identify the proper portions of the problem to move to 

parallel processing, and which parallel processing technologies to apply, multi-core 

CPU or many-core GPU options.   

Multi-core CPU advances in theoretical peak flops have not been keeping pace with 

the rate at which GPUs are increasing in potential raw computing power, but the multi-

core CPUs are also steadily improving in other ways. While the clock rates have 

plateaued for the last several years, CPU vendors are steadily increasing the number of 

cores and the efficiency of data buses and cache memory. Open standard libraries such 

as MPI and OpenMP make accessing multiple cores and computing clusters of almost 

any size very accessible and very efficient. The CPU is far more versatile than the GPU, 

and in some portions of almost any application that becomes very important. It is also 

true that the applications actually run on the CPU, must use the CPU to access file-

systems and networks, use the CPU to initialize and launch GPU operations, and use the 

CPU to move data to and from the GPU. The goal is then to utilize CPU resources 

effectively, and if the GPU is available, to harness the GPU for those portions of the 

problem where it can excel.  

8.3.1 Thoughts on Parallel Programming Methodology 
Since GPUs are not available in all locations and on all systems, it is also worthy of 

consideration that a multi-core CPU implementation should be created in parallel with 

the GPU implementation. Such an approach has served the IP2 development effort on 
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multiple levels. A clean C implementation was an excellent starting point before porting 

to a GPU. It was far easier to debug the basic algorithm in a single threaded C or C++ 

implementation than it was on the GPU. Even with the new and improved GPU 

debugging tools that are coming out, this will remain the case. Once a clean baseline of 

code was created, it was a relatively simple process to enhance it with OpenMP 

statements such that it can utilize the ubiquitous multi-cores. This development method 

lead to more stable code that can be run in more environments and it provided a basis 

for effective performance comparisons and verification testing.  

Algorithm or Earlier Code

Baseline Single Threaded C/C++ Implementation

GPU ImplementationMulti-core Implementation

Cluster Implemenetation

Single

Physical 

Node

Multi- 

Node

 
Figure 8.2 Approach used for IP2 software development for parallel 

programming. This approach is most applicable to using the cluster computing for 

weak-scaling, as is the case in IP2. 

OpenCL did offer an alternate path to achieving the same goals. However, the 

author and the developers in the other ISAAC projects all found themselves to be more 

effective, with faster time to results, using CUDA for the GPU development. In this 

aspect it was very much a personal preference selection. This was reinforced by the 

shared choice of NVIDIA hardware that had been made independently by author for the 

Mercury system and by the ISAAC lead for the Dirac cluster at NERSC, allowing for 

CUDA to be fully supported in both locations. While the OpenCL model would have 

theoretically offered multi-CPU, GPU, and cluster functionality all in one code, the way 
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that the IP2 code was developed was simpler than it may sound. Creating the baseline 

C++ code allowed for simple debugging of the algorithm and an ability to write clear 

thread-safe code for the calculations. Accelerating the C++ with OpenMP was then an 

almost trivial matter of placing pragma directives around the outer loops. Converting 

the thread-safe loops of the OpenMP code into CUDA kernels was also not difficult in 

the first iteration. For subsequent iterations of the of the CUDA kernels for GPU 

optimization steps, in the opinion of the author, the CUDA debugging and profiling 

tools were far superior to those available for OpenCL at the time of this study. 

Developing IP2 such that it can be very simply compiled with or without CUDA, 

OpenMP, or MPI, has allowed it to have the maximum flexibility to be installed in 

many locations that have no GPU support of any kind. In fact, the development of the 

spatially-varying convolution in OpenMP and CUDA was specifically praised as a 

strong point by the reviewers of the ICIP paper (Hartung et al. 2012). This development 

in OpenMP serves to both, provide a standard method for multi-core processing for 

widespread compatibility, and to provide a reference for the GPU performance relative 

to a well understood method of parallelization for members of the computer science 

community. 

8.4 Hardware Compatibility 
IP2 has been architected to function with a variety of hardware. While it is designed 

to take advantage of GPUs for some of the most computationally intensive pixel 

processing operations, it is not just a GPU-based application. It is a scalable application 

developed in a Linux environment that can be run on a single computer or on a cluster, 

with or without GPUs. By developing IP2 to utilize the ubiquitous OpenMP and MPI 

libraries for CPU based scaling, the application is more portable to existing computer 
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systems without the need for installing CUDA or OpenCL. GPU support through 

CUDA can be installed optionally when applicable.   

8.4.1 GPU Bit-error Considerations 
In speaking at colloquia and in casual conversations with many HPC developers at 

NERSC, it is clear that there is a widespread sensibility in the HPC community that the 

low-cost commercial GPU cards are not suitable for scientific computing applications. 

In applications with high degrees of feedback, a single bit error can propagate deeply 

into the results, corrupting and potentially invalidating the output completely. This is 

the primary argument for using only high-end GPU devices with built-in error 

correction code (ECC) memory. This is a valid concern in many applications, especially 

simulations and analyses that use high recursion with repeated data feedback, but it is 

not a universally valid assessment. Unfortunately, the HPC GPU devices with ECC 

memory cost four times what the commercial video cards cost. The higher cost does not 

add to the amount of computing power in many cases, only to the data security in the 

GPU on-device memory. The highest performance computing in GPUs is often found in 

the commercial video cards, where, for competitive business reasons, each new 

generation is usually released for the desktop/workstation market well ahead of the 

HPC specialty cards.  

The IP2 class of image processing operations is very tolerant of single bit errors, so 

it is an option that may be given cost consideration. In many situations an IP2 pipeline 

can be run effectively on low cost commercial video card GPU hardware. In most IP2 

cases of a single-bit error in GPU memory, the corruption will result in only a single 

invalid pixel, little different from other single pixel noise sources in images. Single 

pixel detections are not a part of the standard usage of OIS, so a single pixel error is 

very unlikely to result in either a false detection or a missed detection. That said, many 
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observatories are constructed at high-altitude, where cosmic rays are far more common. 

Cosmic rays are a source of single bit errors in computer memory. HPC GPU cards with 

ECC memory may be warranted as a general precaution for high-altitude observatories. 

It should also be acknowledged that complete ECC coverage requires end-to-end 

protection. End-to-end means that some form of ECC must be present in every level of 

memory and on every data bus that connects the various memories and processors, 

including all data and code instruction memory paths. This level of ECC coverage is 

very rare, even in most HPC environments.  GPU ECC memory is far from a complete 

cure for single-bit-error corruption, it protects one of many possible failure points. In 

the case of IP2 it protects a region of memory where the data will often reside for 

approximately one second. 

The only portion of the spatially-varying convolution where single-bit corruption of 

data memory might have widespread ramifications is the kernel coefficients. A 

corrupted kernel coefficient could result in badly damaged output. In most cases the 

damage would result in residuals and a large number of false detections in an automated 

system. A simple solution would be to rerun the subtraction. A second option is to 

improve the confidence in the kernel coefficients by placing a checksum on them. A 

checksum is a simple method for detecting corruption in a data stream, as simple as a 

running an integer sum or bit-wise exclusive-or (XOR) over all of the bytes in the 

memory holding the coefficients. The checksum adds a significant burden to each pixel 

convolution, because before the kernel can be generated for the pixel, the kernel 

coefficients must be validated by the checksum. Corruption cannot be corrected by a 

checksum, but it can be detected and used as a signal to fail gracefully or to restart a 

process. Full software ECC would be overkill and an unwarranted burden as 

infrequently as this type error would be expected to strike. 
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8.4.2 IP2 for Supercomputers 
While the Carver system is a supercomputer when used in its entirety, that is not 

how it is generally used, nor is it how it was used for this study. For this study, it is 

more reasonable to describe the Carver and Dirac usage, and what they represent to the 

test results, as HPC clusters. However, IP2 is slated to be run on true supercomputers. 

Work is currently underway to run IP2 on the Hopper system at NERSC. Hopper is 

a Cray XE6, with a 1.28 petaflops peak performance coming from 153,216 CPU cores. 

All IP2 modules currently compile on Hopper, and details of the linking and runtime 

environment are currently in development. Once the Hopper configurations are 

complete, it is planned that the code will be built on the CUDA enabled Titan system at 

the Oak Ridge Leadership Computing Facility (OLCF). Titan is a Cray XK6 currently 

being upgraded to include NVIDIA Kepler-series GPUs on 14,592 of its nodes. Titan is 

expected to exceed 20 petaflops upon completion in 2013.  

Although it is unrealistic to assume that the entire Titan system would be allocated 

to an IP2 run, it illustrates the power of weak-scaling in the face of an enormous data 

set and an IP2-type of design. Assuming similar per node computing power, Titan 

represents a 1216x increase over the 12 node Dirac configuration tested here. Titan 

nodes are very likely to surpass Dirac node speeds given the upgraded Kepler GPUs 

and the Cray system interconnects. With the full power of Titan, a petabyte of LSST 

data could be processed with the spatially-varying convolution in less than 20 minutes. 

At this point Titan would be data I/O bound. Titan will be connected to a data storage 

system that can support up to 240 GB/s of data transfer, which would require 

approximately 72 hours transferring a petabyte of data. Because of the data intensive 

nature of image processing, IP2 would be able convolve up to a petabyte of data every 

72 hours on Titan utilizing only 67 nodes. Preparing the data through image co-
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alignment and kernel coefficient determination would require some additional 

computing time. An allocation for access to approximately 100 nodes would not be 

unreasonable for a special project on Titan with proof-of-concept data available as 

justification. 

Running on true supercomputers serves several purposes. It further explores the 

bounds of scalability, potentially helping to constrain more accurately the points at 

which the MPI communications or the data I/O bandwidth will limit further gains. It 

provides evidence that special project resources, in the form of computer time and large 

amounts of data storage, may be warranted for a future effort to reprocess one or more 

major image archives. And it draws attention to this real-world application from the 

HPC community, potentially creating openings for future enhancements through 

collaborations. 

8.5 Scaling Study Observations 
OpenMP parallelism is a bit of a black box implementation that has yielded some 

less than intuitive results. In the case of the NERSC Carver cluster, the highest 

performance was achieved when all CPU cores on the node were assigned to MPI 

operations, thus not implicitly reserving any purely for OpenMP threads. The system 

did report eight OpenMP threads per core, but it is unclear exactly how they were 

deployed, and how much they relied on simultaneous multithreading to share the CPU 

resources with the MPI threads. Anecdotally, in the case of the Intel CPU hardware 

with hyper-threading support, just as is the case with the GPU programming techniques, 

it appears to be best to bury the processors in as much work as possible and let the 

context switching hardware sort it all out. 

Increasing the number of MPI nodes running on each physical node was beneficial 

in more situations than was originally expected. Some of the gains are easily understood 
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in terms of the locality of communications. Having a larger number of MPI processes 

on the same physical node means that there is less communication between the physical 

nodes. More of the communication traffic is being handled internally on the CPU data 

buses, a little less is being routed through network communications switches, and there 

are far fewer network destinations involved.  

There may also be some advantage in the data storage access patterns with more 

MPI processes per node, though this assertion cannot be fully verified by this study at 

this time. Fewer physical nodes are making larger contiguous requests of the data 

storage nodes. The data in this case was copied to the network storage sequentially, and 

although the full images consist of many separate files, the files are presumably stored 

in close physical proximity to each other. This leads to a natural data coalescing, which 

is ideal for taking advantage of the I/O buffering hardware at both the data storage node 

and the compute node. 

Theoretically, IP2 will continue to scale asymptotically as GPU compute nodes are 

added, up to 60 nodes for the Pan-STARRS example and 189 for the LSST example. As 

expected by the design, the MPI communication is very light weight, allowing for 

continued performance gains as compute nodes are added, right up to the number of 

image tiles to be processed.  

8.5.1 Utilizing More CPUs When GPUs Are Working 
While IP2 can be configured to get very high utilization out of the CPU cores 

available through the use of MPI and OpenMP, and it can get even better performance 

per physical node by using any available GPUs, it is currently implemented as an 

either/or situation. When using GPUs, IP2 is not fully utilizing all of the CPU cores. 

Future additional gains may be possible by finding ways to fully utilize the CPU cores 
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while processing data on the GPUs. This is an area where asynchronous background-

data-I/O threads will come into play in future versions. 

 
 

Figure 8.3 Updated IP2 cluster configuration. The configuration shown allows for 

optimal MPI/OMP operations with Intel hyper-threading CPUs. In order to 

support such a configuration, the GPU must be reserved by semaphore or 

arbitration by the requesting MPI ranks. MPI ranks that request GPU selection 

and loose must make a determination about waiting for a GPU or proceeding with 

the computation via the implicitly available OMP threads.  

8.5.2 Scaling and Archive Reprocessing 
In examining the strong-scaling behavior in section 7.8, the exploration was limited 

to the number of image tiles in the example test set, either 60 for Pan-STARRS or 189 

for LSST. This was done in order to remain true to Amdahl’s Law and the accepted 

definition of strong-scaling. In each case the problem size was held constant, and the 

amount of parallelism was changed. The strong-scaling also allowed for a test of the 

real-time problem, where it was determined that reasonable computing power could be 

brought to the problem in order to solve it in less than the image acquisition cadence 
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time. By contrast, in archive reprocessing, there is no real-time cadence, and the 

problem size can be several orders of magnitude larger than the gigapixel image tests 

that have been run in this study. 

The archive reprocessing scenario is a case where the weak-scaling design is of 

greater importance than the strong-scaling. In the archive situation, the amount of data 

is approaching infinity as compared to the real-time image cadence challenge. In 

examining the weak-scaling behavior of IP2, it has been shown that a single MPI rank 

on the Dirac GPU cluster can process a 4k x 4k image tile with the spatially-varying 

convolution in approximately 1.4 seconds, independent of the number of nodes. 

Similarly, the average time for a single MPI rank on the Carver cluster to process a 4k x 

4k image is approximately 23 seconds using only CPUs, and many more MPI ranks are 

possible on Carver. It becomes a simple matter to determine how much data needs to be 

processed in what time frame. The archive reprocessing can be assessed by a basic 

accounting of the amount of data, the available disk I/O bandwidth to access the data, 

and the computing power that can be brought to bear on the effort. This is the power of 

weak-scaling to address big-data problems. 

8.5.3 Data I/O Challenges  
IP2 has begun to make an effort to address the data I/O challenge, which the scaling 

study projections point to as the next big bottleneck to petascale astronomy image 

processing. At this stage of testing, the data I/O overhead is not a major limiting factor, 

and at the size of the tests performed here, it is not a bottleneck. But as data size grows 

to match that of an archive, the I/O speeds between the data storage nodes and the 

image processing nodes will come to dominate. The only way to combat this challenge 

is to do more useful processing on the images once they have been moved to the 

physical compute node. The basic infrastructure of the data persistence mechanism 
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discussed in section 6.6 is motivated by this problem.  Within the next few months, IP2 

will be able to co-align images, subtract the aligned images, and then detect variable 

objects in the subtraction result; all with a single read of the original input files. Many 

similar processing sequences will be able to be constructed within an IP2 task. This is a 

capability fundamentally and architecturally lacking in all other publically available 

astronomy pipeline tools today. 

8.6 Ongoing IP2 Development 
In addition to the commands demonstrated in this study, Table 8-1 outlines the 

commands currently in active development. 

Table 8-1 IP2 Commands in Active Development 

Command Description 
WCS co-alignment Aligns one of more images to a common reference point with sub-

pixel accuracy based on WCS coordinates to facilitate co-addition 

and subtraction, in addition to a linear interpolation method, an 

existing CUDA-based cubic-spline method is being incorporated 

(Ruijters & Thévenaz 2012) 

Object detection Scan an image for source objects and characterize them in terms of 

flux and size, this is currently performed internally to OIS through 

calls to IDL code as a basis for stamp detection and qualification, 

but it is being moved to native C++/CUDA, and it will be moved to 

its own command external to OIS to allow access in any image 

processing context 

OIS kernel coefficient 

generation (native 

version) 

This is currently performed through calls to IDL code, but it is 

being moved to native C++/CUDA 

Image Background 

Subtraction 

Currently done in IDL and inside of OIS, a C++ version is in 

development as an external command to allow access in any image 
processing context 

 

This study focused on what are considered large single image files by today’s 

standards. The main constraint on the maximum size of the images in the IP2 

implementation is the amount of available memory directly connected to the CPU and 

the GPU. Larger images will be supportable in single operations in future hardware as 

more memory becomes available, but larger images can also be partitioned and 

processed in pieces using today’s existing hardware if required. In the initial study 
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described in section 4.2.2, the two-GPU implementation did exactly that, dividing each 

image in half and processing half on each GPU, then recombining the final results. 

Being able to support multiple GPUs per MPI rank opens up the possibility of further 

acceleration by partitioning images across more GPUs for performance purposes in a 

strong-scaling sense and not just because of size concerns. 

8.6.1 Continued Evolution of the Development Tools 
During this investigation, changes to the operating system and development 

environment were kept to a minimum in order to maximize productivity and reduce risk 

to the project. But major improvements are on the immediate horizon in the just 

released CUDA v5.0. Updating IP2 to CUDA v5.0 will offer a dramatically improved 

development environment with the availability of a fully integrated graphical 

workspace. For the first time, the Linux CUDA development environment will have a 

common graphical interface for programming, compiling, performance profiling, and 

multi-thread debugging. In addition to increased compiler efficiency and faster code 

claims by NVIDIA, the most dramatic improvement for ongoing work will be in the 

speed of development, debugging, and performance tuning afforded by the new IDE 

(Integrated Development Environment). The new IDE is being released under the freely 

available and widely used Eclipse application, the same basic environment that IP2 is 

currently developed in (currently with a much more limited “homespun” Eclipse 

configuration). Thus, the adoption of the new IDE is expected to be both familiar and 

empowering for ongoing work.  

CUDA v5.0 also introduces the ability of CUDA kernels to call other CUDA 

kernels, without the need to exit to the CPU application layer in between.  In future IP2 

versions, this capability offers the potential to sequence several image processing steps 
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in a row asynchronously, without the additional overhead of starting individual kernels 

and waiting for results at every step. 

In addition to CUDA development, it is necessary to remain aware of other many-

core development platforms and libraries. As OpenCL continues to improve and 

mature, it will also be in consideration as an interface for GPU operations in IP2. While 

all current and immediate plans call for operations on NVIDIA hardware, being locked 

to one GPU vendor is a risk. IP2 has also been intentionally developed to operate very 

effectively using only MPI and OpenMP, which are nearly ubiquitous in present day 

computing environments. OpenCL provides a second outlet for access to many-core 

processing should market forces dramatically change the advantages that CUDA is 

currently providing to ongoing GPU development. OpenACC may also provide a 

simple to implement and hardware agnostic interface in the near future. 

Some additional development tools that are available for CUDA compatible GPUs 

are the Thrust
35

 C++ template library (described in chapter 26 of Hwu 2011) and 

PyCUDA
36

 (described in chapter 27 of Hwu 2011). Introduced in 2009, the Thrust 

library has continued to mature. Thrust uses a series of generalized template classes that 

are programmed only in C++, eliminating low-level CUDA development. The library 

itself generates the necessary CUDA kernels from the template class. It is designed to 

offer a method of rapid development for CUDA accelerated computing. As a library, 

Thrust does have an inherent operational overhead, but for many situations it has the 

potential to significantly accelerate the development. At the time that this study was 

begun, Thrust was very new and its future was not at all certain, so it was not chosen as 

a development component of IP2. Thrust has since solidified and its user base has 

                                                

35 Thrust is available at http://thrust.github.com/ 
36 PyCUDA is available at http://pypi.python.org/pypi/pycuda 
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increase significantly. It is definitely an option worthy of consideration for development 

of future components in IP2.  

PyCUDA provides a Python wrapper for CUDA. PyCUDA has also spawned a 

related effort for a Python interface to OpenCL called PyOpenCL
37

. These tools are 

most applicable to bringing GPU functionality into an existing Python environment. 

Python must be considered as a worthy candidate for user interface and front-end 

development in IP2, but as a native C++/CUDA/MPI platform, the IP2 core is less in 

need of a PyCUDA or PyOpenCL. Python is excellent for single node computing, as a 

user interface is generally manifest, but in the opinion of the author, it is not well suited 

to HPC. 

8.6.2 Future Features 
Sub-pixel image alignment requires accurate World Coordinate System (WCS) 

parameters in the image file headers. Accurate image alignment is needed for many 

processes including image stacking and OIS subtraction. Establishing accurate WCS 

coordinates for an image requires what is commonly called a plate solution. The plate-

solver maps known star patterns to centroids of detected sources in the image and 

produces true WCS position information to sub-pixel accuracy. For IP2 to become a 

complete end-to-end processing pipeline, and to do so while addressing the big-data 

challenges to I/O, a native plate-solver will need to be integrated. 

Composite mosaic image assembly is another frequently needed utility. Mosaic 

building can be computationally intensive since each component image must be aligned 

to a common set of coordinates before joining can be done. Once IP2 has native image 

alignment capabilities, mosaic assembly is an obvious next feature. Mosaic assembly 

                                                

37 PyOpenCL is available at http://pypi.python.org/pypi/pyopencl 
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will also require an enhanced background subtraction that allows for equalization 

between multiple images. Pixel re-binning operations will also be needed in order to 

support changes in image pixel dimensions. IP2 already supports native image 

amplitude scaling operations that will be needed for mosaic assembly. 

The concept of a graphical or web-based user interface to assist in generating recipe 

files, monitoring operational status, and viewing results, is also a possibility. Enhancing 

usability must be a consideration for any application development effort. Recipe 

generation and result viewing can be done effectively by a completely separate 

application, and does not require any changes to the IP2 architecture. A real-time 

operational status monitor is a possible exception that may be best implemented with 

the addition of a status API interface to IP2. 

8.7 Closing Thoughts 
 

This study has both improved the potential for OIS through solutions to 

longstanding challenges, and provided a framework for accelerating the spatially-

varying OIS implementation. By leveraging emerging massively-parallel programming 

techniques, like GPUs, OIS has been accelerated to a point where it is now practical for 

any data set today, and it is also scalable into the future. From the previous state-of-the-

art implementation, the processes have been sped up by up to three orders of magnitude 

using commercial off-the-shelf hardware. An additional order of magnitude speed gain 

has been demonstrated when dealing with large data sets and running in an HPC cluster 

environment. Through an architecture built specifically around the weak-scaling 

principal in parallel programing, the IP2 tool can be further scaled by adding more 

hardware for bigger problems. 
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The motivation for this work is not just to speed up an existing algorithm, but to 

enable new astrophysical discoveries. A campaign to process at least one existing 

archival public data set using IP2 is in the planning stage. There is also a proposal 

within ISAAC to build a dedicated IP2 server with GPUs, as a reference design model, 

for on-site deployment in collaboration with a currently active survey.  

The degree to which the spatially-varying convolution has been accelerated by this 

study even opens the possibility of applying the technique to video-rate images from 

imagers with tens of megapixels, a concept that may open new avenues of research in 

astronomy or in other disciplines. In astronomy this may open the possibility of 

automating wide-field high-fidelity temporal measurements of photometry in search of 

rapid transit events (e.g. video-rate light curves for asteroid transits in front of 

background stars to map the outline shape, or exo-planet transits of stars allowing for 

the detection of exo-planet moons). The DFB form of image differencing has the 

potential to be applied in any scenario where the same constant unchanging features can 

be identified in two temporally separated images. Unlike the GFB, which relies on stars 

as point source samples to determine the PSF that must be matched, the DFB can 

conceptually match the optical differences between any two images with the same pixel 

scale and FOV. So long as the photometric scale in the image is linear, and the requisite 

non-variable reference samples can be identified, DFB OIS can be applied. As a result, 

the potential for further development of these techniques may find practical application 

in medical or other image processing sciences. 

The archival reprocessing provides an exciting discovery opportunity. The potential 

for discovery by reprocessing existing public data has already been experienced during 

this study. When searching for examples of moving object images that were already in 

the public domain, the Near-Earth Asteroid Tracking (NEAT) survey data was 
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identified (Helin et al. 1997). At the time of the image selection, there was no 

expectation other than to demonstrate the spatially-varying DFB OIS on actual data. 

Unexpectedly, the very first example chosen revealed an unknown object, clearly seen 

in Figure 8.4, moving in a similar orbit to the known object for which the image was 

originally selected. The second object remains unidentified at this time. An asteroid 

database search prior to publishing the paper in which the subtraction first appeared 

(Hartung et al. 2012), indicated that it is most likely an un-cataloged asteroid, possibly 

even an Earth-orbit-crossing object like the known object in the image.  Though 

anecdotal, the NEAT image reprocessing example is indicative of what undiscovered 

objects must lay within the ever growing astronomy image archives. This wealth of 

under-tapped data is openly available to those with the tools to effectively sift through 

the images for the hidden objects that have been missed so far. 

In addition to reprocessing capabilities for massive amounts of archive data, the IP2 

design offers a method to keep pace with new data in real-time. For many transient 

objects, the time between the onset of the event and the realization of a discovery is 

critical. In order to characterize them accurately, many transient object detections, such 

as supernovae, gamma-ray bursts, or Earth-crossing asteroids, to name a few, require 

follow-up observations within days, hours, or even minutes. The methods demonstrated 

in this study make it possible to respond to time-critical astronomy image processing 

requirements in the gigapixel age.  
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Figure 8.4 An archival image reprocessing example. The object 2002KL-6 was 

known to be in the original images from the NEAT survey (NASA/JPL-Caltech). 

The original pair of images dates to 2004. When the image was recently used as an 

example for an OIS GPU paper by Hartung, et al. (2012), a second unidentified 

moving object was clearly resolved by the spatially-varying DFB subtraction. The 

image is reproduced here in a much larger and clearer size than was possible in 

the original paper.  
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Appendix 

A-1 Glossary 
Table A-1  Basic Glossary of Terms and Abbreviations 

Term or  

Abbreviation 

Definition and 

Comments 
OIS Optimal Image Subtraction 

CPU Central Processing Unit, the standard hardware component 

responsible for running operating systems and programs on 

computers 

GPU Graphical Processing Unit, the co-processing hardware  originally 

designed to accelerate graphics rendering for computers 

GPGPU General Purpose Graphical Processing Unit, a GPU that has been 
adapted to general mathematical operations, or the practice of 

coopting GPUs for general purpose computing as in the phrase 

“GPGPU computing” 

Kernel In image processing, an image-sized or sub-image-sized collection 

of pixels that are used in a mathematical transfer function on a 

larger image 

Kernel In computer science, a small piece of code, often one that operates 

on hardware directly, at a level separate from the main operating 

system 

CUDA Compute Unified Device Architecture, the GPGPU development 

environment including compilers, drivers and libraries supplied by 

the NVIDIA  

IDL Interactive Data Language, a high-level programming language 

designed for image and array processing, popular with a significant 

community of astronomers 

Multi-core A processing unit which may be built of two or more CPUs in the 
same package or built around shared memory and data bus elements 

Many-core Where the number processing cores may number in the hundreds or 

thousands, as in the case of GPUs or supercomputers 

HPC High Performance Computing 

API Application Programming Interface, the collection of software 

functions, constants and variables used to access a shared driver or 

library of code from by a program 

OpenMP or OMP A standard programming library for parallelizing code to utilize 

multi-core CPUs 

MPI Message Passing Interface, a standard programming library used in 

parallel computing for communicating between compute nodes 

Computer node A logically or physically independent computer, often operating in 

coordination with other computer nodes via inter-process 

communications protocols 

Thread A child process of a parent program that can operate independently 

on its own for all or part of the time that the parent program is 

operating 

MPI rank An MPI version of a thread 

Seeing In astronomy, the degree to which turbulence and atmospheric 

refraction affects the quality of focus, either qualitatively as in better 
or worse seeing, or quantitatively as a measure of blurring in 

arcseconds 

FOV Field Of View 
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PSF Point Spread Function, in imaging and optical system, the 

distribution that results from the exposure of light emanating from a 

point source; more generally, a system response to an impulse 

function 

FWHM Full Width Half Max, a measure of the width of a PSF at half the 

peak amplitude, frequently used as a relative measure of the quality 

of focus and seeing 

FITS Flexible Information Transfer System, a data file format standard 

for astronomy 

GFB Gaussian Function Basis, a system using Gaussian functions to 

model a PSF 

DFB Dirac delta Function Basis, a system using delta functions to model 

pixels in a PSF 

CCD Charge-coupled Device, the principle technology of the solid-state 

light sensitive detectors most widely used in digital imaging 

ADU Analog to Digital Units, the raw numerical count for a pixel value 

from a CCD 

FFT Fast Fourier Transform, a standard highly-efficient algorithm for 

performing Fourier transform and inverse transform operations 

 
  



 

219 

 

A-2 Test Data Generation 
The IP2 test data set is very large, making it impractical to move or store in many 

situations. Since a great deal of it can be generated as synthesized data, this section 

provides the necessary definitions to recreate the data set.  

Test files are generated using the SkyMaker application from the Astromatic 

software suite
38

. SkyMaker version 3.3.3 was used in this study.  

The following pages contain the basic configuration file for the subtraction 

reference images. For the purposes of the image generation script files that follow, the 

file is to be named sky_ip2_ois_ref.conf. 

  

                                                

38 http://www.astromatic.net/ 



 

220 

 

# file name: sky_ip2_ois_ref.conf 

# IP2 test data generation file 

# Steven Hartung, 09/23/2012 

# Used with genip2testimages.sh script to build the thesis 

# test suite of varying size OIS files 

# 

  

#--------------------------------- Image ------------------------------------- 

  

IMAGE_NAME      ip2_art512r.fits        # Name of the output frame 

IMAGE_SIZE      512            # Width,[height] of the output frame 

IMAGE_TYPE      SKY             # PUPIL_REAL,PUPIL_IMAGINARY,PUPIL_MODULUS, 

                                # PUPIL_PHASE,PUPIL_MTF,PSF_MTF,PSF_FULLRES, 

                                # PSF_FINALRES,SKY_NONOISE,SKY,GRID 

                                # or GRID_NONOISE 

GRID_SIZE       64              # Distance between objects in GRID mode 

IMAGE_HEADER    INTERNAL        # File name or INTERNAL 

  

#-------------------------------- Detector ----------------------------------- 

  

GAIN            1.0             # gain (e-/ADU) 

WELL_CAPACITY   0               # full well capacity in e- (0 = infinite) 

SATUR_LEVEL     65535           # saturation level (ADU) 

READOUT_NOISE   1.0             # read-out noise (e-) 

EXPOSURE_TIME   240.0           # total exposure time (s) 

MAG_ZEROPOINT   26.0            # magnitude zero-point ("ADU per second") 

# MAG_ZEROPOINT   21.0            # magnitude zero-point ("ADU per second") 

  

#-------------------------------- Sampling ----------------------------------- 

  

PIXEL_SIZE      0.200           # pixel size in arcsec. 

MICROSCAN_NSTEP 1               # number of microscanning steps (1=no mscan) 

  

#---------------------------------- PSF -------------------------------------- 

  

PSF_TYPE        INTERNAL        # INTERNAL or FILE 

PSF_NAME        psf.fits        # Name of the FITS image containing the PSF 

SEEING_TYPE     LONG_EXPOSURE   # (NONE, LONG_EXPOSURE or SHORT_EXPOSURE) 

SEEING_FWHM     0.7         # FWHM of seeing in arcsec (incl. motion) ois 

reference 

AUREOLE_RADIUS  200             # Range covered by aureole (pix) 0=no aureole 

AUREOLE_SB      16.0            # SB (mag/arcsec2) at 1' from a 0-mag star 

PSF_OVERSAMP    5               # Oversampling factor / final resolution 

PSF_MAPSIZE     1024            # PSF mask size (pixels): must be a power of 2 

TRACKERROR_TYPE NONE            # Tracking error model: NONE, DRIFT or JITTER 

TRACKERROR_MAJ  0.0             # Tracking RMS error (major axis) (in arcsec) 

TRACKERROR_MIN  0.0             # Tracking RMS error (minor axis) (in arcsec) 

TRACKERROR_ANG  0.0             # Tracking angle (in deg, CC/horizontal) 

  

#----------------------------- Pupil features -------------------------------- 

  

M1_DIAMETER     3.6             # Diameter of the primary mirror (in meters) 

M2_DIAMETER     1.0             # Obstruction diam. from the 2nd mirror in m. 

ARM_COUNT       4               # Number of spider arms (0 = none) 

ARM_THICKNESS   20.0            # Thickness of the spider arms (in mm) 

ARM_POSANGLE    0.0             # Position angle of the spider pattern / AXIS1 

DEFOC_D80       0.0             # Defocusing d80% diameter (arcsec) 

SPHER_D80       0.0             # Spherical d80% diameter (arcsec) 

COMAX_D80       0.0             # Coma along X d80% diameter (arcsec) 

COMAY_D80       0.0             # Coma along Y d80% diameter (arcsec) 

AST00_D80       0.0             # 0 deg. astigmatism d80% diameter (arcsec) 

AST45_D80       0.0             # 45 deg. astigmatism d80% diameter (arcsec) 

TRI00_D80       0.0             # 0 deg. triangular d80% diameter (arcsec) 

TRI30_D80       0.0             # 30 deg. triangular d80% diameter (arcsec) 

QUA00_D80       0.0             # 0 deg. quadratic d80% diameter (arcsec) 
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QUA22_D80       0.0             # 22.5 deg. quadratic d80% diameter (arcsec) 

  

#--------------------------------- Signal ------------------------------------ 

  

WAVELENGTH      0.8             # average wavelength analysed (microns) 

BACK_MAG        22.0            # background surface brightness (mag/arcsec2) 

  

#------------------------------ Stellar field -------------------------------- 

  

STARCOUNT_ZP    5e5        # nb of stars /deg2 brighter than MAG_LIMITS 

# STARCOUNT_ZP    3e4      # nb of stars /deg2 brighter than MAG_LIMITS 

STARCOUNT_SLOPE 0.3        # slope of differential star counts (dexp/mag) 

MAG_LIMITS      15.0,24.0       # stellar magnitude range allowed 

  

#------------------------------ Random Seeds -------------------------- 

  

SEED_MOTION     2112     # rand. seed for PSF turbulent motion (0=time) 

SEED_STARPOS    2112     # random seed for star positions (0=time) 

  

#----------------------------- Miscellaneous --------------------------- 

  

VERBOSE_TYPE    NORMAL          # QUIET, NORMAL or FULL 

NTHREADS        0               # Number of simultaneous threads for 

                                # the SMP version of SkyMaker 

 

 

 

 

 

 

 

 

The following pages contain the basic configuration file for the subtraction image 

files, the data that represents the inferior seeing. For the purposes of the image 

generation script files that follow, the file is to be named sky_ip2_ois_img.conf.  
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# sky_ip2_ois_img.conf 

# IP2 test data generation file 

# Steven Hartung, 09/23/2012 

# Used with genip2testimages.sh script to build the thesis 

# test suite of varying size OIS files 

# 

  

#--------------------------------- Image ------------------------------------- 

  

IMAGE_NAME      ip2_art512i.fits        # Name of the output frame 

IMAGE_SIZE      512            # Width,[height] of the output frame 

IMAGE_TYPE      SKY             # PUPIL_REAL,PUPIL_IMAGINARY,PUPIL_MODULUS, 

                                # PUPIL_PHASE,PUPIL_MTF,PSF_MTF,PSF_FULLRES, 

                                # PSF_FINALRES,SKY_NONOISE,SKY,GRID 

                                # or GRID_NONOISE 

GRID_SIZE       64              # Distance between objects in GRID mode 

IMAGE_HEADER    INTERNAL        # File name or INTERNAL 

  

#-------------------------------- Detector ----------------------------------- 

  

GAIN            1.0             # gain (e-/ADU) 

WELL_CAPACITY   0               # full well capacity in e- (0 = infinite) 

SATUR_LEVEL     65535           # saturation level (ADU) 

READOUT_NOISE   1.0             # read-out noise (e-) 

EXPOSURE_TIME   240.0           # total exposure time (s) 

MAG_ZEROPOINT   26.0            # magnitude zero-point ("ADU per second") 

# MAG_ZEROPOINT   21.0            # magnitude zero-point ("ADU per second") 

  

#-------------------------------- Sampling ----------------------------------- 

  

PIXEL_SIZE      0.200           # pixel size in arcsec. 

MICROSCAN_NSTEP 1               # number of microscanning steps (1=no mscan) 

  

#---------------------------------- PSF -------------------------------------- 

  

PSF_TYPE        INTERNAL        # INTERNAL or FILE 

PSF_NAME        psf.fits        # Name of the FITS image containing the PSF 

SEEING_TYPE     LONG_EXPOSURE   # (NONE, LONG_EXPOSURE or SHORT_EXPOSURE) 

SEEING_FWHM     0.8               # FWHM of seeing in arcsec (incl. motion) 

ois image 

AUREOLE_RADIUS  200             # Range covered by aureole (pix) 0=no aureole 

AUREOLE_SB      16.0            # SB (mag/arcsec2) at 1' from a 0-mag star 

PSF_OVERSAMP    5               # Oversampling factor / final resolution 

PSF_MAPSIZE     1024            # PSF mask size (pixels): must be a power of 2 

TRACKERROR_TYPE NONE            # Tracking error model: NONE, DRIFT or JITTER 

TRACKERROR_MAJ  0.0             # Tracking RMS error (major axis) (in arcsec) 

TRACKERROR_MIN  0.0             # Tracking RMS error (minor axis) (in arcsec) 

TRACKERROR_ANG  0.0             # Tracking angle (in deg, CC/horizontal) 

  

#----------------------------- Pupil features -------------------------------- 

  

M1_DIAMETER     3.6             # Diameter of the primary mirror (in meters) 

M2_DIAMETER     1.0             # Obstruction diam. from the 2nd mirror in m. 

ARM_COUNT       4               # Number of spider arms (0 = none) 

ARM_THICKNESS   20.0            # Thickness of the spider arms (in mm) 

ARM_POSANGLE    0.0             # Position angle of the spider pattern / AXIS1 

DEFOC_D80       0.0             # Defocusing d80% diameter (arcsec) 

SPHER_D80       0.0             # Spherical d80% diameter (arcsec) 

COMAX_D80       0.0             # Coma along X d80% diameter (arcsec) 

COMAY_D80       0.0             # Coma along Y d80% diameter (arcsec) 

AST00_D80       0.0             # 0 deg. astigmatism d80% diameter (arcsec) 

AST45_D80       0.0             # 45 deg. astigmatism d80% diameter (arcsec) 

TRI00_D80       0.0             # 0 deg. triangular d80% diameter (arcsec) 

TRI30_D80       0.0             # 30 deg. triangular d80% diameter (arcsec) 

QUA00_D80       0.0             # 0 deg. quadratic d80% diameter (arcsec) 
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QUA22_D80       0.0             # 22.5 deg. quadratic d80% diameter (arcsec) 

  

#--------------------------------- Signal ------------------------------------ 

  

WAVELENGTH      0.8             # average wavelength analysed (microns) 

BACK_MAG        22.0            # background surface brightness (mag/arcsec2) 

  

#------------------------------ Stellar field -------------------------------- 

  

STARCOUNT_ZP    5e5             # nb of stars /deg2 brighter than MAG_LIMITS 

# STARCOUNT_ZP    3e4             # nb of stars /deg2 brighter than MAG_LIMITS 

STARCOUNT_SLOPE 0.3             # slope of differential star counts (dexp/mag) 

MAG_LIMITS      15.0,24.0       # stellar magnitude range allowed 

  

#------------------------------ Random Seeds --------------------------------- 

  

SEED_MOTION     2112               # rand. seed for PSF turbulent motion 

(0=time) 

# SEED_MOTION     2001               # rand. seed for PSF turbulent motion 

(0=time) 

SEED_STARPOS    2112               # random seed for star positions (0=time) 

  

#----------------------------- Miscellaneous --------------------------------- 

  

VERBOSE_TYPE    NORMAL          # QUIET, NORMAL or FULL 

NTHREADS        0               # Number of simultaneous threads for 

                                # the SMP version of SkyMaker 

 

 

 

 

 

 

 

 

The following pages contain the bash script file for generating the image and 

reference model test files in a collection of sizes. These files are then used in their 

existing form, or are duplicated into mosaic camera layouts.  
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# 

# File: genip2testimages.sh 

# 

# IP2 test data generation file 

# Steven Hartung, 09/23/2012 

# Script to build the thesis test suite of varying size OIS files 

# 

# Requires Bertin's Astromatic program Skymaker (sky) 

# 

IMGSZ=512 

sky -c sky_ip2_ois_img.conf -IMAGE_NAME img/ip2_art${IMGSZ}i.fits -IMAGE_SIZE $IMGSZ 

sky -c sky_ip2_ois_ref.conf -IMAGE_NAME ref/ip2_art${IMGSZ}r.fits -IMAGE_SIZE $IMGSZ 

IMGSZ=1024 

sky -c sky_ip2_ois_img.conf -IMAGE_NAME img/ip2_art${IMGSZ}i.fits -IMAGE_SIZE $IMGSZ 

sky -c sky_ip2_ois_ref.conf -IMAGE_NAME ref/ip2_art${IMGSZ}r.fits -IMAGE_SIZE $IMGSZ 

IMGSZ=2048 

sky -c sky_ip2_ois_img.conf -IMAGE_NAME img/ip2_art${IMGSZ}i.fits -IMAGE_SIZE $IMGSZ 

sky -c sky_ip2_ois_ref.conf -IMAGE_NAME ref/ip2_art${IMGSZ}r.fits -IMAGE_SIZE $IMGSZ 

IMGSZ=4096 

sky -c sky_ip2_ois_img.conf -IMAGE_NAME img/ip2_art${IMGSZ}i.fits -IMAGE_SIZE $IMGSZ 

sky -c sky_ip2_ois_ref.conf -IMAGE_NAME ref/ip2_art${IMGSZ}r.fits -IMAGE_SIZE $IMGSZ 

IMGSZ=6144 

sky -c sky_ip2_ois_img.conf -IMAGE_NAME img/ip2_art${IMGSZ}i.fits -IMAGE_SIZE $IMGSZ 

sky -c sky_ip2_ois_ref.conf -IMAGE_NAME ref/ip2_art${IMGSZ}r.fits -IMAGE_SIZE $IMGSZ 

IMGSZ=8192 

sky -c sky_ip2_ois_img.conf -IMAGE_NAME img/ip2_art${IMGSZ}i.fits -IMAGE_SIZE $IMGSZ 

sky -c sky_ip2_ois_ref.conf -IMAGE_NAME ref/ip2_art${IMGSZ}r.fits -IMAGE_SIZE $IMGSZ 

IMGSZ=10240 

sky -c sky_ip2_ois_img.conf -IMAGE_NAME img/ip2_art${IMGSZ}i.fits -IMAGE_SIZE $IMGSZ 

sky -c sky_ip2_ois_ref.conf -IMAGE_NAME ref/ip2_art${IMGSZ}r.fits -IMAGE_SIZE $IMGSZ 

IMGSZ=12288 

sky -c sky_ip2_ois_img.conf -IMAGE_NAME img/ip2_art${IMGSZ}i.fits -IMAGE_SIZE $IMGSZ 

sky -c sky_ip2_ois_ref.conf -IMAGE_NAME ref/ip2_art${IMGSZ}r.fits -IMAGE_SIZE $IMGSZ 

IMGSZ=14336 

sky -c sky_ip2_ois_img.conf -IMAGE_NAME img/ip2_art${IMGSZ}i.fits -IMAGE_SIZE $IMGSZ 

sky -c sky_ip2_ois_ref.conf -IMAGE_NAME ref/ip2_art${IMGSZ}r.fits -IMAGE_SIZE $IMGSZ 

IMGSZ=16384 

sky -c sky_ip2_ois_img.conf -IMAGE_NAME img/ip2_art${IMGSZ}i.fits -IMAGE_SIZE $IMGSZ 

sky -c sky_ip2_ois_ref.conf -IMAGE_NAME ref/ip2_art${IMGSZ}r.fits -IMAGE_SIZE $IMGSZ 

 

IMGNAME=_ps1_ 

IMGSZ=4846,4868 

sky -c sky_ip2_ois_img.conf -IMAGE_NAME img/ip2_art${IMGNAME}i.fits -IMAGE_SIZE $IMGSZ 

sky -c sky_ip2_ois_ref.conf -IMAGE_NAME ref/ip2_art${IMGNAME}r.fits -IMAGE_SIZE $IMGSZ 

 

 

 

 

Once the basic image model files have been created, The IDL code can be run to 

generate second-order DFB convolution coefficient files for each image pair. The script 

that follows will generate a complete set of images in the LSST camera layout using the 

reference, image, and coefficient model files.   
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# file: lsstartgen.sh 

# build a set of IP2 art data (simulated) LSST image pairs 

# base files must in directory ./model 

mkdir ../tile 

 

declare -i x=0 y=0 cnt=0 omit=0 

strx=$x 

stry=$y 

 

# loop over the entire camera tile array copying a 4096x4096 tile pair for each science 

image tile 

# in the proposed LSST camera, 189 tiles in all, 3x3 corners are not used 

while [ $(((x<15)&&(y<15))) = 1 ]; do 

   if [ $(((x<3)&&(y<3))) = 1 ] || [ $(((x>11)&&(y>11))) = 1 ] ||  [ $(((x<3)&&(y>11))) 

= 1 ] || [ $(((x>11)&&(y<3))) = 1 ]; then 

      # these are the omitted corner locations 

      omit=omit+1 

   else  

      if [ $((x<10)) = 1 ]; then 

         strx=0${x} 

      else 

         strx=${x} 

      fi 

      if [ $((y<10)) = 1 ]; then 

         stry=0${y} 

      else 

         stry=${y} 

      fi 

      echo X${strx}_Y${stry} 

      # ip2_art4096_ckern.txt  ip2_art4096i.fits  ip2_art4096r.fits 

      cp ip2_art4096i.fits ../tile/ip2_lsst_X${strx}_Y${stry}_i.fits 

      cp ip2_art4096r.fits ../tile/ip2_lsst_X${strx}_Y${stry}_r.fits 

      cp ip2_art4096_ckern.txt ../tile/ip2_lsst_X${strx}_Y${stry}_ckern.txt 

      cnt=cnt+1 

   fi 

 

   # next column 

   y=y+1 

 

   if [ $(((x<=15)&&(y>=15))) = 1 ]; then 

   # start a new row 

      x=x+1 

      y=0 

   fi 

done 

 

echo "$cnt file pairs created" 

 

date 

echo "All done. IP2 LSST test set generation complete."; 
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# file: ps1artgen.sh 

# build a set of IP2 art data (simulated) PS1 image pairs 

# must be run from the model file directory 

# build the image files for the PS1 orthogonal transfer array 

# CCDs into the folder ota 

mkdir ../ota 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY02.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY03.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY04.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY05.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY11.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY12.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY13.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY14.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY15.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY16.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY20.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY21.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY22.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY23.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY24.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY25.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY26.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY27.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY30.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY31.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY32.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY33.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY34.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY35.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY36.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY37.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY40.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY41.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY42.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY43.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY44.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY45.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY46.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY47.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY50.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY51.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY52.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY53.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY54.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY55.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY56.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY57.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY61.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY62.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY63.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY64.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY65.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY66.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY72.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY73.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY74.fits"; done 

for f in *.fits; do cp "$f" "../ota/${f%.fits}_XY75.fits"; done 

# now create coefficient file copies 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY02.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY03.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY04.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY05.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY11.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY12.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY13.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY14.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY15.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY16.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY20.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY21.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY22.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY23.txt"; done 



 

227 

 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY24.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY25.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY26.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY27.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY30.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY31.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY32.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY33.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY34.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY35.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY36.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY37.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY40.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY41.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY42.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY43.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY44.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY45.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY46.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY47.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY50.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY51.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY52.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY53.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY54.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY55.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY56.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY57.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY61.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY62.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY63.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY64.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY65.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY66.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY72.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY73.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY74.txt"; done 

for f in *.txt; do cp "$f" "../ota/${f%.txt}_XY75.txt"; done 

date 

echo "All done. PS1 set complete."; 
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As mentioned in the main text, once the coefficients have been determined, the 

spatially-varying convolution run-time is a function of image size and not of image 

content. Thus, the simulated images described above will suffice for any comparison. 

However, the Pan-STARRS tests were usually performed using actual 60-tile images. 

The Pan-STARRS data are not yet publically released, but in the interest of 

completeness, and knowing that they are scheduled to be released in 2014, the 

following images were used (specified by the Pan-STARRs image naming system): 

 o6006g0251o.467648.ch.428840 

 o6006g0273o.467671.ch.428862 

 o6006g0295o.467692.ch.428884 

 o6006g0317o.467714.ch.428906 
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Table A-2 contains the coefficients for the 4k x 4k simulated image used in the LSST 

simulated data to solve equation(4.5), 
2 2

, , 00 01 02 11 10 20x y B
a a a y a y a xy a x a x      , for every 

pixel of the kernel at every pixel in the image. 

Table A-2 Spatially-varying 2nd-order coefficients for 4k x 4k simulation image. 

The image required a 7x7 kernel, represented on the left. The coefficients on the 

right correspond to the darkened cell in the kernel. 

  

a 00 a 10 a 20 a 01 a 11 a 02

-1.3583338E+00 1.5725688E-03 -3.0707375E-07 -1.7299990E-05 -1.1372875E-07 6.2169728E-08

1.3523657E+00 -9.0126975E-04 1.7316136E-07 -9.1303774E-04 1.0169592E-07 1.7835301E-07

1.5460430E+00 -6.6691571E-04 1.1127087E-07 -9.5384599E-04 -4.3424762E-09 1.9208368E-07

-3.3658193E+00 2.0310524E-03 -3.6487043E-07 1.6325783E-03 -6.3244529E-08 -2.9990448E-07

3.1420938E+00 -3.4833511E-03 6.5169334E-07 3.5800576E-04 1.6920059E-07 -2.1471766E-07

-3.2551808E+00 2.3755600E-03 -4.1447622E-07 9.5687737E-04 -1.3830969E-07 -1.0176082E-07

1.3595281E+00 -9.4067907E-04 1.4788780E-07 -4.1127482E-04 8.6119526E-08 3.2549038E-08

kermel pixels
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(Table A-2 cont.) 

 

  

a 00 a 10 a 20 a 01 a 11 a 02

2.9588721E+00 -3.3152725E-03 6.0630727E-07 1.4712172E-04 3.0099101E-07 -1.9880641E-07

-3.7122994E+00 -4.6818275E-04 2.3724106E-07 5.2878632E-03 -2.4880701E-07 -1.1211390E-06

-8.0548517E-01 3.8560096E-03 -9.5466372E-07 -2.8600330E-03 1.2183371E-07 6.0774162E-07

2.3240691E+00 -5.4673361E-03 1.3084946E-06 2.5346664E-03 -9.2367647E-08 -5.5053737E-07

-9.3673655E-01 8.3724000E-03 -1.8408204E-06 -7.7946078E-03 -2.2432814E-07 1.9273088E-06

4.0377128E+00 -4.3868201E-03 8.8358635E-07 1.4341704E-04 1.5542563E-07 -1.7270494E-07

-1.7407179E+00 1.7551485E-03 -3.0214987E-07 -4.0796912E-05 -1.4860988E-07 1.0601720E-07

kermel pixels
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(Table A-2 cont.) 

 

  

a 00 a 10 a 20 a 01 a 11 a 02

-1.6398444E+00 3.8191766E-03 -6.9180966E-07 -2.6556348E-03 -3.7100437E-07 8.1943871E-07

1.7948891E+00 7.0206522E-04 -2.3472705E-07 -3.3959999E-03 2.2006707E-07 7.3779408E-07

3.5219773E+00 -2.4251508E-04 2.8527511E-08 -3.9662386E-03 -9.8648032E-08 9.2370358E-07

-5.2859483E+00 4.4604032E-05 5.4821944E-08 6.6066255E-03 7.0129848E-08 -1.5124927E-06

2.6053510E+00 -5.8627932E-03 1.0940057E-06 3.7803350E-03 4.2112966E-07 -1.1289989E-06

-5.4019101E+00 1.1563342E-03 -1.1251269E-07 4.7693846E-03 -9.8850696E-08 -9.7130737E-07

9.3550716E-01 -8.0251422E-04 1.0398845E-07 -8.8431723E-05 9.6498047E-08 -3.7625423E-08

kermel pixels
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(Table A-2 cont.) 

 

  

a 00 a 10 a 20 a 01 a 11 a 02

3.0330929E-01 -1.9727282E-03 2.7032686E-07 2.6185705E-03 3.3822111E-07 -8.0387011E-07

-4.3366668E+00 -1.7332725E-03 5.4064336E-07 7.5071801E-03 -2.6773444E-07 -1.6399647E-06

4.2335868E+00 -2.0582920E-03 3.3050536E-07 -2.7526448E-03 2.2863316E-07 4.8547814E-07

-9.0444502E-01 7.9102261E-04 -9.8998150E-08 1.8324114E-04 -6.7068626E-08 4.0123451E-08

2.0383047E+00 7.2689799E-03 -1.5234666E-06 -1.0423968E-02 -4.7578130E-07 2.6226594E-06

1.0735065E+00 -3.4473080E-04 1.2712543E-07 -9.5062514E-04 -1.2286381E-07 2.5902699E-07

2.3997422E+00 1.4284987E-04 -1.0011559E-07 -2.8260275E-03 1.1182007E-07 5.7117835E-07

kermel pixels
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(Table A-2 cont.) 

 

  

a 00 a 10 a 20 a 01 a 11 a 02

6.3122772E-01 6.3772233E-04 -1.6513955E-08 -2.1307906E-03 -2.5421190E-07 6.2752314E-07

4.8935611E+00 -7.5127729E-04 2.7556965E-08 -5.8645185E-03 3.5253000E-07 1.2527897E-06

-5.9811654E+00 6.7652160E-03 -1.4305288E-06 9.4301980E-04 -3.4899077E-07 -7.2771184E-08

2.6633801E-01 -3.2986281E-03 8.0054402E-07 2.8502672E-03 1.1536207E-08 -6.4085642E-07

7.1671106E-01 -5.4457760E-03 1.0277769E-06 5.8044456E-03 4.2868713E-07 -1.5950590E-06

1.5503771E-01 -6.9074504E-04 6.9979132E-08 5.2356453E-04 2.5511194E-07 -2.2027693E-07

-3.9403152E+00 6.1248622E-04 7.0837632E-09 3.8109179E-03 -2.7172617E-07 -7.1790264E-07

kermel pixels
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(Table A-2 cont.) 

 

  

a 00 a 10 a 20 a 01 a 11 a 02

5.3839760E-01 -1.4158656E-04 -7.2556007E-08 -2.1416431E-04 2.0865202E-07 -4.8499988E-08

-6.4096460E+00 1.7937811E-03 -1.9391724E-07 6.5171109E-03 -4.7188282E-07 -1.3314397E-06

8.0043704E+00 -5.5161979E-03 1.0222627E-06 -4.5839400E-03 5.3662324E-07 8.2813431E-07

-2.2982452E+00 1.4069714E-03 -2.2294358E-07 1.5354320E-03 -2.3113475E-07 -2.6512825E-07

3.5399030E-01 4.3805267E-03 -9.8239621E-07 -5.3194311E-03 -4.5076659E-08 1.2840912E-06

-1.7285121E+00 -1.0235398E-04 1.7919016E-07 1.9988934E-03 -3.4399726E-07 -3.0416894E-07

3.4652349E+00 -4.8261191E-04 -3.8898614E-08 -3.4178078E-03 2.8178941E-07 6.3325947E-07

kermel pixels
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(Table A-2 cont.) 

 

 

 

  

a 00 a 10 a 20 a 01 a 11 a 02

-7.3021956E-01 4.0420366E-05 3.6733193E-08 8.3355713E-04 -9.7713860E-08 -1.5011592E-07

3.4340421E+00 -7.7496693E-04 6.8117614E-08 -3.6980030E-03 2.4964059E-07 7.5708496E-07

-3.9135727E+00 1.4688799E-03 -2.1848342E-07 3.6035807E-03 -2.8288435E-07 -7.1351901E-07

1.2623532E+00 6.7645153E-04 -2.1140229E-07 -2.3877867E-03 1.5348769E-07 4.9016416E-07

-1.6948405E-01 -2.5851980E-03 6.1051417E-07 2.9773005E-03 -6.2854620E-08 -6.6989845E-07

8.6392844E-01 7.9611537E-04 -2.5523415E-07 -1.7751437E-03 1.6886724E-07 3.3031512E-07

-1.2906568E+00 -1.8735702E-05 6.4603535E-08 1.4901176E-03 -1.2021448E-07 -2.8027160E-07

kermel pixels
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A-3 IP2 Commands 
 

IP2 development continues, and new commands are being added steadily. The code 

will be made publically available in 2013 following the publication of several papers 

that are currently in progress. This section is included to give a more complete sampling 

of the currently available recipe file commands, and how they were used in the testing 

for this study. 
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The following recipe file was used to create the calibrated images in section 6.4.1. 

Task sbocal1 

JobBaseDir /data/public/home/steve/swtest/sbo/ 

 

# build master bias 

      Cmd MedianAdd 

          InputFileCount 10 

          InputPath bubble/ 

          OutputPath cal/ 

          OutputFitsFile master_bias.fits 

          InputFitsFile BIAS_-20C_.00000100.FIT 

          InputFitsFile BIAS_-20C_.00000101.FIT 

          InputFitsFile BIAS_-20C_.00000102.FIT 

          InputFitsFile BIAS_-20C_.00000103.FIT 

          InputFitsFile BIAS_-20C_.00000106.FIT 

          InputFitsFile BIAS_-20C_.00000107.FIT 

          InputFitsFile BIAS_-20C_.00000108.FIT 

          InputFitsFile BIAS_-20C_.00000109.FIT 

          InputFitsFile BIAS_-20C_.00000110.FIT 

          InputFitsFile BIAS_-20C_.00000111.FIT 

      CmdEnd  

 

# build master dark 

      Cmd MedianAdd 

          InputFileCount 5 

          InputPath bubble/ 

          OutputPath cal/ 

          OutputFitsFile master_dark.fits 

          InputFitsFile DARK_-20C_2058.00000258.FIT 

          InputFitsFile DARK_-20C_2058.00000259.FIT 

          InputFitsFile DARK_-20C_2058.00000260.FIT 

          InputFitsFile DARK_-20C_2058.00000261.FIT 

          InputFitsFile DARK_-20C_2058.00000262.FIT 

      CmdEnd  

 

# combine master dark and master bias      

      Cmd Add 

          InputFileCount 2 

          InputPath cal/ 

          OutputPath cal/ 

          OutputFitsFile master_biasdark.fits 

          InputFitsFile master_dark.fits 

          InputFitsFile master_bias.fits 

      CmdEnd  

 

# build master flat for the g filter 

      Cmd MedianAdd 

          InputFileCount 8 

          InputPath bubble/ 

          OutputPath cal/ 

          OutputFitsFile master_flat-Ha.fits 

          InputFitsFile FLAT_-20_Ha_2058.00000265.FIT 

          InputFitsFile FLAT_-20_Ha_2058.00000266.FIT 

          InputFitsFile FLAT_-20_Ha_2058.00000267.FIT 

          InputFitsFile FLAT_-20_Ha_2058.00000268.FIT 

          InputFitsFile FLAT_-20_Ha_2058.00000269.FIT 

          InputFitsFile FLAT_-20_Ha_2058.00000270.FIT 

          InputFitsFile FLAT_-20_Ha_2058.00000271.FIT 

          InputFitsFile FLAT_-20_Ha_2058.00000272.FIT 

      CmdEnd  
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# calibrate the image 

# SCI_-20_Ha_2058.00000200.Bubble_Nebula.FIT 

      # subtract darks 

      Cmd Subtract 

          InputPath bubble/ 

          OutputPath cal/ 

          OutputFitsFile DSUB_-20_Ha_2058.00000200.Bubble_Nebula.FIT 

          InputFitsFile SCI_-20_Ha_2058.00000200.Bubble_Nebula.FIT 

          InputFitsFile ../cal/master_biasdark.fits 

      CmdEnd  

      # apply flat field correction 

      Cmd FlatField 

          InputPath cal/ 

          FlatPath cal/ 

          OutputPath cal/ 

          OutputFitsFile CAL_-20_Ha_2058.00000200.Bubble_Nebula.FIT 

          InputFitsFile DSUB_-20_Ha_2058.00000200.Bubble_Nebula.FIT 

          InputFitsFlat master_flat-Ha.fits 

      CmdEnd  

TaskEnd 
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In order to test the spatially-varying second-order DFB convolution and subtraction 

on images in the OpenMP or CUDA implementation, it is currently necessary to 

generate the convolution coefficients in IDL (this will be unnecessary in the near future 

when more of the IDL codes have been ported to the native C++ environment).  

Coefficient generation can be done in a separate step in order to generate a separate 

coefficient file used to test the performance of the spatially-varying convolution on 

systems where IDL may not be available. The following recipe generates coefficient 

files for the test images generated by SkyMaker in appendix A-2. 

 

 

# IP2 recipe file for generation of OIS coefficients from PS1 file list 

JobName GenerateCoefficients 

User Steven Hartung 

 

Task 512 

JobBaseDir /data/public/home/steve/swtest/ 

      Cmd OISGenCoeff 

          InputPath art/ 

          OutputPath art/ 

          OutputTextFile ip2_art512.fits_ckern.txt 

          InputFitsFile ip2_art512i.fits 

          InputFitsFile ip2_art512r.fits 

      CmdEnd  

TaskEnd  

 

Task 1024 

JobBaseDir /data/public/home/steve/swtest/ 

      Cmd OISGenCoeff 

          InputPath art/ 

          OutputPath art/ 

          OutputTextFile ip2_art1024.fits_ckern.txt 

          InputFitsFile ip2_art1024i.fits 

          InputFitsFile ip2_art1024r.fits 

      CmdEnd  

TaskEnd  

 

Task 2048 

JobBaseDir /data/public/home/steve/swtest/ 

      Cmd OISGenCoeff 

          InputPath art/ 

          OutputPath art/ 

          OutputTextFile ip2_art2048.fits_ckern.txt 

          InputFitsFile ip2_art2048i.fits 

          InputFitsFile ip2_art2048r.fits 

      CmdEnd  

TaskEnd  
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Task 4096 

JobBaseDir /data/public/home/steve/swtest/ 

      Cmd OISGenCoeff 

          InputPath art/ 

          OutputPath art/ 

          OutputTextFile ip2_art4096.fits_ckern.txt 

          InputFitsFile ip2_art4096i.fits 

          InputFitsFile ip2_art4096r.fits 

      CmdEnd  

TaskEnd  

 

 

Task 6144 

JobBaseDir /data/public/home/steve/swtest/ 

      Cmd OISGenCoeff 

          InputPath art/ 

          OutputPath art/ 

          OutputTextFile ip2_art6144.fits_ckern.txt 

          InputFitsFile ip2_art6144i.fits 

          InputFitsFile ip2_art6144r.fits 

      CmdEnd  

TaskEnd  

 

Task 8192 

JobBaseDir /data/public/home/steve/swtest/ 

      Cmd OISGenCoeff 

          InputPath art/ 

          OutputPath art/ 

          OutputTextFile ip2_art8192.fits_ckern.txt 

          InputFitsFile ip2_art8192i.fits 

          InputFitsFile ip2_art8192r.fits 

      CmdEnd  

TaskEnd  

 

Task ps1 

JobBaseDir /data/public/home/steve/swtest/ 

      Cmd OISGenCoeff 

          InputPath art/ 

          OutputPath art/ 

          OutputTextFile ip2_art_ps1.fits_ckern.txt 

          InputFitsFile ip2_art_ps1_i.fits 

          InputFitsFile ip2_art_ps1_r.fits 

      CmdEnd  

TaskEnd 
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The following recipe file exemplifies the LSST 189-tile testing used in chapter 7. It 

creates a separate task for each image pair to be convolved and subtracted in order to 

test the weak-scaling principle. Convolution coefficient generation has been 

preprocessed and stored in a file named *_ckern.txt for each image pair. The middle of 

the recipe file has been removed for brevity. 

# IP2 recipe file for OIS using coefficients from LSST file list 

JobName OISFromCoefficients 

User Steven Hartung 

 

Task lsst0 

JobBaseDir /data/public/home/steve/swtest/art/lsst/ 

      Cmd OISCoeff 

          InputPath tile/ 

          OutputPath sub/ 

          InputTextFile ip2_lsst_X00_Y03_ckern.txt 

          OutputFitsFile ip2_lsst_X00_Y03_i.fits_A-B.fits 

          InputFitsFile ip2_lsst_X00_Y03_i.fits 

          InputFitsFile ip2_lsst_X00_Y03_r.fits 

      CmdEnd  

TaskEnd  

Task lsst1 

JobBaseDir /data/public/home/steve/swtest/art/lsst/ 

      Cmd OISCoeff 

          InputPath tile/ 

          OutputPath sub/ 

          InputTextFile ip2_lsst_X00_Y04_ckern.txt 

          OutputFitsFile ip2_lsst_X00_Y04_i.fits_A-B.fits 

          InputFitsFile ip2_lsst_X00_Y04_i.fits 

          InputFitsFile ip2_lsst_X00_Y04_r.fits 

      CmdEnd  

TaskEnd  

Task lsst2 

JobBaseDir /data/public/home/steve/swtest/art/lsst/ 

      Cmd OISCoeff 

          InputPath tile/ 

          OutputPath sub/ 

          InputTextFile ip2_lsst_X00_Y05_ckern.txt 

          OutputFitsFile ip2_lsst_X00_Y05_i.fits_A-B.fits 

          InputFitsFile ip2_lsst_X00_Y05_i.fits 

          InputFitsFile ip2_lsst_X00_Y05_r.fits 

      CmdEnd  

TaskEnd  

Task lsst3 

JobBaseDir /data/public/home/steve/swtest/art/lsst/ 

      Cmd OISCoeff 

          InputPath tile/ 

          OutputPath sub/ 

          InputTextFile ip2_lsst_X00_Y06_ckern.txt 

          OutputFitsFile ip2_lsst_X00_Y06_i.fits_A-B.fits 

          InputFitsFile ip2_lsst_X00_Y06_i.fits 

          InputFitsFile ip2_lsst_X00_Y06_r.fits 

      CmdEnd  

TaskEnd  

. . . 
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Task lsst186 

JobBaseDir /data/public/home/steve/swtest/art/lsst/ 

      Cmd OISCoeff 

          InputPath tile/ 

          OutputPath sub/ 

          InputTextFile ip2_lsst_X14_Y09_ckern.txt 

          OutputFitsFile ip2_lsst_X14_Y09_i.fits_A-B.fits 

          InputFitsFile ip2_lsst_X14_Y09_i.fits 

          InputFitsFile ip2_lsst_X14_Y09_r.fits 

      CmdEnd  

TaskEnd  

Task lsst187 

JobBaseDir /data/public/home/steve/swtest/art/lsst/ 

      Cmd OISCoeff 

          InputPath tile/ 

          OutputPath sub/ 

          InputTextFile ip2_lsst_X14_Y10_ckern.txt 

          OutputFitsFile ip2_lsst_X14_Y10_i.fits_A-B.fits 

          InputFitsFile ip2_lsst_X14_Y10_i.fits 

          InputFitsFile ip2_lsst_X14_Y10_r.fits 

      CmdEnd  

TaskEnd  

Task lsst188 

JobBaseDir /data/public/home/steve/swtest/art/lsst/ 

      Cmd OISCoeff 

          InputPath tile/ 

          OutputPath sub/ 

          InputTextFile ip2_lsst_X14_Y11_ckern.txt 

          OutputFitsFile ip2_lsst_X14_Y11_i.fits_A-B.fits 

          InputFitsFile ip2_lsst_X14_Y11_i.fits 

          InputFitsFile ip2_lsst_X14_Y11_r.fits 

      CmdEnd  

TaskEnd  

 

# LSST image convolution end 
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The following brief recipe file example runs the internal performance test used to 

profile disk I/O and GPU memory transfer overhead time. 

 

# run IP2 performance test  

JobName perftest 

User Steven Hartung 

Task 1 

   JobBaseDir /data/public/home/steve/ 

 Cmd PerfTest 

     InputPath swtest/tune/ 

     OutputPath swtest/tune/ 

           OutputTextFile ip2perf.txt 

 CmdEnd 

TaskEnd 
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A-4 Modified Miller/Buie IDL 
The IDL code used as a starting point for all testing and IDL based modifications 

was from the library of functions provided by Dr. Marc Buie
39

 of the Southwest 

Research Institute (SwRI) in Boulder, Colorado, USA.  In the Buie library file named 

ois.pro, the OIS code originally designed and developed by Dr. Patrick Miller has been 

optimized and incorporated into the Buie library.  This appendix describes the nature 

and some of the specific changes made to the ois.pro file.  

The bright star precision masking method described in section 5.1.2 was 

demonstrated with the following modification to the end of the OIS procedure. 

Precision masking requires that a normal OIS operation completes first, then using the 

subtracted results, the code that follows will locate the bright stars and generate the 

feedback mask to modify the convolved reference image and re-subtract. 

  if bsupress then begin 

    ; supress star resuduals brighter than the cutoff fraction 

    print, ' ----> bright star suppression enabled, cutoff at', bsupress 

 

    ; determin the cutoff value for each of the images 

    crefsup = max(creference)*bsupress 

    imgsup = max(wimg)*bsupress 

    crefsupmin = min(creference)*bsupress 

    imgsupmin = min(wimg)*bsupress 

    ; normalize the background 

    ois_removesky,subtraction,maxphotsig,notused[1],mask,skys,sigs, & 

          SKY=subsky,SILENT=silent,SEED=seed,FAILED=failed 

    imgmax = max(wimg) 

    hmin = imgsup 

    radius = fwhm    ; - FWHM (in pixels) to be used  

       ; Change this only if the stars are significantly elongated. 

    sharplim = [ 0.1, 1.0 ] ;low and high cutoff for the sharpness statistic  

    roundlim = [ -1.0, 1.0 ];low and high cutoff for the roundness statistic. 

     

    ; find the stars, use Goddard FIND for this, finds bright ones too 

    find, wimg, x1, y1, flux1, sharp1, round1, hmin, radius, & 

         roundlim, sharplim, /SILENT 

 

    imgsz=size(wimg,/dimensions) 

    xsize = imgsz[0] 

    ysize = imgsz[1] 

    starcnt = size(x1,/N_ELEMENTS) 

    print, ' ----> bright star count:', starcnt 

    halo = meanfwhm * 3 ; scale this as needed 

 

 

                                                

39 http://www.boulder.swri.edu/~buie/idl/ 
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    for i=0, starcnt-1 do begin 

      ; get star position 

      xpos = x1[i] 

      ypos = y1[i] 

      olap = 0 

      if i > 0 then begin 

        ; check if this star overlaps a previous one 

        for j=0, i-1 do begin 

          sxpos = x1[j] 

          sypos = y1[j] 

          if (sxpos+halo gt xpos and sxpos-halo lt xpos)and & 

             (sypos+halo gt ypos and sypos-halo lt ypos)& 

              then begin 

            olap = 1 

            j=i ; end the loop, we found a match 

          endif  

        endfor 

      endif 

      ; if the subtraction residual is > 2 sigma of the background, mask it 

      ; by feeding the original subtraction residual back into the convolved 

      ; reference image 

      for u=-halo, halo do begin 

        for v=-halo, halo do begin 

          if (xpos+u ge 0 and ypos+v ge 0) and & 

(xpos+u lt xsize and ypos+v lt ysize) &  

then begin 

            if ((olap eq 0) and abs(subtraction[xpos+u,ypos+v]) gt & 

sigs*2 )then begin 

                  creference[xpos+u,ypos+v] += subtraction[xpos+u,ypos+v] 

            endif 

          endif 

        endfor 

      endfor 

    endfor 

  ; rebuild a new diffimage based on bright star supression  

  diffimage = wimg - creference 

  endif 

 

  ; Write the Subtracted Image 

  if saveit then begin 

      sxaddpar,imghdr,'REFIMAGE',reference,' Image reference for difference' 

      fits_write,outpath+'cref_'+image,creference,imghdr 

      fits_write,outpath+'out_'+image,diffimage,imghdr 

  endif 
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For the PSF correlation, a new procedure was created and then used to modify the 

working image and reference arrays. The following example implements a constant PSF 

correlation on an image, given a list of sample star stamps as inputs. The procedure 

below can be placed anywhere in ois.pro file, so long as it is above the OIS procedure. 

pro corr_psf, img, sigi, kernsz, xstamp, ystamp, wstamp, & 

psfc, cimg, SILENT=silent, FAILED=failed 

 

   self='corr_psf: ' 

   if badpar(silent,[0,1,2,3],0,caller=self+'(SILENT) ', $ 

                                   default=0) then return 

 

   ; Determine the image Sizes & Set the Stamp Width 

   isize=size(img, /dimensions) 

   nx=isize[0] 

   ny=isize[1] 

   stampw=2*wstamp[0]+1 

   tpsf=fltarr(stampw,stampw) 

   pmax=n_elements(wstamp) 

 

   ; Build the Stamp Coefficients 

   for k=0,pmax-1 do begin 

      xctr=xstamp[k] 

      yctr=ystamp[k] 

      delw=wstamp[k] 

      istamp=img[xctr-delw:xctr+delw,yctr-delw:yctr+delw] 

      istamp[where(istamp LE sigi, /NULL)] = 0.0  

      tpsf += istamp 

   endfor 

   ; normalize 

   tpsf = tpsf/total(tpsf) 

 

   ; get the model dimensions 

   msize=size(tpsf, /dimensions) 

   mx=msize[0] 

   my=msize[1] 

   ; find the center  

   center = mx/2 

   ; trim the excess and build the correlation kernel 

   psfw = kernsz 

   psfc=tpsf[center-psfw:center+psfw,center-psfw:center+psfw] 

   ; perform the PSF correlation on the image  

   ; remember that convol in IDL actually does a correlation 

   ; unless the kernel is explicitly transposed 

   cimg=convol(img,psfc,/center,/edge_zero) 

end 

 

 

The main OIS procedure must be modified with a call to the procedure shown above 

for both the image and the reference before the kernel fitting and convolution take 

place. The fitting is done in the procedure ois_iterpoly. A snippet of the modified 

code follows. 
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if 1 then begin 

  ; New code for correlation preprocessing of images 

  corr_psf, wimg, sigi, kernsz, xstamp, ystamp, wstamp, ipsfc, corimg 

  corr_psf, refer, sigr, kernsz, xstamp, ystamp, wstamp, rpsfc, corref 

  ; replace the working images with the correlated copies 

  wimg = corimg 

  refer = corref 

   ; Iterate the convolution kernel calculation  

  ois_iterpoly,iratio,fluxratio,corimg,corref,degree,kernsz,nbasis,kbasis, $ 

      xstamp,ystamp,wstamp,sflux,chisqstat,chisqdist,ibasis,ckern, $ 

      SILENT=silent,FAILED=failed 

 

endif else begin 

   ; original code without correlation 

   ; Iterate the kernel calculation  

   ois_iterpoly,iratio,fluxratio,wimg,refer,degree,kernsz,nbasis,kbasis, $ 

      xstamp,ystamp,wstamp,sflux,chisqstat,chisqdist,ibasis,ckern, $ 

      SILENT=silent,FAILED=failed 

endelse 
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